the apparent clash between the different lenses through which the various sciences view
the world. A vivid demonstration of this tension is the causal exclusion problem in
philosophy of mind. This fundamental problem prompts worries about the autonomy
of psychology as a field of science, and threatens to undermine our self-understanding
as minded beings. In this thesis the causal exclusion problem is confronted head-on and
dissolved. Things, Events and Mind describes a theory of causation which legitimizes our
various perspectives upon the world, by offering a framework for interpreting causal
relations in interdisciplinary contexts.

Frank van Caspel

Do we have minds, or are we just sacks of atoms? This rather wry question illustrates
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1 | Introduction
1.1

Mental causation

I wrote this dissertation because I wanted to, with the aim of explaining
how that can be true. More generally speaking my aim is to explain how
our beliefs, fears, desires, thoughts, and other mental activities can be said
to cause our actions. In philosophy of mind this phenomenon is known as
mental causation, and I am not the first to write about it nor am I the first
to hope to be the last.
You may wonder why mental causation warrants substantial attention at
all, since it seems so very obvious that our mental life is causally efficacious.
We frequently explain our actions by referring to their mental causes:
• I am rushing to the store because I’m afraid we’re about to run out of
yogurt.
• I bought some cryptocurrency because I believe it is the future.
• I play StarCraft because I want to improve my handling of stressful
situations.
We say these things and we mean them. When we explain we did
something because of a desire, we mean it literally—not as a placeholder
for some hidden ‘real cause’ of our action. And while we often refer to our
mental states as the reasons for our actions, we should not take such talk to
imply that they are not causes. Indeed, as Donald Davidson (1963) argued,
1

2

CHAPTER 1. INTRODUCTION

the only way to distinguish the reason for an action from other possible
reasons, is because the reason is its cause. The general sentiment in favor of
mental causation is famously and emphatically expressed by Jerry Fodor as:
if it isn’t literally true that my wanting is causally responsible
for my reaching, and my itching is causally responsible for my
scratching, and my believing is causally responsible for my saying
. . . if none of that is literally true, then practically everything
I believe about anything is false and it’s the end of the world.
(Fodor 1989, p. 77)
It appears the stakes are high indeed. Much of our identity as agents
in this world depends on the idea that we really want, feel and believe,
and that in many ways this affects what we do. If we want to preserve
this notion, and not join the ranks of revisionary or “anti-commonsensical”
(Hirsch 2002, p. 103) philosophers, we need a way to think about or define
mental phenomena that is compatible with mental causation by real mental
phenomena. At the same time, this account of the mental should conform
to the following two desiderata:
1. In order to preserve and highlight “the distinctiveness of creatures
with mentality” (Kim 2005, p. 15), and to preserve the autonomy
of psychology as a science “with its own proper domain untouched
by other sciences, especially those at the lower levels, like biology,
chemistry, and physics” (ibid., p. 15), the account should be nonreductive. Minds are not simply brains; mental phenomena are not
just sorts of neural phenomena.
2. Mental phenomena have a place in the scientific image of reality. They
should fit in the same world that physicists, chemists and biologists
study. So no ‘spooky stuff’ ! We need this if our account of the mental
is to be generally acceptable given everything else we know about the
world. Our definition of the mind should make it fully amenable to
scientific, empirical research.
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Is there any interpretation of mental phenomena that conforms to these
desiderata? This is a legitimate question, since there are various conceptions
that do not. Some do not fit in the scientific image of the world, such as
Cartesian dualism. Immaterial souls are not a good match with empirical
science. Other accounts are reductive: identity theory holds that mental
phenomena are just sorts of neural phenomena, as argued for by Ullin T.
Place (1956), Herbert Feigl (1958) and J.J.C. Smart (1959). There are
even those who are eliminativists with regard to the mental, like Paul
Churchland (1981). They say that mental phenomena are not even ‘just
neural phenomena’, but that on closer inspection it will turn out that they
simply do not exist—like ether and witches.
Fortunately however, the majority of contemporary accounts of the
mind aim to conform to both desiderata: nonreductive physicalism is “the
dominant position in Anglo-American philosophy of mind” (Bickle 2016).
Indeed, “The shared project of the majority of those who have worked on
the mind-body problem over the past few decades has been to find a way of
accommodating the mental within a principled physicalist scheme, while
at the same time preserving it as something distinctive—that is, without
losing what we value, or find special, in our nature as creatures with minds”
(Kim 1998, p. 2). The two main nonreductive physicalist accounts are
functionalism—in which mental phenomena are defined as machine states
(Putnam 1975), or causal roles (Lewis 1966, Fodor 1968)—and anomalous
monism (Davidson 1970), which posits that while mental concepts are
‘anomalous’ (there is no systematic link between their application criteria
and those of physical concepts), mental phenomena are nonetheless tokenidentical with neural phenomena.
Unfortunately one persistent problem stands in the way of the success
of these theories. It is not inherent to their particular details, but rather it
stems from an apparent tension between the core desiderata of nonreductive
physicalism. On the one hand the account of the mental is to be nonreductive,
while on the other the mental should fit in the scientific image of the world.
Among other things that scientific image includes brains, which clearly affect
our behavior. Here is the problem: if you want to be nonreductive about
the mind (and reject the claim that minds are just brains), you must face

4

CHAPTER 1. INTRODUCTION

the challenge of explaining what the mind does, if not the things the brain
does. If it turns out the mind has “nothing to do, no purpose to serve, a
species of noblesse which depends on the work of its inferiors, but is kept
for show . . . it might as well, and undoubtedly would in time be abolished”
(Alexander 1920, p. 8). And that is incompatible with being realists about
the mental.
A detailed explication of this tension is what brings us to its ultimate
consequence: the causal exclusion problem. The argument leading up to it
appears to show that, given the desiderata of nonreductive physicalism, it
must in fact turn out that the mind has ‘nothing to do’. It is a very strong
argument against the possibility of causally efficacious irreducible mental
phenomena in a physical world, and the most fundamental problem for
nonreductive physicalism. Facing it is the core business of this dissertation.

1.2

The causal exclusion problem

So how exactly does the causal exclusion problem arise? It follows from a
strong and intuitively plausible argument, famously articulated by Jaegwon
Kim (Kim 1998, Kim 2005), to the effect that the central desiderata of
nonreductive physicalism are incompatible with mental causation when the
causal closure of the physical and the principle of causal exclusion are taken
into account. I shall explain the basics of the argument step by step.
The crucial first step is to acknowledge a particular characteristic of
the relation between the mental and the physical as envisioned by the
nonreductive physicalist: namely that it is a relation of ‘supervenience’.
While various varieties of supervenience have been described (see Kim 1984,
Stalnaker 1996), the central defining feature of any supervenience relation
is that there can be no change in the supervening phenomenon, without
there being a change in the subvenient phenomenon. Supervenience relations
are abundant in nature and science. The shape of a cloud supervenes
on the position of the water molecules constituting it, since there can be
no change in the shape of the cloud without water molecules changing
position. Similarly, consumer confidence level supervenes on individuals’
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reported optimism about the state of the economy, since there cannot be a
change in consumer confidence level without changes in reported optimism
about the economy by individuals. Nonreductive physicalists say that the
relation between mental phenomena and physical phenomena can also be
characterized as one of supervenience, in that one cannot change anything
about a person’s mental life, without changing something in the physical
world.
It goes without saying that the mental is not related to the physical
in the same way that clouds are related to water drops. And indeed: the
fact that a relation can be characterized by supervenience does not tell you
anything positive about the specific nature of the relation. Supervenience
“merely states a pattern of property covariation between the mental and the
physical and points to the existence of a dependency relation between the
two” (Kim 1998, p. 14). What the nature of this dependence is remains
unspecified, and could be implemented by a range of specific relations
like that between a whole and its parts, or various relations that have
been postulated in the context of philosophy of mind, like realization or
constitution. As such, characterizing the relation between the mental and
the physical as supervenience is not so much a positive thesis about their
relation, but rather forms a constraint upon the sorts of relations that
nonreductive physicalism is compatible with. It is precisely because of the
loose nature of this constraint that supervenience is an attractive label for
nonreductive physicalists, since it leaves enough room “to be consistent with
the irreducibility of supervenient properties to their base properties” (Kim
1990, p. 9), while at the same time affirming the dependence relation of the
mental upon the physical (thus ruling out substance dualism). This echoes
the two desiderata of nonreductive physicalism outlined in the previous
section. Indeed it appears that if you want to be a nonreductive physicalist,
you must commit to a characterization of the relation between the mental
and the physical as one of supervenience.
Before I go on to explain the causal exclusion problem, I want to add
two points with regard to the supervenience relation. First: the dependence
of supervening phenomena upon their subvening phenomena is not a causal
dependence. The point is not that only changes in a subvening phenomenon
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can cause changes in the supervening phenomenon, but rather that there
is some definitional, mereological or logical connection between the two,
such that any change in the supervening phenomenon necessarily entails a
simultaneous change in the subvening phenomenon. If we change a whole by
changing a part, this is not equivalent to changing a part which then causes
a change in the whole. Similarly the occurrence of any mental phenomenon
depends upon a physical phenomenon, not in the sense that it needs to be
caused by that physical phenomenon, but in a more intimate (yet unspecified)
sense of dependence. It is a dependence that holds in principle, not as a
matter of contingent empirical fact (such as causal relations). A mere causal
dependence of the mental upon the physical would be compatible with
substance dualism, and that is exactly what supervenience is meant to
rule out. Instead, similar to how a whole depends for its existence upon
its parts, no mental phenomenon can exist on its own, independently of
physical phenomena. Of course this does not rule out causal relations
between physical phenomena and mental phenomena that are not related
by supervenience, but any mental phenomenon has a physical phenomenon
upon which it supervenes and upon which it is non-causally dependent.
Secondly, any nonreductive relation that can be characterized by supervenience suffers from the causal exclusion problem. This means that in fact
the causal exclusion problem generalizes to all nonreductively supervenient
phenomena, irrespective of the specific relation with their subvenient phenomena (see e.g. Bontly 2002). While in what follows I shall continue to focus
on the relation between the mental and the physical, keep in mind that the
problem applies equally to all supervening nonreductive phenomena, which
makes solving it all the more pertinent.
So how is the causal efficacy of supervenient (mental) phenomena jeopardized by the causal closure of the physical and the principle of causal
exclusion? In order to assist with the explanation I shall make use of
‘directed graphs’—a common tactic in discussions of mental causation. A
directed graph is simply a diagram consisting of variables representing relata
and arrows that indicate the various relations between them. I hope you’ll
agree they make the argument somewhat easier to follow. I shall be working
toward a simplified version of Jaegwon Kim’s iconic representation of the
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causal exclusion problem, which I shall build up step by step. First, in
graph 1.1, I have only included variables for a mental phenomenon M ,
and its subvenient physical phenomenon P . The supervenience relation
between them is indicated by the wiggly arrow. From this graph we can
infer that there is some mental phenomenon M which supervenes on P
and thus cannot change without P changing. We cannot infer anything
else about the specifics of why this is the case, and the representation is
compatible with any two relata that stand in a relation that is characterized
by supervenience. While the supervenience relation is compatible with relations that are reductive as well as nonreductive,1 nonreductive physicalists
are committed to the irreducibility of the mental. This means that in this
diagram, if it is to represent the nonreductive physicalists’ position, there
must be separate variables for the supervening mental phenomenon and
the subvenient physical phenomenon. We cannot say that the variables are
simply equivalent, as we could if one variable referred to Bigfoot, and the
other to a human in a costume.
M

P
Figure 1.1: For any mental phenomenon, there is a physical phenomenon upon which it
supervenes. This means that—whatever the exact relation between the two is—there
can be no change in the mental phenomenon without the physical phenomenon also
changing (whereas the reverse is not true). This asymmetrical relation is loose enough
to allow for an irreducible status of the mental, while at the same time strongly
anchoring mental phenomena to the physical world. As such the supervenience
relation embodies the central desiderata of nonreductive physicalism.

1
Mind-body supervenience, in the sense that our mental lives are dependent on what
happens in our bodies, is not just a commitment of nonreductive physicalism, but also “of
all forms of reductionist physicalism (or type physicalism), such as the classic Smart-Feigl
mind-brain identity thesis” (Kim 2005, p. 14).
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The second step in explaining the causal exclusion problem, is to introduce causal relations. Say a particular mental phenomenon causes behavior,
which is a physical phenomenon. For example, my fear that we’re about to
run out of yogurt (M ) causes me to go to the store (P ∗). M , of course, still
supervenes on a physical phenomenon—say P : particular neural activity.
In graph form, this looks like figure 1.2.
M

P

P∗

Figure 1.2: A mental phenomenon M , which supervenes on physical phenomenon P ,
causes physical phenomenon P ∗. For example: my fear that we’re about to run out
of yogurt (M ), which supervenes on certain neural activity (P ), causes me to go to
the store (P ∗).

Now things will start to get iffy. Kim posits that a generally accepted
principle, one that seems “unexceptionable, especially for the physicalist”
(Kim 2005, p. 15), is that physical effects have complete physical causes.
This is called the causal closure of the physical. “According to this principle,
physics is causally and explanatorily self-sufficient: there is no need to go
outside the physical domain to find a cause, or a causal explanation, of a
physical event” (ibid., p. 16). With respect to our current example this
means that P ∗, being a physical effect, has a complete physical cause. The
obvious candidate for being that cause is P —the supervenience base of
M , which co-occurs with M . Since “the occurrence of M on this occasion
depends on, and is determined by, the presence of P on this occasion [and]
[s]ince ex hypothesi M is a cause of P ∗, P would appear amply to qualify
as a cause of P ∗ as well” (ibid., p. 41).
This leaves us with a situation in which there are two causes of me going
to the store: my fear that we’re running out of yogurt (M ) and my neural
activity upon which my fear supervenes (P ). Indeed we appear to have a
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case of overdetermination of the effect: it has two causes, at least one of
which (P ) is assumed to be a sufficient cause. At this point in the argument
the principle of causal exclusion, which echoes Ockham’s razor, exerts itself.
It is formulated as follows by Kim:
Principle of causal exclusion. If an event e has a sufficient cause
c at t, no event at t distinct from c can be a cause of e (unless
this is a genuine case of causal overdetermination). (ibid., p. 17)
So barring genuine cases of overdetermination, like when two people
independently stab a balloon with a needle at the exact same time to make
it pop, this principle states that effects only have one sufficient cause. Any
other putative causes must be excluded, hence the name of the principle.
Clearly, in the case of our example, we seem to have an uncontroversial (at
least for the physicalist) sufficient cause of P ∗, namely P . And while the
nonreductive physicalist would also like to see a second distinct cause of P ∗,
namely M , this principle of exclusion, coupled with the causal closure of the
physical, forces them to eliminate M as a cause of P ∗. After all, the mental
cause is not a cause independent of the physical cause, such that this could
arguably be a case of genuine overdetermination by independent causes.
Moreover, if it were, the nonreductive physicalist would have to defend that
all cases of mental causation are cases of genuine overdetermination—and
that is quite unreasonable.
The nonreductive physicalists’ conundrum is visualized in graph 1.3,
wherein the causal arrow from M to P ∗ has been adorned with a to indicate
its problematical status. With the exclusion of that arrow the mental is left
causally inert, which prompts eliminativist worries and therefore threatens
mental realism.
Put unceremoniously, one could say that the causal exclusion problem
arises from the split position in which nonreductive physicalists find themselves. If mental phenomena are real and not equivalent or identical to the
physical phenomena upon which they supervene, then how can they be said
to be causally efficacious given the fact that for each of their putative effects
their supervenience bases pop up as causal rivals, which are assumed to be
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M

P

P∗

Figure 1.3: The Kim-style (Kim 2005) representation of the problematic situation involving
a mental phenomenon M , its supervenience base P and a physical phenomenon P ∗
which both P and M appear to be a cause of. Straight arrows indicate a causal
relation, the wiggly arrow symbolizes the (non-causal) supervenience relation. The
principle of causal exclusion, coupled with the causal closure of the physical domain,
prompts one to exclude the causal arrow stemming from the supervening phenomenon
M , leaving it causally inert and threatening its ontological status.

sufficient causes? It is an issue of causal rivalry between the mental and
the physical, instigated by the clash between the desiderata of nonreductive
physicalism and the causal closure of the physical, wherein the physical
seems to win out to the detriment of the mental.
I hope that at this stage the argument sounds intuitively plausible, and
that the problem comes across as one of substance. My aim has been to give
you justification for why “the exclusion problem has provoked a large and
still growing literature” (Baumgartner 2009b, p. 161), which indeed it has
(for just a few examples, see Jackson and Pettit 1990, Heil and Mele 1993,
Horgan 1997, Kim 2005, Baker 2007, Seibt 2009 and Shapiro 2012). Many
more details related to various aspects of the problem will be addressed in
the following chapters, but the central point of the causal exclusion problem
should be conveyed well enough for now. The challenge it poses is clear:
those physicalists who want to be realists and nonreductivists about the
mental need an account that lets them think of causal relations between
supervenient phenomena and their effects as compatible with causal relations
between their subvening phenomena and the same effects, rather than
mutually exclusive. As Terence Horgan puts it, nonreductive physicalists
must “embrace and defend robust causal compatibilism, and should strive
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to provide a convincing account of why the causal exclusion argument is
intuitively plausible despite being mistaken” (Horgan 1997, p. 181). In what
follows I take up this challenge.

1.3

Toward causal compatibilism

A plan of attack is in order. To enable causal compatibilism two main
challenges must be addressed, both of which relate to items represented
in diagram 1.3. In that graph there are two hitherto unspecified sorts of
elements: variables and causal arrows—the relata of the causal relations,
and the relations themselves. To formulate my position I need to go back
to basics and apply some thorough ‘metaphysical hygiene’, which I shall do
in the upcoming two chapters.
The variables represent the phenomena that enter into the causal relations. What is the nature of these phenomena, and how does that influence
the way we should interpret relations between them? In the upcoming
chapter I turn to Donald Davidson for answers to these basic metaphysical
questions. His extensional metaphysics and his view on the nature of events
offer vital ingredients to the position I want to defend. Unfortunately, as
I shall argue, Davidson’s own anomalous monism, in which he applies his
metaphysics to the problem of mental causation, falls short of fixing it. The
problems anomalous monism has, relate chiefly to causation. This forms
a segue into the next chapter in which—after having discussed the nature
of the causal relata—I turn to the causal relation itself. In chapter three
James Woodward’s interventionism is introduced, followed by an extensive
discussion of the ways in which his theory can be used to make sense of the
causal exclusion problem. Some variants of his theory are claimed to solve
the issue but fail to do so, yet I shall argue that Woodward’s work does
offer crucial instruments for disentangling the problem. Overall I believe
combining aspects of Davidson’s metaphysics with a version of the theory of
causation advanced by Woodward can help us delineate a conceptual space
wherein a real mind may reside—metaphorically speaking.
In the fourth chapter I state, as succinctly as I can, a method for dealing
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with causation in contexts that feature non-causal relations, which includes
relations of supervenience. Using that, I can diagnose and prevent the error
that gives rise to the causal exclusion problem and enable the ‘robust causal
compatibilism’ called for by Horgan. In the final chapter I show how this
opens up a space for nonreductive physicalist accounts of the mental that
are compatible with mental causation.
I am certain I wrote this dissertation because I wanted to, and over the
course of the upcoming chapters I shall attempt to explain how such a claim
can be true.

2 | Anomalous monism and
its criticisms
Davidson’s extensional approach to metaphysics and his views on the nature
of things and events are vital ingredients to the method I aim to construct.
They deserve a proper introduction, which I shall provide in the current
chapter. The best way to do this is to discuss them in the context in which
they are applied: anomalous monism, Davidson’s own account of the relation
between the mental and the physical. Anomalous monism has faced serious
criticism, a discussion of which can be useful to inoculate myself against
those criticisms that are aimed at the elements of Davidson’s work which I
retain. Moreover, an appreciation of these criticisms will help to establish
the importance and role of Woodward’s account of causation to the position
I shall defend in the final chapters.
The current chapter is divided into four parts. In the first section (2.1)
I discuss Davidson’s metaphysics of events and his position on causation.
These are the foundation on which his account of the relation between the
mental and the physical is built. What follows (section 2.2) is an explanation
of that account. There I aim to show why Davidson believes anomalous
monism is unaffected by issues of mental causation, and to what degree
that belief is justified. In the third section (2.3) I shall discuss prominent
criticisms of anomalous monism. I aim to show that the common objection
that it leads to an epiphenomenal status for the mental is misguided, but
that several valid concerns relating to Davidson’s assumptions concerning
13
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causation remain. In the final section I briefly take stock, i.e. indicate which
parts of Davidson’s work I shall retain and which parts need work in order
to enable a suitable account of mind. While his extensional approach to
metaphysics, featuring things and events as basic particulars, is attractive,
his views on causation create problems and form a segue into what follows
in the next chapter: an investigation of Woodward’s theory of causation.

2.1

Davidson on events and causation

Two features of Davidson’s metaphysics, which both reflect the extensional
character of his thinking, are especially relevant to discuss because without
these, one cannot fully appreciate anomalous monism. They are Davidson’s
metaphysics of events and his approach to causation. In this section I shall
introduce them in turn.

2.1.1

Metaphysics of events

To construct a picture of Davidson’s views on events, it is helpful to start by
examining Strawson’s Individuals (1959). While discussing events, Davidson
engages with Strawson in such a way that it becomes clear these authors
share a broad metaphysical base, as well as a crucial intuition articulated
by Strawson, namely that events—not just things—are particulars:
We think of the world as containing particular things some
of which are independent of ourselves; we think of the world’s
history as made up of particular episodes in which we may or
may not have a part; and we think of these particular things
and events as included in the topics of our common discourse.
(Strawson 1959, p. 15)
Yet Davidson ultimately awards a different status to events than Strawson does. In order to appreciate this contrast between them and come to an
understanding of the metaphysical foundations of Davidson’s work, I shall
briefly discuss Strawson’s first.
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Strawson’s framework for descriptive metaphysics
In Individuals (1959) Strawson sets out on a bout of what he famously
termed descriptive metaphysics. Unlike revisionary metaphysics, which aims
to change how we think about the world, descriptive metaphysics is about
describing “the actual structure of our thought about the world” (ibid.,
p. 9). Indeed, in doing metaphysics Strawson deliberates “about the way
we think of the world, about our conceptual scheme” (ibid., p. 15).
Strawson starts off his description of this conceptual scheme by discussing
the kinds of particulars featured in it. These are the recognizable phenomena
we encounter or the “things about which we can talk to each other” (ibid.,
p. 15). He sees two central types of particulars in this sense: things (‘what
there is’) and events (‘what happens’). For Strawson, a necessary condition
for any type of particular to be included in our conceptual scheme, is that it
should be possible for particulars of that kind to be identified. By this, he
means that it should be possible, in principle, to refer to a thing or an event
of some kind in such a way (using an identifying reference) that a hearer
could understand which thing or event you are talking about (in which case
you’ve identified the particular).
For what could we mean by claiming to talk to each other
about members of this class, if we qualified the claim by adding
that it was in principle impossible for any one of us to make any
other of us understand which member, or members, of this class
he was at any time talking about? The qualification would seem
to stultify the claim. (ibid., p. 16)
Both things and events can be identified (‘that car over there’, ‘yesterday’s party’) and therefore qualify as types of particulars to be included in
the conceptual scheme. For Strawson, being a particular is linked to the
notion of reality: when someone were to talk of particulars (be they events
or things) that can in no way be identified, “we should say, and take him
to be saying, that the events in question had not really occurred, that the
thing in question did not really exist. In saying this, we should show how
we operate with the concept of reality” (ibid., p. 29).
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While Strawson mentions other types of particulars,1 it appears that he
believes these are subtypes of “the roughest of divisions” (Strawson 1959,
p. 46):
But how shall we divide publicly perceptible, or publicly
observable, particulars into types or categories? Clearly there
are many ways of doing so, adapted to different philosophical
purposes. I shall be content with the roughest of divisions. I
shall speak, for example, of events and processes, states and
conditions on the one hand; and of material bodies or things
possessing material bodies, on the other. (ibid., p. 46)
Here again we see a twofold primary division between the types of
particulars in reality, so that “when we build up our single picture of the
world, of particular things and events” (ibid., p. 28), these two categories
together exhaust reality.
For Strawson, “our ontology comprises objective particulars” (ibid.,
p. 15). An ontology, therefore, is comprised of all particulars, be they things
or events. This is not to say that Strawson glosses over the differences
between things and events. In fact, after establishing the basic distinction
between these two sorts of particulars, Strawson’s first order of business is
investigating whether either of these types is “more fundamental or more
basic” (ibid., p. 17) than the other. What could prompt such a conclusion,
according to Strawson, is when it turns out that
the identifiability of particulars of some sorts [is] in some
general way dependent on the identifiability of particulars of
other sorts. If this were so, the fact would have some significance
for an inquiry into the general structure of the conceptual scheme
in terms of which we think about particulars. Suppose, for
instance, it should turn out that there is a type of particulars,
β, such that particulars of type β cannot be identified without
1

Private experiences (including mental events) and persons among others (Strawson
1959, p. 41).
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reference to particulars of another type, α, whereas particulars
of type α can be identified without reference to particulars of
type β. Then it would be a general characteristic of our scheme,
that the ability to talk about β-particulars at all was dependent
on the ability to talk about α-particulars, but not vice versa.
This fact could reasonably be expressed by saying that in our
scheme α-particulars were ontologically prior to β-particulars,
or were more fundamental or more basic than they. (ibid., p. 17)
Translated to the question at hand, this means that should it be possible
to identify things without needing to reference events, whereas in order to
identify events it is necessary to include talk of things, things turn out to be
‘ontologically prior’ or ‘more fundamental’ than events. Strawson concedes
that it is unlikely that even in case one category of particulars is basic in
this sense, it will be “generally impossible to make identifying references to
particulars of the relatively dependent type without mentioning particulars
of the relatively independent type. But there may be other and less direct
ways in which the identifiability of one type of particular is dependent on
that of another” (ibid., p. 17).
Before investigating how this may be so, Strawson makes clear that the
manner of identification currently relevant is not what he calls the weaker
(story-)relative identification. If I were to tell you ‘I saw two manatees, a
big one and a small one’, and ‘the big one looked at me confusedly’, you
would be able to identify the particular I referred to in the second sentence
with the phrase ‘the big one’ as the big manatee from the first sentence. So
relative to previous utterances a hearer may understand which particular is
being talked about, but that is
identification only relative to a range of particulars . . . which
is itself identified only as the range of particulars being talked
about by the speaker. That is to say, the hearer, hearing the
second sentence, knows which particular creature is being referred to of the two particular creatures being talked about by the
speaker ; but he does not, without this qualification, know what
particular creature is being referred to. (ibid., p. 18)
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The requirements for identification in this sense are less strict than for
‘full identification’ which should accomplish that “the hearer can pick out
by sight or hearing or touch, or can otherwise sensibly discriminate, the
particular being referred to, knowing that it is that particular” (Strawson
1959, p. 18).
In Strawson’s metaphysics, this distinction between relative identification
and full identification is highly significant. Anything can be identified relative
to a story. In such contexts I could identify the Chupacabra or the Monster
of Loch Ness. Clearly though, this should not make these monsters real.
They should only be counted as real if they can actually be picked out in the
world, and only by the grace of people commonly agreeing with the latter
have we seen expeditions with sonar equipment in Loch Ness. This is why
Strawson, who ties identifiability to the notion of reality, rightly requires
a stronger sense of identification than story-relative identification for his
ontological work.
Strawson does slightly liberalize the criterion for identification described
above (that the hearer can directly pick out the particular being referred
to) by including particulars that have until recently been present in a
shared frame of reference, such that references to them still pick them
out uniquely (like ‘that sound just now’, and ‘did you see that car’). In
successful cases of full identification like this, the “hearer is able to directly
locate the particular referred to. We may also speak of these cases as cases
of the demonstrative identification of particulars” (ibid., p. 19). Yet not all
cases of identification are demonstrative. I can talk about the Eiffel Tower
while in Amsterdam, which will not permit a hearer to directly locate the
particular referred to. However, according to Strawson, in each successful
case of non-demonstrative identification the particular referred to has “some
description uniquely relating it to the participants in, or the immediate
setting of, the conversation in which the reference is made” (ibid., p. 22). I
could, for example, describe the Eiffel Tower to a hearer in Amsterdam as
‘the highest tower in the city 430 kilometers south-southwest from here’. As
such, Strawson claims, “non-demonstrative identification may rest securely
upon demonstrative identification” (ibid., p. 22).
Of course the above is only possible in case a speaker and a hearer share
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a common frame of reference or system in which to place the particulars
described. “Such systems, developed or embryonic, help us to escape from
story-relative identification to full identification” (ibid., p. 25). Strawson
believes that we do have such a system: the spatio-temporal framework. He
admits other systems could conceivably be used, but that
the system of spatio-temporal relations has a peculiar comprehensiveness and pervasiveness, which qualify it uniquely to
serve as the framework within which we can organize our individuating thought about particulars. Every particular either has
its place in this system, or is of a kind the members of which
cannot in general be identified except by reference to particulars
of other kinds which have their place in it; and every particular
which has its place in the system has a unique place there. There
is no other system of relations between particulars of which all
this is true. (ibid., pp. 25–26)
The picture we now have of Strawson’s metaphysics, or his conceptual
scheme with which to describe reality, is one of a world of particulars—things
and events—which we identify and relate to each other in a spatio-temporal
framework.
At this point Strawson returns to the question he was aiming to answer:
“is there any one distinguishable class or category of particulars which must
be basic from the point of view of particular-identification?” (ibid., p. 38).
Remember that any positive answer to this question has, according to
Strawson, metaphysical consequences. Being basic from the point of view
of particular identification would mean that the class of particulars in
question is more basic in our conceptual scheme of the world, and therefore
ontologically basic. Strawson believes that given the framework we use to
relate and identify particulars, it follows there is indeed a class of particulars
that is basic. For this spatio-temporal framework
is not something extraneous to the objects in reality of which
we speak. If we ask what constitutes the framework, we must
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look to those objects themselves, or some among them. But
not every category of particular objects which we recognize is
competent to constitute such a framework. The only objects
which can constitute it are those which can confer upon it its
own fundamental characteristics. That is to say, they must be
three-dimensional objects with some endurance through time.
They must also be accessible to such means of observation as we
have; and, since those means are strictly limited in power, they
must collectively have enough diversity, richness, stability and
endurance to make possible and natural just that conception of a
single unitary framework which we possess. Of the categories of
objects which we recognize, only those satisfy these requirements
which are, or possess, material bodies—in a broad sense of the
expression. Material bodies constitute the framework. Hence,
given a certain general feature of the conceptual scheme we
possess, and given the character of the available major categories,
things which are, or possess, material bodies must be the basic
particulars. (Strawson 1959, p. 39)

So Strawson concludes that things are more basic than events, which,
as we shall see, constitutes a subtle difference between his position and that
of Davidson. At this point I would like to offer two arguments against this
conclusion of Strawson. The first relates to the peculiarity that in the quote
above the term ‘object’—a term which lends itself to be associated with
things far easier than with events—has taken the place of the more neutral
‘particular’. Without justification Strawson now speaks of finding ontological
priority within ‘the objects in reality of which we speak’, whereas at the
outset Strawson recognized both “things and events as included in the topics
of our common discourse” (ibid., p. 15). In doing so, Strawson appears to
be denying fair consideration of events as being a basic particular. If playing
a constitutive role for the spatio-temporal framework is a characteristic
of the most basic type of particular, and if being three-dimensional and
enduring through time enables a type of particular to play such a role,
then both things and events should be assessed with regard to their three-

2.1. DAVIDSON ON EVENTS AND CAUSATION

21

dimensionality and endurance through time. While Strawson states that
things possess these characteristics, he omits a discussion of whether events
do. This seems unjustified. Events certainly happen somewhere (i.e. they
have a place in three-dimensional space), and they happen at a time. There
are even many events which endure longer2 than various short-lived things
do (e.g. potatoes, cars and Olympic stadiums). Moreover, we can recognize
events through ‘such means of observation as we have’, and they certainly
display at least as much diversity and richness as things do. To say that
events cannot play a constitutive role in the spatio-temporal framework,
and therefore cannot be basic particulars, requires an argument—one which
Strawson has not provided.
Secondly, Strawson fails to recognize that the identification of a thing
necessarily entails (and is dependent on) the identification of an event in
which that thing is involved. Recall that what is at stake is whether “the
identifiability of particulars of some sorts [is] in some general way dependent
on the identifiability of particulars of other sorts” (ibid., p. 17), so if the
identifiability of things depends on the identifiability of events in which
they are involved, things are not basic in the identificatory order. That
one cannot pick out (i.e. identify) a thing without picking out an event
in which that thing is involved, becomes apparent when one realizes that
the class of events encompasses any interaction a thing has with the world.
Even such basics as reflecting light or resisting touch are events, and if a
thing is not involved in any event, including such basic events, it would be
utterly ‘invisible’—there would be no way to identify it. It is when things do
interact with the world that through those events they ‘make their presence
known’. For example, if I want to identify the painting on my living room
wall (i.e. pick it out in the world), I do so through recognizing the event
of it reflecting light, or (if the lights are off) by recognizing the event of it
resisting my touch when I lay my hand upon it. It is in virtue of the painting
being involved in events like these, and in virtue of me being able to identify
2
The musical performance of the organ version of John Cage’s As Slow as Possible, in
the German St. Burchardi church in Halberstadt, has been going on since 2001, and is
planned to last until 2640. Of course many natural events, like the collision of galaxies,
may take far longer.
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these events, that I can identify the painting. Were the painting not involved
in any events, or were I unable to identify events, then no identification of
the painting would be forthcoming.3 So when Strawson says that things are
basic in the identificatory order, because identification of events rests on our
ability to identify things, he is wrong. Involvement in events is a requirement
for things to be identifiable, and our ability to identify things similarly relies
on our ability to identify events. Demonstrative identification of things
therefore depends on events, and since non-demonstrative identification
depends on demonstrative identification, it does so too. This point is not
given due recognition by Strawson, yet I believe Davidson does recognize it
as he writes that things and events are in a
symmetry of conceptual dependence. Substances owe their
special importance in the enterprise of identification to the
fact that they survive through time. But the idea of survival is
inseparable from the idea of surviving certain sorts of change—of
position, size, shape, colour, and so forth. As we might expect,
events often play an essential role in identifying a substance.
Thus if we track down the author of Waverley or the father of
Annette, it is by identifying an event, of writing, or of fathering.
Neither the category of substance nor the category of change
is conceivable apart from the other. (Davidson 1969, p. 175—
emphasis mine)
Whereas I’m not sure about inconceivability of the categories of events
and things in separation, certainly identification in the world always combines the two. And if that’s the case, both categories must be recognized as
fundamental in our conceptual scheme of the world according to Strawson’s
criteria. Whereas Strawson believes that things are the more basic particulars, in the sense that the identification of events rests on our ability to
3
A thing which does nothing, i.e. is not involved with any events and as such has
no effect upon reality, may as well not exist. This echoes Alexander’s Dictum that that
“which has nothing to do, no purpose to serve . . . might as well, and undoubtedly would
in time be abolished” (Alexander 1920, p. 8).
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identify things, Davidson (and I) believe(s) that another requirement for
the actual identification of any thing is its involvement in events. In the
identificatory order (and metaphysical status) of particulars, “there is no
reason to assign second rank to events” (ibid., p. 175).
As such, while Davidson shares much of Strawson’s outlook on metaphysics, they differ in that the former believes that neither things nor events
are metaphysically basic. Apart from the small hint above however, I have
not discussed Davidson’s own arguments for distinguishing things from
events, and for seeing events as particulars. Such will be the topic of the
next section.
Davidson’s events
In large part, Davidson’s use of metaphysical concepts for describing the
world aligns with that of Strawson.4 Davidson also distinguishes things
and events as different types of particulars, and uses the term ‘ontology’ to
cover them both. In the previous section I’ve noted that unlike Strawson,
Davidson believes neither things nor events are basic, but rather that they
are conceptually (i.e. metaphysically) dependent on each other. Apart from
Davidson’s arguments in response to Strawson, he has other independent
arguments for the (equal) metaphysical status of events, and in the current
section I shall discuss these, as well as reflect on his thoughts about the
individuation of events.
In ‘The Logical Form of Action Sentences’ (originally published in 1967),
4

I purposely avoided the phrase conceptual scheme, given Davidson’s rejection of the
possibility of incommensurable conceptual frames and scheme-content dualism (Davidson
1973a). However, these considerations do not apply in this context. The issue is certainly
not that any differences between the use of metaphysical concepts between Davidson and
Strawson would make translation between their schemes impossible. In fact, to express
such differences is what I am currently attempting. With regard to different uses of
systems of concepts, Davidson himself writes that it “makes sense to speak of irreducible
or semi-autonomous systems of concepts, or schemes of description and explanation,
but only as these are less than the whole of what is available for understanding and
communication” (Davidson 1974, p. 244). In the remainder of this text, whenever I speak
of (Davidson’s) conceptual scheme, I will use it in this innocent sense.
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Davidson examines utterances featuring actions or events (which he terms
‘action sentences’), like (1) ‘Jones buttered the toast in the bathroom with
a knife at midnight’.5 Davidson argues that this talk of actions or events
suggests “that there are such things as actions, and that a sentence like (1)
describes the action in a number of ways. ‘Jones did it with a knife.’ ‘Please
tell me more about it.’ The ‘it’ here doesn’t refer to Jones or the knife, but
to what Jones did” (Davidson 1967b, pp. 108–109). Indeed, “our common
talk and reasoning about actions is most naturally analysed by supposing
that there are such entities” (ibid., p. 109). Davidson attempts to show
that not only is this the most natural analysis, the converse—assuming
that all our talk about events is ultimately about things or states of the
world only—leads to a situation in which the meaning of our sentences
cannot be properly explained. Therefore we need to recognize events as
ineliminable particulars featured in our descriptions of reality. There are
two fundamental aspects to the way we talk about the world: not just
what there is, but also what happens. So, in our conceptual scheme—in our
vocabulary—we need to make room not just for things, but also for events.
Otherwise our description of reality would not be complete.
Davidson’s strategy for reaching the abovementioned conclusion, is to
attempt to produce “an account of the logical or grammatical role of the
parts or words of [action sentences] that is consistent with the entailment
relations between such sentences” (ibid., p. 105). During this attempt it
becomes clear that logical analyses of action sentences that do not feature
events as particulars, like those that take verbs to be n-place predicates
that take individuals, places, times, etc. as arguments (but not events),
fail to preserve the entailment relations between such sentences. Take, for
example, sentence (1)—‘Jones buttered the toast in the bathroom with a
5

Davidson is after “the logical form of sentences about actions and events” (Davidson
1967b, p. 123), and he understands actions to be a subclass of all events. In his paper
he discusses what distinguishes actions from other events (the agency associated with
actions is “simply introduced by certain verbs and not by others; when we understand
the verb we recognize whether or not it includes the idea of an agent” (ibid., p. 121)), but
those considerations are not currently relevant. All that is said here about actions applies
equally to events in general.
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knife at midnight’. One could analyze this sentence by using a five-place
predicate B for ‘buttered’, with argument places for people, things, places,
tools and times. In this case those places would be filled by Jones (j),
toast (t), the bathroom (w), a knife (k) and midnight (m) respectively,
to get Bjtwkm. Another sentence, like ‘Jones buttered the toast’ (2), if
similarly analyzed, would produce something like Fjt, where F is a two-place
predicate taking people and things as arguments. Notice that this style
of analysis necessitates the use of a different predicate for these sentences,
since (1) features a five-place predicate while (2) has a two-place predicate.
We cannot use B for sentence (2), since that would produce an incomplete
sentence (three arguments would be missing). The problem with this style
of analysis, in which the logical forms of the sentences feature no constants
or variables referring to events, is that “we obliterate the logical relations”
(Davidson 1967, 93) between (1)—Bjtwkm—and (2)—Fjt. For it is unclear,
from the logical form of the sentences, how (1) would entail (2), whereas
clearly (1) does entail (2).
Davidson provides a second argument for viewing events as particulars,
that revolves around cases, notably excuses, in which we “seem compelled
to take talk of ‘alternative descriptions of the same action’ seriously, i.e.,
literally” (ibid., p. 110). A familiar pattern of excuse is one in which we
defend ourselves by professing ignorance of the fact that two descriptions
describe the same event. In an attempt to surprise my girlfriend I remove
some weeds from in between the flowers on our balcony. Upon her return
she points out that what I’ve removed were in fact some herbs she had
been carefully cultivating. I would then excuse myself not by denying that I
removed the herbs, but by denying that I knew they were herbs. According
to Davidson what I’m denying is knowledge of a certain identity, namely
that ‘me removing weeds’ and ‘me destroying herbs’ describe the same
event. “The logic of these sort of excuse includes, it seems, at least this
much structure: I am accused of doing b, which is deplorable. I admit I did
a, which is excusable. My excuse for doing b rests upon my claim that I did
not know that a = b” (ibid., p. 109). For excuses like these to make sense,
we need to be able to refer to entities entering into an identity relation, so
Davidson argues. We also frequently give alternate descriptions of the same
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event, like when we want to “explain an action by giving an intention with
which it was done” (Davidson 1967b, p. 110). My action of briskly cycling
to work this morning in order to be on time, can be redescribed in many
ways. I am cycling. I am cycling to work. I am cycling briskly in order to
be on time. “It is hard to imagine how we can have a coherent theory of
action unless we are allowed to say that each of these sentences is made true
by the same action” (ibid., p. 110). Together excuses and redescriptions
offer another clear sign that recognition of events as particulars is required
for our talk of the world to make sense, i.e. that we often talk about events
and that they are ineliminable as particulars in our conceptual scheme.
Entailment relations can be satisfied, and intuitions about identity of
events vindicated, by Davidson’s own account of how action sentences should
be analyzed logically. His basic idea is that “verbs of action—verbs that say
‘what someone did’—should be construed as containing a place, for singular
terms or variables, that they do not appear to” (ibid., p. 118). The singular
term or variable taking up this place, is the particular event that is referred
to in the utterance. For example, Davidson would analyze a sentence like
‘Frederick filmed a lion’ not by using only a two-place predicate, taking
people and locations as arguments, but as a three-place predicate in the
following form:
∃x(F ilmed(F rederick, lion, x))
To translate this directly into natural language is somewhat uncomfortable, but would produce something like ‘There was a filming by Frederick of
a lion’, and x would be ‘the filming’ (by Frederick of the lion). So with x, we
now have, in our logical analysis, a place for a singular term referring to an
event as a particular. Furthermore, Davidson proposes to treat prepositions
not as belonging to a verb—as happens in an analysis wherein a verbsentence is analyzed as an x-place predicate—but as separate modifiers. “In
general, we conceal logical structure when we treat prepositions as integral
parts of verbs; it is a merit of the present proposal that it suggests a way
of treating prepositions as contributing structure” (ibid., p. 119). As such,
Davidson’s proposed analysis does not lead to the problems with entailment
described earlier, since sentence (1) would be translated as:
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∃x(Buttered(Jones, toast, x) ∧ In(bathroom, x) ∧ W ith(knif e, x) ∧
At(midnight, x))
So x is a buttering of toast by Jones, and x happened in the bathroom,
and x happened with a knife, and x happened at midnight. We can now
immediately see how this logical form of (1) allows for the entailment of (2),
like common sense requires it to:
∃x(Buttered(Jones, toast, x))
With respect to distinguishing between sentences that refer to an event
and those which do not, Davidson contends that “part of what we must
learn when we learn the meaning of any predicate is how many places it
has, and what sorts of entities the variables that hold these places range
over. Some predicates have an event-place, some do not” (ibid., p. 119).
In other words, when we learn to use a language, we must (and do) learn
when speakers are talking about an event rather than a thing. ‘There is a
fish’ does not reference events, whereas ‘That fish is swimming’ features a
‘hidden’ particular, viz. the event of the fish swimming.
This logical analysis may seem complicated, yet its purpose is to stress
the simple idea that when we describe the world, we make ineliminable use of
references to events. Any logical analysis of our language must reflect this, or
be insufficient. Davidson concludes “there is a lot of language we can make
systematic sense of if we suppose events exist, and we know no promising
alternative” (ibid., p. 137). I agree that for a complete metaphysics, events
are an indispensable, fundamental class of particulars, and I wholeheartedly
commit to Davidson’s “explicit ontology of events” (Davidson 1969, p. 165).
There is only one terminological change I would suggest. For Davidson,
both things and events are entities that exist. I agree that things and events
both belong in the inventory of the world, in its ontology, but would be
more specific about indicating how these classes of particulars are real, by
reserving the term ‘exist’ for the things, while saying that events ‘happen’.6
6

In 1969 Davidson too honors this difference, by introducing the equivalent distinction
between ‘occupying’ (things) and ‘occurring in’ (events) space and time (see page 32).
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Regardless of how things and events are said to be real (by existing or
happening), one should have individuation criteria for them. Any particular
(be they an event or a thing) must be, in principle, discernible as an
individual. After all, following Strawson, to say of a class of particulars
(events or things) that they are real, is to be committed to being able to
distinguish individuals of these classes in reality. Davidson agrees, and
heeds Quine when the latter stresses “No entity without identity” (Davidson
1969, p. 164). As Davidson fleshes out his account of events as entities,
the matter of the individuation of events therefore becomes a pressing
matter to him. “Before we enthusiastically embrace an ontology of events
we will want to think long and hard about the criteria for individuating
them” (Davidson 1967b, pp. 136–137). So in ‘The Individuation of Events’
(originally published in 1969) he embarks upon a quest for a clear “statement
of necessary and sufficient conditions for identity of events, a satisfactory
filling for the blank in: If x and y are events, then x = y if and only if
” (Davidson 1969, p. 172). Davidson notes that for material objects
we have a pretty good idea of their identity conditions (“material objects
are identical if and only if they occupy exactly the same places at the same
times” (ibid., p. 172)), and he asks himself whether we can come up with
an equally apt criterion for events.
After discussing several issues with the identification of things and the
relevant differences between things and events, he concludes that such a
criterion can indeed be produced: events can be individuated by their causes
and effects. Specifically, “events are identical if and only if they have exactly
the same causes and effects. Events have a unique position in the framework
of causal relations between events in somewhat the same way objects have
a unique position in the spatial framework of objects.” (ibid., p. 179).
Formally (where x, y and z are events):
x = y ⇔ (∀z (Caus(z,x) ⇔ Caus(z,y)) ∧ ∀z (Caus(x,z) ⇔ Caus(y,z)))
The alternative, to individuate events by their location in space and
time—just like things—is dismissed by Davidson in 1969. Superficially this
alternative individuation criterion seems applicable to events too, since “we
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very often describe and identify events in terms of the objects to which they
are in one way or another related” (ibid., p. 173). In fact, Davidson goes
so far as to think it likely that “the concept of an event depends in every
case on the idea of a change in a substance, despite the fact that for some
events it is not easy to say what substance it is that undergoes the change”
(ibid., p. 174). If events are linked so inextricably to things, why can they
not both be individuated by their location in time and space? Two reasons
stand out for why Davidson is hesitant to accept this idea. The first is that
he expects it to be even more difficult to assign a clear location to events
than it is to things. Mountains are certainly not easily delineable (what
space to they take up exactly?), but events like explosions and earthquakes
seem even harder to demarcate. Secondly, it seems to Davidson as if more
than one event could take place at the same time and at the same place. His
example is of a metal ball, which “becomes warmer during a certain minute,
and during the same minute rotates through 35 degrees” (ibid., p. 178). If
we want to say that the warming up of the ball and its rotating are separate
events, time and place seem to offer us no tools for individuating them,
since they happen at the same place and at the same time.
For these reasons, and after noting that “we may, and often do, describe
actions and events in terms of their causal relations—their causes, their
effects, or both” (ibid., p. 178), Davidson decides to use causes and effects
as individuation criteria for events. He believes “the causal nexus provides
for events ‘a comprehensive and continuously usable framework’ for the
identification and description of events analogous in many ways to the
space-time coordinate system for material objects” (ibid., p. 180). Although
there may remain issues with detailed individuation of specific events, their
individuation “poses no problems worse in principle than the problems posed
by individuation of material objects; and there is as good reason to believe
events exist” (ibid., p. 180).
In Actions and Events: Perspectives on the Philosophy of Donald Davidson (LePore and McLaughlin 1985), Quine delivers a response to Davidson’s
individuation criterion for events (‘Events and Reification’), to which in turn
Davidson responds (in the same volume). Quine argues that Davidson’s
individuation criterion is fatally circular by noting that classes are indivi-
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duated “only to the degree that their members are individuated” (Quine
1985, p. 166). This poses a problem for Davidson: since his individuation
criterion “explains identity of events by quantifying over classes of events,
it individuates events only if the classes of events are already individuated,
and hence only if events are already individuated” (ibid., p. 166). That Davidson’s individuation criterion quantifies over classes of events is apparent
from its formal statement provided above. So while Davidson’s criterion
can be used to establish identity, it cannot be used to individuate, since
individuation is presupposed in the criterion. What Davidson did, according
to Quine, is provide an impredicative definition, a “definition of something
by appeal of a totality that includes or depends on the thing that is to be
defined” (ibid., p. 166). There’s nothing wrong in principle with impredicative definitions, Quine notes. However, “We can define impredicatively
but we cannot individuate impredicatively” (ibid., p. 166), and the latter is
precisely what Davidson intended to do.
Quine discusses and rejects the reasons Davidson had for dismissing
the idea that events, like things, can be individuated by their location in
time and space. Quine is comfortable in biting the bullet and admitting
that the rotating and warming up of the ball in Davidson’s example are
identical events, since they happen at the same time and at the same
place. He writes he is not “put off by the oddity of such identifications.
Given that the ball’s heating up warms its surroundings, I concede that its
rotating, in this instance, warms its surroundings” (ibid., p. 167). Moreover,
whatever difficulties there are in delineating the location of events are only
gradually different from those with respect to delineating the location of
objects, and of the same nature. That is, the difficulties of individuating a
particular, be it an object like a desk or an event like an explosion, are not
connected to the individuation criteria of time and space, which are clear,
but to the vagueness of the terms we use for these particulars. Quine notes
that “our terms delimit the object to the degree relevant to our concerns”
(ibid., p. 168), and that this holds for things and events alike. For him,
physical objects—a category in which he now includes events—“despite
the vagueness of terms that denote them, are individuated to perfection by
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spatiotemporal coextensiveness” (ibid., p. 168).7 Instead of needing two
different apparatuses for the individuation of things and events (as Davidson
suggests), Quine believes that “the assimilation of events to physical objects
or to some sort of constructs upon physical objects” (ibid., p. 167) has
solved any problems there were with the individuation of events, and that
“Space-time is a matrix that stands ready to cast objects forth as needed”
(ibid., p. 168). Objects, here, include both things and events, or particulars
as Strawson would call them.8
Quine does describe some uneasiness he feels with this, i.e. treating
events on par with objects. “We are comfortable with our spatiotemporal
regions and the stuff that fills them, the bodies and their extrapolations
into the gerrymandered, the diffuse, the very large and the very small; but
the events are conceived to be none of these” (ibid., p. 167). In Quine’s eyes
Davidson, defending an ontology of things and events, seems to want this.
Davidson does preserve an important difference between events and things
however, possibly mitigating Quine’s feeling of uneasiness. The ‘-thing’ in
‘something happens’ should not be interpreted in the same way as the ‘thing’
in ‘that thing over there’, and in his response to Quine Davidson explicitly
discusses this point.
Before he does this though, Davidson acknowledges that his original
criterion of individuation for events is “radically unsatisfactory” (Davidson
1985, p. 175), and he therefore sides with Quine in that events, like things,
7

“A physical object, in the broad sense in which I have long used the term, is
the material content of any portion of space-time, however small, large, irregular, or
discontinuous. I have been wont to view events simply as physical objects in this sense”
(Quine 1985, p. 167).
8
One could make an argument that in individuating things by their location in time
and space, Quine also, but indirectly, gives an impredicative individuation criterion.
Although at first glance he does not seem to have to quantify over things in order to
individuate them (but over times and places), those who hold, like Strawson, that spacetime locations are “not something extraneous to the objects in reality of which we speak”,
that they are constituted by “those objects themselves, or some among them” (Strawson
1959, p. 39), may run into problems similar to those Quine detects in Davidson. Of course
those who define space-time in separation from the objects within it would not have this
problem. Quine must therefore, I think, be careful in writing things like “our conceptual
apparatus of space, time and physical objects is all of a piece” (Quine 1985, p. 168).
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are individuated by their place in space and time. At the same time Davidson
abandons his fear that having identical individuation criteria for things and
events may abolish some important difference between them: “For events
and objects may be related to locations in space-time in different ways; it
may be, for example, that events occur at a time in a place while objects
occupy places at times” (Davidson 1985, p. 176).9 Although he was forced
to change his viewpoint on the matter of individuation, Davidson retains
his conviction that events should be distinguished from things. In this he
answers Quine’s worry about adding events to the class of particulars that
are individuated by locations in space-time. Davidson hopes to alleviate
any hesitation Quine felt about adding events to that class:
Occupying the same portion of space-time, event and object
differ. One is an object which remains the same object through
changes, the other a change in an object or objects. Spatiotemporal areas do not distinguish them, but our predicates, our
basic grammar, our ways of sorting do. Given my interest in the
metaphysics implicit in our language, this is a distinction I do
not want to give up. (ibid., p. 176)
With this another point he made in 1969 also stands, namely that
providing individuation criteria for events can be “viewed as an indirect
defence of events as constituting a fundamental ontological category. A
defence, because unless we can make sense of assertions and denials of
identity we cannot claim to have made sense of the idea that events are
particulars” (Davidson 1969, p. 180). Indeed, Davidson aims “to legitimize
our intuition that events are true particulars by recognizing explicit reference
to them, or quantification over them, in much of our ordinary talk” (ibid.,
p. 166—emphasis mine).
In the next section I shall explain the importance of events’ status as
particulars in relation to Davidson’s views on causation. Besides playing an
important role in Davidson’s anomalous monism, the distinction between
9

My equivalent distinction is to say that events happen, whereas things exist. See
page 27.
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things and events will also come into play in the larger project of this thesis:
establishing a method for rendering causal claims featuring things and events
from anomalous vocabularies compatible (see the final two chapters).

2.1.2

Davidson on causation

A second key ingredient (besides the metaphysics of events) of Davidson’s
anomalous monism, i.e. his account of the relation between the mental
and the physical, is his conception of causation as involving strict laws. As
will become clear in the next section, he requires this feature of causation
to argue for the (physical) monism in anomalous monism. In 1967, three
years before formulating anomalous monism, he first expressed his view on
causation in a paper appropriately titled ‘Causal Relations’. In it, Davidson
sets out to apply the same methodology he used to establish the ontological
status of events in ‘The Logical Form of Action Sentences’ (published earlier
that year) to statements about causal relations. That is, he investigates the
logical form of our utterances about causes and effects. In 1995, in ‘Laws
and cause’, Davidson expands and defends his earlier analysis. Seeing as how
Davidson’s views on causation play an important role in anomalous monism,
and knowing that they attract a significant portion of the criticism leveled
at it, I shall set out their core features before moving on to a description of
Davidson’s views on the mental in the next section (2.2).
Three (mostly independent) features characterize Davidson’s account of
causation:
1. Causal relata are events.
2. The causal relation is extensional.
3. Causal statements imply the existence of strict causal laws.
I shall elaborate on these in turn but not before stressing that, according
to Davidson, it is purely the logical form of our statements about causation
that he examines. He explicitly states that such an examination is “more
modest than the question how we know such statements are true” (Davidson
1967a, p. 149). In other words, Davidson does not give an analysis of what
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it means for causes to cause their effects (i.e. what the nature of the causal
relation is), but only an analysis of the logical form of our utterances about
causal relations. While Davidson claims that he has, as such, “abjured the
analysis of the causal relation” (Davidson 1967a, p. 158), commentators
have noted that his claim that causal statements imply the existence of
strict causal laws means “he is clearly taking a stance on the analysis of
the causal relation” (Gibb 2006, p. 418). I shall return to this issue at the
end of this section, as well as in section 2.3 while discussing criticisms of
anomalous monism.
Causal relata are events
An important claim that arises from Davidson’s work, though not from
any logical analysis of causal statements it seems, is that “the basic causal
relata are events” (ibid., p. 408), i.e. causes and effects are always events.
Davidson does not offer oodles of explicit arguments for this claim, only
offering such scraps as “if x caused y, then x preceded y. What are the
entities these variables range over? Events, to be sure” (Davidson 1967b,
p. 139). But he does seem serious about it, as he describes himself as
offering “an analysis of causal statements in terms of events” (Davidson
1967a, p. 156). And also:
Much of what philosophers have said of causes and causal
relations is intelligible only on the assumption (often enough
explicit) that causes are individual events, and causal relations
hold between events. (ibid., p. 161)
As discussed earlier (see section 2.1.1), it is not that Davidson believes
that all particulars are events, and so that the only candidates for being
causes and effects are events. Rather, Davidson distinguishes between things
and events, and so this marks a choice for designating only one of those two
basic classes of particulars as possible causes and effects.
While Davidson does not offer much by way of a defense for this point,
I believe for a certain type of cause it is essentially correct. What Dretske
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(1988) has called triggering causes, those that cause the effect “to occur
now ” (ibid., p. 42) as opposed to some other time, must always be events.
A triggering cause is never an object simpliciter, but always an object
doing something. Structuring causes on the other hand, which explain why
this effect rather than another comes about given a specific trigger, can
also be (properties of) objects. I shall discuss this in more detail in the
fourth chapter (see specifically page 158), and for now continue to discuss
Davidson’s position according to which all causal relata are events. The
next two features Davidson ascribes to causation are independent of the
nature of the causal relata.
Causal relations are extensional
To make this second point, Davidson does involve an analysis of the logical
form of causal statements. Specifically, he analyzes what he calls ‘singular
causal statements’, in which a singular term picks out a particular event
as causing an effect (another event). For such sentences, like ‘the cat’s
meowing caused Clara to feed it’, Davidson tries to identify “the logical or
grammatical roles of the words (or other significant stretches)” (Davidson
1967a, p. 149).
In line with his analysis of the logical form of action sentences, which
he argued include references to events, and aligning with his claim that
causes are events, Davidson believes that singular causal statements contain
references to events (of which the claim is made that they stand in a causal
relation). Using sentences like ‘the cat’s meowing caused Clara to feed it’,
we refer to two events: the event of the cat meowing, and the event of Clara
feeding it, and we also claim a causal relation between the two.10 This
10
Davidson distinguishes his position from a conditional analysis of causal statements,
according to which they are taken to describe sufficient and/or necessary conditions for
the effect to occur. He presents several arguments against this idea, and rejects the idea
that sentences expressing causal relations have a “concealed sentential connective, and
that causes are fully expressed only by sentences” (Davidson 1967a, p. 153). He concludes
that “The relation between a singular causal statement like ‘The short circuit caused the
fire’ and necessary and sufficient conditions seems, in brief, to be this. The fuller we make
the description of the cause, the better our chances of demonstrating that it was sufficient
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analysis says nothing about what makes this a true causal claim, it merely
makes a claim about the logical form of our statements about causes and
effects.11
In ‘The Logical Form of Action Sentences’, Davidson argued that if the
logical form of sentences describing events is to be consistent with everyday
inferences we make based on those sentences, the logical form needs to
include events as particulars (see section 2.1.1). This applies to sentences
about events generally, and since Davidson believes causes are events too, the
same argument applies to causal statements. Davidson presents an example
to reiterate the point. The logical form of “Flora dried herself with a towel
on the beach at noon” (Davidson 1967a, p. 156) cannot be constructed using
a four-place predicate with places for people, objects, places and times (e.g.
Dftbn), since from that logical form obvious implications (like ‘Flora dried
herself with a towel’) do not follow. Instead, says Davidson, the sentence
needs to be analyzed as being about an event: “a drying by Flora of herself
and that was done with a towel, on the beach, at noon” (ibid., p. 156), which
unproblematically implies there was a drying of Flora by herself. Seeing as
how according to Davidson statements about causes are statements about
events, this point
. . . carries over directly to causal statements. If it was a
drying she gave herself with a coarse towel on the beach at noon
that caused those awful splotches to appear on Flora’s skin, then
it was a drying she gave herself that did it; we may also conclude
that it was something that happened on the beach, something
that took place at noon, and something that was done with a
(as described) to produce the effect, and the worse our chances of demonstrating that it
was necessary; the fuller we make the description of the effect, the better our chances of
demonstrating that the cause (as described) was necessary, and the worse our chances
of demonstrating that it was sufficient” (Davidson 1967a, p. 157). I shall not reproduce
Davidson’s full argument for this conclusion here, but see ibid., pp. 149–153.
11
Even if not all causal relata are events (see the previous subsection), this argument
is still valid. As long as there are some singular causal statements that ineliminably refer
to events as causal relata, Davidson’s argument for the need for events as extensional
particulars stands.
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towel, that caused the tragedy. These little pieces of reasoning
seem all to be endorsed by intuition, and it speaks well for the
analysis of causal statements in terms of events that on that
analysis the arguments are transparently valid. (ibid., p. 156)

If causes are events, we can substitute singular terms in our causal
statements for others with the same extension without changing the truth or
falsity of the statement. If ‘Melinda’s reckless cycling caused an accident’ is
true, and if Melinda is the fastest cyclist, then ‘The fastest cyclist’s reckless
cycling caused an accident’ is also true. Davidson refers to this as the
“principle of extensional substitution” (ibid., p. 153), and it is a core feature
of his account of how we speak about causation. It urges us to “distinguish
firmly between causes and the features we hit on for describing them” (ibid.,
p. 155), from which it also follows that it is possible to correctly refer to
a cause through an incomplete description of the event. Even if we don’t
describe all features of the events in question, this doesn’t mean we’ve given
only part of the cause. Describing the event with more details increases our
chances of giving sufficient conditions for the effect to happen, but it is not
the case that “we have not specified the whole cause of an event when we
have not wholly specified it” (ibid., p. 156). Indeed, it would be a mistake
to think that “every deletion from the description of an event represents
something deleted from the event described” (ibid., p. 157).
The takeaway message is that the causal relation holds between events
independently of how they are described, i.e. “Singular causal statements
are extensional: their truth value is invariant under the substitution of
one name or description of an event for another name or description of
the same event” (Davidson 1995, p. 265). This is not to say that different
causal statements referring to the same events are equivalent in terms of
how well they explain the relation. Depending on who’s listening (and their
understanding of the situation), some forms may be better explanations of
the cause (more on this in the next section). Yet “such epistemological and
explanatory issues . . . ought not lead us to color singular causal statements
intensional” (ibid., p. 265).
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Causal statements imply strict laws
This final feature of Davidson’s perspective on causation is its most controversial one, and separate from the first two. Following his discussion of
the extensional nature of causes, Davidson notes that “There remains a
legitimate question concerning the relation between causal laws and singular
causal statements that may be raised independently” (Davidson 1967a,
p. 158). Davidson introduces what he later calls the ‘cause-law thesis’ to
characterize this relation: “true singular causal statements . . . imply the
existence of laws that cover the case” (Davidson 1995, p. 264). More specifically, in the context of anomalous monism, the cause-law thesis (also
succinctly billed as the Principle of the Nomological Character of Causality)
proclaims that true singular causal statements imply the existence of strict
laws. To reiterate: Davidson thinks of singular causal statements as those
linking two specific events as cause and effect. The cause-law thesis, then,
is to the effect that all those statements are covered by strict causal laws.
I’ll try to unpack this by explaining how Davidson thinks of (strict) causal
laws, and what it means for such a law to cover a statement.12 Following
12

Interesting to note at this point is that Davidson explicitly stresses that these musings
on causation “cannot be taken as a definition of the causal relation” (Davidson 1967a,
p. 160) itself. They merely concern the way we talk about causal relations, which for
Davidson includes universally quantified causal statements (i.e. causal laws). At the
same time though, it has to be pointed out that the current considerations on covering
laws do not stem from any analysis of the logical form of causal statements, which was
Davidson’s starting point in 1967. So while Davidson claims that the logical form of
causal statements and the analysis of causation are “separate matters” (ibid., p. 161),
his considerations concerning the connection between causal statements and causal laws
seem to lean towards the direction of conceptual analysis of the notion of causation. Some
critics have noted that as such, “Davidson is clearly taking a stance on the analysis of the
causal relation” (Gibb 2006, p. 418). Indeed, depending on one’s analysis of the notion
of causation, investigating what is implied by causal statements comes pretty close to
investigating the causal relation itself. Some critics are emboldened by Davidson’s own
admission that “the [cause-law thesis] clearly is not a pronouncement of ordinary logic, nor
can it be established empirically” (Davidson 1995, p. 264), but others agree that Davidson
“nowhere offers an analysis of the causal relation” (McLaughlin 1985, p. 332). I shall return
to this issue in the next chapter, where I discuss the compatibility of Davidson’s views on
causation with James Woodward’s analysis of the causal relation (Woodward 2003).
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this I shall describe Davidson’s fundamental assumption that there exists a
set of concepts suitable for formulating a closed system of laws and how,
from that, the conclusion follows that any true singular causal statement
implies the existence of a strict law (i.e. the cause-law thesis).
Davidson’s idea of what causal laws look like, or at least something he
describes as “a possibility I find attractive” (Davidson 1967a, p. 158), are
counterfactual-supporting true statements formed by the conjunction of
universally quantified descriptions of the necessary and sufficient conditions
under which certain events will happen. This, I agree, is an attractive
idea: for causal laws to be pragmatically useful, they should contain our
knowledge about circumstances under which certain effects arise, which
makes them useful for purposes of predicting and influencing events in
the world. If these statements are to “qualify as strictly lawlike, they
should contain no singular terms referring to particular objects, locations
or times” and “do not contain open-ended phrases like ‘other things being
equal’, or ‘under normal conditions”’ (Davidson 1995, pp. 265–266). So, for
example, a causal law specifying conditions under which I will experience
thirst, which would include antecedents like ‘Frank has been walking in a
desert without drinking for 8 hours’, would not be strict. Not only does it
contain reference to a particular object (me), but so many exceptions to the
condition come to mind that they can only be covered by ceteris paribus
clauses like ‘under normal circumstances’. Abnormal circumstances, for
example, could include me being under the influence of some psycho-active
drug that blocks the feeling of thirst. Without having included all such
exceptions to the conditions in the law (which is an exceedingly laborious if
not impossible task) it remains a non-strict law.
Davidson does not claim that non-strict laws are not legitimate (or
cannot be true), since many laws “peculiar to such sciences as geology,
biology, economics, sociology and psychology” (ibid., p. 266) are not, but
as will become clear in the next section, Davidson makes ineliminable use
of the distinction between strict and non-strict laws in his argument for
anomalous monism.13
13

On multiple occasions Davidson argues that this definition of a strict law does not
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What does it mean for a singular causal statement to be covered by
a law? Nothing more than that there is a law formulated in the same
terminology as the causal statement, so that from a description of a cause
(which is an event), its consequences may be directly deduced from the law,
or so that from a description of an effect (another event), the existence of
a cause “answering to a certain description” (Davidson 1967a, p. 159) can
be deduced (though not always with full confidence, since effects can have
multiple sufficient causes). In Davidson’s words:
A law (formulated in some language) covers a case if the law,
conjoined with a sentence that says the event (described appropriately) occurred, entails a sentence that asserts the existence
of the effect (described appropriately). (Davidson 1993, p. 8)
If a covering law is available, it may be used to strengthen an explanation
of why certain effects occurred, i.e. substantiate the claim that there was a
causal relation. “In most cases, however, the request for explanation will
describe the events in terms that fall under no full-fledged law” (Davidson
1967a, p. 159). We do not have laws to cover just any description of a
situation, and for those descriptions that are covered by laws, the laws may
or may not be strict. Important to keep in mind is that while for Davidson
“nomological relations between events (relations involving laws) depend on
the descriptions under which the events are given, relations of causality
and identity obtain irrespective of descriptions” (Malpas 2015). Laws are
epistemological constructs: they consolidate our knowledge of regularities
coincide with a deterministic law, stating that there are no reasons in principle to disallow
the “universal and exceptionless (the probabilities they predict have no exceptions)”
(Davidson 1995, p. 266) yet indeterministic laws of quantum mechanics the status of strict
laws. On this issue Yalowitz adds that “The point that distinguishes strict laws is not so
much the guaranteeing of the effect by satisfaction of the antecedent as the inclusion, in
the antecedent, of all conditions and events that could possibly prevent the occurrence of
the effect. A strict, indeterministic law would be one that specified everything required in
order for some effect to occur. If the effect does not occur when those conditions obtain,
there is nothing else that could be cited in explanation of this failure (other than the
brute fact of an indeterministic universe)” (Yalowitz 1998, p. 188).
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in the world. The world, for its part, cares not for our knowledge of it,
and events cause one another without paying heed to the causal laws we
construct. Indeed, for Davidson “events instantiate laws only relative to
descriptions” (McLaughlin 1985, p. 333), or, in his own words:
Causality and identity are relations between individual events
no matter how described. But laws are linguistic; and so events
can instantiate laws, and hence be explained or predicted in the
light of laws, only as those events are described in one or another
way. (Davidson 1970, p. 215)
Laws are formulated using sets of connected concepts. But not all sets
of concepts are equivalent. Not all of them, according to Davidson, are
suitable for describing reality as a ‘closed system’. And “a law can hope
to be precise, explicit, and as exceptionless as possible only if it draws its
concepts from a comprehensive closed theory” (ibid., p. 219). A closed
theory is one which need not refer to foreign concepts—which would indicate
incompleteness—for giving a complete description of reality. So for any
strict laws to exist, a closed theory is required. That there is such a theory
is a crucial basic assumption of Davidson: “It is plausible that there is a
set of concepts (perhaps there are many such sets) which lend themselves
to the formulation of a closed causal system. Let us call these concepts
the concepts of physics” (Davidson 1995, p. 266). Here, Davidson defines
physical concepts as a set suitable for completely describing reality with a
set of closed causal laws—laws using no terminology outside the concepts of
physics. He believes that
Within the physical sciences we do find . . . generalizations
such that if the evidence supports them, we then have reason
to believe they may be sharpened indefinitely by drawing upon
further physical concepts: there is a theoretical asymptote of
perfect coherence with all the evidence, perfect predictability
(under the terms of the system), total explanation (again under
the terms of the system). Or perhaps the ultimate theory is
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probabilistic, and the asymptote is less than perfection; but in
that case there will be no better to be had. (Davidson 1970,
p. 219)

So for laws to be strict, they must be based on a ‘closed theory’, and
Davidson believes it plausible (and therefore assumes) there is such a set,
which he labels ‘physics’. Indeed, “It is a feature of physical reality that
physical change can be explained by laws that connect it with other changes
and conditions physically described” (ibid., p. 222).
From the assumption that there is (or will be) a complete closed theory
that can be used to formulate strict laws covering all events, it follows
without further argument that for any particular case of causation α there
exists a description of α in terms of the assumed closed theory. This means
that any description of α, in whatever terms, implies the existence of the
description in terms of the closed theory, i.e. in terms covered by strict laws.
This is how one should understand Davidson’s claim that any true singular
causal statement implies the existence of a strict law that covers the case.
This is the cause-law thesis, or Principle of the Nomological Character of
Causality.14
Davidson has taken care to point out that the cause-law thesis does not
imply that any singular causal statement is covered by a strict causal law,
only that it implies the existence of a strict law that, when the causal case
in question is properly described, would cover the case. That the particular
causal statement is properly described is not implied by the cause-law thesis:
“it does not follow that we must be able to dredge up a law if we know
a singular causal statement to be true; all that follows is that we know
14

Some commentators, like McLaughlin, have written of the cause-law thesis as specifying a “necessary condition for causation” (McLaughlin 1985, p. 332). Strictly speaking
this is wrong: that there is a strict law covering each case of causation is an assumption
of Davidson, one that he needs (as will be shown in the next section) to argue for the
monism in anomalous monism. It is not a requirement for causation, about which Davidson purports to say nothing (since he does not analyze the causal relation itself). The
cause-laws thesis concerns only the implication of the existence of strict laws, and does
not require them for causation—which is an extensional affair altogether, independent of
causal laws.
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there must be a covering law” (Davidson 1967a, p. 160). Indeed, “there
may be no clue to the character of an appropriate law in the concepts used
on some occasion to characterize an event” (Davidson 1995, p. 265). Any
true singular causal statement implies a strict causal law, not necessarily
indicates one.
Davidson defends why he thinks that causal statements imply causal
laws at all (strict or not), mostly on grounds of intuition:
Very often, I think, our justification for accepting a singular
causal statement is that we have reason to believe an appropriate
causal law exists, though we do not know what it is. Generalizations like ‘If you strike a well-made match hard enough against a
properly prepared surface, then, other conditions being favourable, it will light’ owe their importance not to the fact that we can
hope eventually to render them untendentious and exceptionless,
but rather to the fact that they summarize much of our evidence
for believing that full-fledged causal laws exist, covering events
we wish to explain. (Davidson 1967a, p. 160)
From this it becomes clear that Davidson subscribes to the basic Humean
idea that there is some conceptual link between the notions of regularity
and causation.15 If we are to accept a causal statement as true, there has
to be some way in which the order of the events described should be (in all
equal cases, or with a specific probability) repeatable. Linked to the idea
that one event was caused by another, instead of just followed another, is
that there is somehow a certain regularity or repeatability between them.
This is hardly a controversial condition for causal relations, but whether
this part of Davidson’s view on causation is still only concerned with the
15

On multiple occasions Davidson explicitly aligns himself with Hume. He shares
Hume’s perspective that “In the course of avoiding and seeking, learning to control our
environment, failing and succeeding, we build the lawlike habits that promote survival and
enhance life. These laws of action are highly pragmatic . . . ´’ (Davidson 1995, p. 275). His
only disagreement with Hume is that while singular causal statements imply the existence
of a causal law, it does not mean that we should have or can have knowledge of this law.
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form of our causal statements and not with the causal relation itself can be
doubted.
Moreover, “there appears to be nothing in Davidson’s considerations
here that forces the requirement that the covering laws be strict as opposed
to irreducibly ceteris paribus” (Yalowitz 2014). While in his defense of
anomalous monism Davidson makes ineliminable use of the distinction
between strict and non-strict laws, he is not abundantly forthcoming with
explicit formulations of the cause-law thesis as involving strict laws. Only in
a reply to Peter Bieri in 1993 does Davidson explicitly state that “if c and
e are related as cause and effect, there exist descriptions of c and e that
instantiate a strict law” (Davidson 2011, pp. 312–313), but while mention
of the notion of strict laws occurs in his 1967 and 1995 papers, he nowhere
explicitly formulates the cause-law thesis as involving strict laws. Several
commentators (among which Anscombe 1971) have noted that Davidson’s
justification for assuming the existence of strict laws seems lacking; what
motivates strictness (and whether this assumption begs the question for
anomalous monism) will be discussed further in section 2.3.

2.2

Anomalous monism

With his metaphysics of events and his views on causation explicated,
Davidson turns his attention to the relation between the mental and the
physical. What emerges is anomalous monism: a conceptually nonreductive
account of identity between the mental and the physical which, according
to Davidson, saves the mental from epiphenomenalism without reducing
it to the physical. Although widely discussed since its inception in 1970,
anomalous monism has nevertheless lost significant ground due to perceived
vulnerabilities precisely in relation to mental causation. Proponents of
Davidson’s position have dwindled in number, their forlorn hope crashing
against the bulwark of the mental causation problem. Yet criticisms of
the position reveal that its distinguishing features have not always been
appreciated fully, and Davidson himself has always held that anomalous
monism could navigate the breaches in the stockades of mental causation
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unscathed. Before delving into criticisms of anomalous monism, however, I
dedicate this section to explaining the position itself.
Three principles or premisses form the foundation of anomalous monism.
It is imperative to interpret these against the background of Davidson’s
views on events and the extensional nature of causation described in the
previous section.
I. Principle of Causal Interaction —at least some mental events interact causally with physical events.
To properly understand this principle, one must keep in mind what it
means for Davidson to say of an event that it is mental or physical: “an
event is physical if it is describable in a purely physical vocabulary, mental
if describable in mental terms” (Davidson 1970, p. 210). So to say of an
event that it belongs to some category is to say that it is describable in a
specific vocabulary. Whether or not an event is mental or physical, therefore,
is not determined by the nature of the event itself, but by the expressive
power of the vocabularies of psychology and physics. Consequentially, if the
vocabulary of psychology were extended, such that an event that previously
could not be described in psychological terms can now be so described, the
event has been made into a mental event while nothing about the event itself
has changed.16
This follows directly from Davidson’s extensional treatment of statements
about events (including causal statements, see section 2.1.2). Events stand in
causal relations, and they do so no matter how described. Our descriptions of
events matter for whether we can describe the causal relations nomologically,
16

Davidson briefly discusses a criterion for which descriptions count as mental, i.e.
what defines the mental for him. He considers that “We may call those verbs mental
that express propositional attitudes like believing, intending, desiring, hoping, knowing,
perceiving, noticing, remembering, and so on” (Davidson 1970, p. 210), and “they are
psychological verbs as used when they create apparently nonextensional contexts” (ibid.,
p. 211). He admits that he may have “failed to capture the intuitive concept of the
mental”, but which descriptions are and which are not mental, in the end, is of no crucial
importance to him, since “accidental inclusions can only strengthen the hypothesis that
all mental events are identical with physical events” (ibid., p. 212).
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but have no bearing on the events itself. How we can describe them
determines (for us) whether they are mental or physical (“events are mental
only as described” (Davidson 1970, p. 215)), but our descriptions of events
can change independently of the events themselves.
The principle of causal interaction, therefore, states that some events
which can be described in mental terms, interact causally with (are caused
by or cause) events describable as physical. Examples are plentiful, and in
fact Davidson believes “reasons could be given for the view that all mental
events ultimately, perhaps through causal relations with other mental events,
have causal intercourse with physical events” (ibid., p. 208).
II. Principle of the Nomological Character of Causality —events related as cause and effect are covered by strict laws.
This principle was discussed in the previous section (2.1.2), as the
Cause-Law Principle. As was stated this entails that whenever two events
stand in a causal relation, there exists some description of those events,
such that this description is covered by a strict causal law. Physics, as
Davidson defines it, forms a closed system of concepts suitable for the
formulation of such strict laws, i.e. laws which are exceptionless and need
not use terminology borrowed from other vocabularies. Since any event
in reality can be described in terms of the physical vocabulary, all events
therefore have descriptions that are covered by, i.e. can be directly related
to, strict law-statements. This is why Davidson calls himself a physical
monist. Given the assumption that physics has these special properties, all
events are automatically covered by it, and all their causal relations by its
strict laws. Even if we haven’t perfected this special vocabulary, whenever
a cause (however described) causes an effect (however described), Davidson
can be sure there is a translation of this case of causation into its terms.
Therefore, “If one event causes another, there is a strict law which those
events instantiate when properly described” (ibid., p. 224), i.e. when the
events are described in physical terms.
Davidson stresses the importance of distinguishing this principle from
the claim that any description of a cause and its effect is—so described—
covered by a strict causal law, or even by any causal law. It may be that, for
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a description of events in a specific vocabulary, there is no law formulated
(strict or not) that covers the case. Not all descriptions of events are suitable
for inclusion in causal laws, let alone strict causal laws.
III. Anomalism of the Mental —there are no strict laws covering mental events.
The claim here is that while non-strict laws can be formulated featuring
mental descriptions, any law that features mental concepts can not be a
strict, exceptionless law. The set of mental concepts is not closed: “Too
much happens to affect the mental that is not itself a systematic part of
the mental” (ibid., p. 224). Because of that, any causal laws formulated
in mental terms must always include open-ended exceptions or references
to (e.g. physical) conditions. Not only does Davidson believe that laws
featuring mental descriptions cannot be strict, he also claims that there
cannot be strict laws “connecting the mental and the physical” (ibid., p. 212).
In other words: mental concepts cannot in lawful fashion be translated
into physical concepts, i.e. there can be no strict ‘bridge laws’ between the
mental and the physical. Besides the ‘openness’ of the mental, Davidson
has offered several arguments for arriving at the anomalism of the mental.
While he believes the “holism of the mental realm is a clue both to the
autonomy and to the anomalous character of the mental” (ibid., p. 217), his
strongest argument for the anomalousness of the mental seems to be tied
to the application conditions for mental concepts. As opposed to physical
concepts, mental concepts are held to what Davidson calls “the constitutive
ideal of rationality” (ibid., p. 223):
There are no strict psychophysical laws because of the disparate commitments of the mental and physical schemes. It is a
feature of physical reality that physical change can be explained
by laws that connect it with other changes and conditions physically described. It is a feature of the mental that the attribution
of mental phenomena must be responsible to the background of
reasons, beliefs, and intentions of the individual. There cannot
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be tight connections between the realms if each is to retain
allegiance to its proper source of evidence. (Davidson 1970,
p. 222)

While none of Davidson’s arguments for the anomalousness of the mental
are without criticisms (see Yalowitz (1997, 1998) for discussion), the idea
that there is something ‘anomalous’ about mental concepts, such that they
cannot unproblematically be translated or reduced to physical concepts,
is widely accepted. Nonreductionism about the mental forms a point of
departure for many other accounts of the mental, and indeed has been
dubbed “the received view” (Kim 1993b, p. 192).
To make this principle more concrete, consider an example of someone
who is interested in human psychology. This psychologist would describe
the world according to her interest, i.e. using a vocabulary that includes
mental terms. Her description of reality will include reference to humans,
everyday objects, mental events and physical events, among other particulars.
Her vocabulary will be culturally dependent and ever-evolving. Davidson’s
claim, now, is that while this psychologist can use her vocabulary to describe
regularities or laws linking specific types of (mental and physical) events
to other types of (mental and physical) events, these laws cannot be strict.
In other words: the psychologist’s vocabulary is not the special physics
vocabulary of which Davidson assumes the existence.
What’s more, so argues Davidson, because of the anomalism of the
mental, there are also no strict psycho-physical laws. Meaning that there is
no structured, or law-based, way of translating the psychologist’s descriptions to a physicist’s descriptions of reality. While every individual event
that has a mental description can be redescribed in physical terms, e.g. a
specific occurrence of pain can be (painstakingly) redescribed in terms of
the behavior of atoms, no type-level ‘translation rules’ can be given, that
specify, in general, how specific mental terms are to be translated to physical
terms. This means that the physicist and psychologist can never unify their
descriptions of reality.
These three principles of anomalous monism, at first glance, appear
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to be incompatible.17 How can mental events cause physical events (I), if
there are no strict laws covering mental-physical causation (III), and if all
cases of causation must be covered by strict laws (II)? To see the way out
of this conundrum, one must keep in mind that being covered by strict
causal laws is not a requirement for cases of causation to happen. Events
cause each other no matter how described, and whether or not we have
law-like universal statements describing them is of no consequence. The
causal laws don’t do any work—they are epistemological tools we use to
describe and predict causes and effects. However, according to Davidson we
may assume we’ll be able to produce a set of concepts (physics) that can
deliver strict general descriptions of all cases of causation in reality. While
this assumption is not one of the three premisses of anomalous monism, it
certainly plays an ineliminable role in what follows.
If there are no strict mental laws, and if all cases of causation are
describable in terms that fall under a strict law, then the conclusion is that
there must be other terms with which to describe those same events: physical
terms. This is to say that the three principles, in combination with the
assumption discussed in the previous paragraph, force the conclusion that
all events are physical, while only some are also mental. Davidson assumes
that all events are describable in physical terms, which by his definition
means terms such that they are covered (so described) by strict causal laws.
Since the mental offers no such causal laws, and since Davidson assumes
that “when events are related as cause and effect, they have descriptions
that instantiate a [strict] law” (Davidson 1970, p. 215), all events that can
be described in mental terms must also be describable in physical terms
(while the reverse is not true).
Suppose m, a mental event, caused p, a physical event; then,
under some description m and p instantiate a strict law. This
law can only be physical . . . But if m falls under a physical law,
it has a physical description; which is to say it is a physical event.
An analogous argument works when a physical event causes a
17

When interpreting them against the background of Davidson’s views on causation,
the superficial inconsistency is less poignant.

50

CHAPTER 2. ANOMALOUS MONISM AND ITS CRITICISMS
mental event. So every mental event that is causally related to
a physical event is a physical event. (Davidson 1970, p. 224)

In Davidson’s terms this means that all events are physical, while not
all of those events can be described in mental terms (i.e. not all are mental).
Thus understood, mental events are a subclass of physical events and
therefore all mental events are token-identical to physical events. Indeed,
“Anomalous monism shows an ontological bias only in that it allows the
possibility that not all events are mental, while insisting that all events
are physical” (ibid., p. 214). It is in this sense that Davidson is a physical
monist.18 At the same time the mental is anomalous (III), to the effect that
while every single mental event can be redescribed in physical terms (there
is token identity), there is no principled, nomological way of translating or
reducing mental type concepts to physical type concepts:
we can pick out each mental event using the physical vocabulary alone, but no purely physical predicate, no matter how
complex, has, as a matter of law, the same extension as a mental
predicate. (ibid., p. 215)
If we manage to translate a mental description of one event to a physical
description of that event, this gives us no reason to believe that we can now
so translate all mental descriptions of that type to physical descriptions
of that type, or vice versa. “Mental events as a class cannot be explained
by physical science; particular mental events can when we know particular
identities” (ibid., p. 225). So Davidson’s (physical) monism is combined
with the anomalousness of the mental, and hence arises anomalous monism,
which “endorses ontological reduction, but eschews conceptual reduction”
(Davidson 1993, p. 3).
18
It is unclear why Davidson should have to be a physical monist. Whereas in the
quote above he writes that whenever events instantiate a strict causal law, that law “can
only be physical” (Davidson 1970, p. 224), initially he believed that besides the set of
physical concepts, “there may be many such sets” (Davidson 1995, p. 266) that allow for
the formulation of strict laws. More on this in the next section.
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Anomalous monism’s take on ‘mental causation’, then, is events causing
each other as described in the psychologist’s vocabulary, whereas ‘physical
causation’ is causation as described in the physicist’s vocabulary. Both
vocabularies are used to describe the same reality, but with conceptually
irreducible terminology. So the question whether mental causation can
be ‘reduced to’ physical causation comes down to the question whether
mental descriptions can be reduced to physical descriptions. In specific
instances they can, so says Davidson, just not in a structured, general
way. The psychologist’s vocabulary (and the non-strict laws stated in that
vocabulary) cannot be done away with—not without us losing some of our
predictive power over events as described as mental. This is not because the
vocabularies describe separate realities, or separate ‘sources of causation’,
but merely because the concepts used are anomalous. To cast aside the
mental vocabulary would change nothing about reality, in which events
cause each other without paying heed to our descriptions of them, but it
would hamper our descriptive and predictive abilities. In Davidson’s words:
“Even if someone knew the entire physical history of the world, and every
mental event were identical with a physical, it would not follow that he
could predict or explain a single mental event (so described, of course)”
(Davidson 1970, p. 224).
Does the vocabulary of the physicist exclude either the causal efficacy of
the events described by the psychologist, or the causal explanation offered
by the psychologist’s description? Not at all. When comparing different
descriptions of the same event, the issue of causal rivals simply does not
arise. After all, it is not the descriptions which are causally efficacious,
but the events themselves. In this respect it is crucial to appreciate the
consequence of the anomalism of the mental, namely that the physicist and
psychologist need separate vocabularies. If a single description of reality
were to contain two irreducible descriptions of the same event, such that we
cannot eliminate or reduce them, we are stuck with two particulars in our
ontology with claims to the same effect—causal rivals. Anomalous monists
do not have this problem, as long as descriptions of instances of causation
do not mix terms stemming from different, anomalous vocabularies.
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2.3

Criticism of anomalous monism

Anomalous monism has not failed to attract criticism. Since the position I
shall defend takes much of Davidson’s metaphysics on board (more on this
in section 2.4), and since, like Davidson, I use my metaphysics to enable
an account of causal efficacy of the mental, it would be unwise to omit a
discussion of the criticisms of anomalous monism. If I am to provide a
method for dealing with causal questions involving both mental and physical
particulars, I should heed the problems others pointed out in Davidson’s
position, and determine whether they are justified and if yes: how they
should impact my account.
Two main lines of criticism of anomalous monism can be distinguished.
The most common line grants the premisses on which anomalous monism
is built but says that rather than leading to a position that saves mental
causation, they in fact must lead to the conclusion that the mental is an
epiphenomenon. In other words: critics claim Davidson doesn’t deliver what
he promises to deliver. The other criticism focuses on the very premisses and
prior assumptions of anomalous monism, particularly relating to Davidson’s
claims about causation and causal closure of the physical. I shall discuss
these lines of criticism in turn.

2.3.1

The charge of epiphenominalism

Most criticisms of anomalous monism state that its promise that it can
deliver mental causation is false. In fact, many have argued, it leaves the
mental causally inert, and by some accounts even eliminativists or dualists
are better off.19
19
“. . . anomalous monism, rather than giving us a form of nonreductive physicalism, is
essentially a form of eliminativism. Unlike eliminativism, it allows mentality to exist; but
mentality is given no useful work and its occurrence is left wholly mysterious and causally
inexplicable. This doesn’t strike me as a form of existence worth having. In this respect,
anomalous monism does rather poorly even in comparison with epiphenomenalism as
a realism about the mental. Epiphenomenalism gives the mental a place in the causal
network of events; the mind is given a well-defined place, if not an active role, in the
causal structure of the world” (Kim 1989, p. 35).
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The core point of this ‘charge of epiphenomenalism’ is that anomalous
monism leaves no room for the mental qua mental to do any causal work.
Opponents claim that while Davidson may have saved causation of mental
events by (token-)identifying them with physical events, it is the events’
physical properties that do the causal work, leaving the mental properties
causally unhinged. So basically: this account of mind leaves the mental
causally inert, such is the charge, which—if substantiated—would be a death
blow to anomalous monism.
Kim on the nature of events
To fully understand the charge it is important to explicate the background
to the criticisms. Jaegwon Kim has been a vocal and prominent critic
of anomalous monism (and other nonreductive physicalist positions), and
his papers can serve as a holotype for criticism relating to the charge
of epiphenomenalism.20 To appreciate Kim’s criticism it is important
to understand his views on the nature of events, which for him, like for
Davidson, are the causal relata. Yet while for Davidson events are basic
particulars, Kim analyzes the “inner structure of events” (Kim 1973, p. 226)
and determines them to be complexes of properties and things. This makes
all the difference when it comes to what they perceive ‘mental causation’
to be. As Sophie Gibb justifiably points out, “what the problem of mental
causation is actually a problem about, and the possible ways of responding
to it, depends upon what causation is a relation between; one’s theory of
the causal relata provides the very framework for one’s theory of mental
causation” (Gibb 2006, p. 407).
So what are events, according to Kim? The notion of ‘property’ plays a
vital (though diversified) role in the explanation. In their core, proposes
Kim, events are property ‘instantiations’—instances of a thing exhibiting a
property. Formally expressed, an event is “a concrete object (or n-tuple of
objects) exemplifying a property (or n-adic relation) at a time” (Kim 1973,
p. 222). Kim takes a liberal approach to what can qualify as a property
20

Other critics joining the charge include Honderich (1982), McLaughlin (1989), Sosa
(1993) and Shea (2003).
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that can be instantiated, with ‘being heated’, ‘being an electric conductor’,
‘being black’ and even ‘dying’ mentioned as examples. Indeed, “in this sense
of ‘event’, events include states, conditions, and the like, and not only events
narrowly conceived as involving changes” (Kim 1973, p. 222). Basically
anything that can be said about a thing—both about what it is like and
about what it is doing—can qualify as a property, and a thing instantiating
a property, i.e. having it at a certain time, constitutes an event.
Note that already here there is an important (or rather: the important)
difference between Davidson and Kim. For Davidson, ‘something happening’
(i.e. an event) is a simple particular, not a complex of things and properties.
Properties have no place in the foundation of Davidson’s metaphysics, in
which only things and events are featured. While those are conceptually
interdependent, neither relies on properties for their constitution. Events
are particulars in their own right, not instantiations of properties by things.
I favor Davidson’s approach since it allows one to respect the distinction
between properties of things on the one hand, which are ways of describing
what they are like, from the activities in which they engage—events. To
me it seems that to lump together both ‘what things are like’ and ‘what
things are doing’ in one category, does the term ‘property’ a disservice and
contributes to the rise of the causal exclusion problem, as I shall presently
explain.
If we assume, as Kim does, that events are complexes of things and
properties, a further distinction in the use of the term ‘property’ is required.
Why? Because, so Kim notices, while events, as property instantiations,
are constituted by things and properties, the events themselves also have
properties. Kim introduces a distinction for this between “properties constitutive of events and properties exemplified by them” (ibid., p. 226). He
provides an example to make the distinction clear:
. . . the property of dying is a constitutive property of the
event [(Socrates, t), dying], i.e. Socrates’ dying at t, but not a
property exemplified by it; the property of occurring in a prison
is a property this event exemplifies, but is not constitutive of it.
(ibid., p. 226)
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So, relative to a specific event, there is a property which is constitutive
of it (in this case ‘dying’) and which is instantiated by an object or thing
(in this case Socrates). Yet while an event is a complex of a single thing and
a single instantiated property, as a whole, it may exemplify other properties
(which are not constitutive of it), like ‘taking place in a prison’. For another
example, consider:
Events have (exemplify) properties; Brutus’s stabbing Caesar
has the property of occurring in Rome, it was intentional, it led
to the death of Caesar and caused grief in Calpurnia, and so
on. Needless to say, the properties an event exemplifies must be
sharply distinguished from its constitutive property (which is
exemplified, not by an event, but by the constitutive substance
of the event). (Kim 1976, p. 168)
Why is it important for Kim to sharply distinguish between an event’s
constitutive property and those properties the event exemplifies? This relates
to Kim’s nomological view on causation, according to which for events to
stand in a relation of cause and effect, they must be subsumable under a
causal law. Kim discusses at length the notion of “nomic subsumption, the
idea of bringing individual events under a law” (Kim 1973, p. 281). These
causal laws, for Kim, detail constant conjunction “between generic events,
that is, kinds or types of events” (ibid., p. 217). But what should determine
the type of an event, such that it should be subsumed under a causal law
under that moniker? It appears not all properties associated with an event
are suitable for subsumption under causal law, so the following question
arises: “given a particular causal relation between two individual events,
precisely which generic events must be lawfully correlated in order to sustain
it?” (ibid., p. 226). Fortunately, Kim’s analysis of the structure of events
offers him an answer:
Every event has a unique constitutive property (generally,
attribute), namely the property an exemplification of which by
an object at a time is that event. And, for us, these constitutive
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properties of events are generic events. It follows that each
event falls under exactly one generic event, and that once a
particular cause-effect pair is fixed, the generic event that must
satisfy the constant conjunction requirement is uniquely fixed
. . . This procedure, therefore, is in sharp contrast with the
procedure in which the inner structure of events is not analyzed
and which, as a result, does not associate with each event a
unique constitutive property. On that approach, no distinction
is made between properties constitutive of events and properties
exemplified by them; and an individual event is usually thought
to fall under many, in fact an indefinite number of, generic events;
for example, one and the same event can be the moving of a
finger, the pressing of the trigger of a gun, a shooting, and a
mercy killing. (Kim 1973, pp. 226–227)

So for Kim, it is an event’s unique constitutive property which allows it to
be subsumed under causal laws. In other words: it is in virtue of an event’s
constitutive property that it is causally efficacious, i.e. that it can sustain a
putative causal relation with another event. On Kim’s account properties
which are merely exemplified by an event are not lawfully related to its effects,
and so it is not in virtue of them that events are subsumed under causal laws
and cause their effects. From this we see how, for Kim, properties become
involved in discussions of causal efficacy. Kim and Davidson agree that it
is events that are the relata of causal relations, but whereas for Davidson
events are simples, for Kim they are complexes partially constituted by
properties. It is in virtue of the constitutive properties that events have
causal efficacy.
Kim on mental causation
Given Kim’s analysis of events, what would qualify as a case of mental
causation—as a case of an event with a mental property causing another
(mental or physical) event? In Kim’s words:
. . . when I say that mental events cause physical events,
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something stronger is intended, namely that an event, in virtue
of its mental property, causes another event to have a certain
physical property. (Kim 1989, p. 43)

Here we see that for mental causation, it is not enough if a cause merely
exemplifies mental properties,21 for it is only in virtue of its constitutive
properties that events are causally efficacious (and for mental causation, we
want the effects to happen in virtue of mental properties). Kim stresses
that those who say that mental and physical properties are irreducible
on a type level (as Davidson does), are then committed to the conclusion
that an event, having only one constituting property, cannot be causally
efficacious in virtue of both a mental and a physical property. If that is your
point of departure, and if you also stick to the physicalist assumption that
the physical domain is causally closed, one can easily see how the causal
exclusion problem arises. Whenever an event with mental properties is
causally efficacious, it turns out to be subsumed under causal laws in virtue
of its physical properties. That is: its constituting property, in virtue of
which it is subsumed under a causal law, turns out to be one of its physical
properties. If you want to say that physical events have a complete physical
cause and you do not want to be an eliminativist with regard to the mental,
then you must somehow reduce mental properties to physical properties.
Such is the dilemma of the nonreductive physicalist, according to Kim. The
only way out, according to him, is indeed to give up on nonreductivism and
somehow reduce mental types to physical types (as he does in his 2005).

21

Terence Horgan (1980) offers this option as a middle ground between Kim and
Davidson. He suggests that mental properties are always merely exemplified by events,
never constitutive of them, because they are not suitable for subsumption under strict
causal laws. Rather, they are “nomologically incongruous” (Horgan 1980, p. 666), reflecting
Davidson’s claim about the anomalous nature of the mental. Kim would say this amounts
to denying that events are ever efficacious in virtue of their mental properties, so that
Horgan is effect an epiphenomenalist in regards to the mental.
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Causal versus explanatory exclusion
One could think that Kim is attacking a straw man: that nonreductive
physicalists are merely arguing for the irreducibility of mental explanations,
not mental causation. While it is clear that Kim attacks the possibility of
the latter, he also criticizes the usefulness of the former:
Thus, as a noneliminativist, the nonreductive physicalist believes that there are events in her ontology that have mental
properties (e.g., being a pain, being a belief that snow is cold,
etc.). I argued earlier, in discussing Davidson’s anomalous monism, that if your noneliminativism is to be more than a token
gesture, you had better find some real causal work for your
mental properties. The fact that a given event is a mental event
of a certain kind must play some causal-explanatory role in what
other events occur and what properties they have. Thus, I am
supposing that a nonreductive physicalist is a mental realist,
and that to be a mental realist, your mental properties must be
causal properties—properties in virtue of which an event enters
into causal relations it would otherwise not have entered into.
(Kim 1989, p. 43)
If you agree with Kim’s position on the nature of (mental) events and you
want to say that our desires cause our actions, then Kim is right to say that
you’d better have some story on how mental events make a causal difference
in the world in virtue of their mental properties. If you cannot do that, and
claim that it is merely mental explanations that are irreducible, then your
position deteriorates to one of epistemic limitation, forsaking actual causal
influence of the mental. Certainly, “Without explanatory realism, there is
no reason to suggest that one could not have two complete and independent
explanations of the same event” (Gibb 2006, p. 417). But explanatory
realism is exactly what the nonreductivist should desire, according to Kim.
It seems to him “that most philosophers who believe in mental causation
would want efficacy, not just relevance” (Kim 1993a, p. 24).
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Kim’s criticism notwithstanding, there are those who defend a purely
explanatory nonreductivism with regard to the mental. Jackson and Pettit
(1990), for example, introduce the notion of ‘program explanation’ with the
aim of enabling mental properties to be “causally relevant without being
causally efficacious” (ibid., p. 108). Similarly, Slors (2002) believes that
“since causality is taken care of by token identity, type-epiphenomenalism
would only be problematic if it would deprive mental types of explanatory
work” (ibid., p. 18). It is clear that Slors’ interpretation of nonreductive
physicalism differs from that of Kim. Slors believes that the threat of epiphenomenalism is aimed at the explanatory relevance of mental properties only,
and that nonreductivists do not need or assume causal efficacy by mental
properties. Kim on the other hand resolutely characterizes nonreductive
physicalists as mental realists—as wanting not just explanatory relevance
but also causal efficacy of mental properties over and above that of their
physical realizers. While it is true that accounts of the mental aimed only at
causal relevance are not necessarily affected by the causal exclusion problem,
Kim would argue that by forgoing causal efficacy for the mental, those
accounts also forgo mental realism.
Returning now to Davidson, I hope it is clear that from a Kimean
perspective, anomalous monism amounts to a defense of mere explanatory
relevance rather than full causal relevance. Davidson advances a conceptual
pluralism—irreducibility at the level of our descriptions of the world—
whereas simultaneously committing to physical monism: there are only
physical events. For Kim this is not compatible with mental causation,
since Davidson’s account does not allow for events to be causally efficacious
in virtue of their mental properties. Davidson would of course disagree
with this characterization. He does not want to settle for mere explanatory
relevance for the mental and in fact agrees with Kim that it is actual causal
efficacy for the mental that is the desideratum (see also Davidson 1963).
Their disagreement, in other words, is not about what is at stake, but
on whether and how it can be attained. Specifically, they disagree about
what mental realism entails, i.e. about what the nature of the mental is.
Kim believes that the mental consists of mental properties, which must be
constitutive of events in order to be causally efficacious, whereas Davidson
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thinks events are simples, not being constituted by properties, and mental
as long as they have a mental description.
Going forward I shall leave aside accounts like those of Jackson and
Pettit (1990) and Slors (2002). Not because they do not deliver what they
promise nor because they are incompatible with causal efficacy of the mental,
but because they forgo mental realism. I want to allow for mental realism
and agree with Kim’s that that must be accompanied by causal efficacy—
not just causal relevance or explanatory relevance.22 I moreover believe
that Davidson (with some help from Woodward, see the next chapter), can
face Kim’s criticism head on—not by forgoing the desideratum of mental
realism, but by reconceptualizing the nature of the mental and the notion
of causation.
Defending Davidson against the charge of epiphenomenalism
As we’ve seen, Kim takes an ontologically realist view of the notion ‘property’.
For Kim properties are particulars, or rather constitutive parts of particulars.
He believes that in relation to mental causation, “The issue has always been
the causal efficacy of properties of events—no matter how they, the events or
the properties, are described ” (Kim 1993a, p. 21). His criticism of Davidson,
and by extension many others’ criticism, is predicated on this idea. If you
believe properties are in the world, and that what makes events mental is
that they are constituted by or exemplify mental properties, then Kim is
right that nonreductive physicalists are vulnerable to the causal exclusion
problem.
However, “given Davidson’s understanding of the causal relata, such
accusations are misguided” (Gibb 2006, p. 408). As I’ve shown before,
Davidson holds an extensional view of events and of the causal relation
between them. For him, events are simple particulars (not being partially
constituted by properties), and characterizations of events in terms of
properties are descriptions of those events, not ascriptions of irreducible
constituting aspects of particulars. The attributes used to describe events, i.e.
22

As an aside: one could make the point that causal relevance, when viewed from an
interventionist perspective, simply is causal efficacy. See also footnote 1 on page 141.
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properties (on Davidson’s picture), are in no way causally efficacious—it’s
the extensional events that do the work.
A very basic example can serve to illustrate the issue. Say event A
causes event B. Two observers use different vocabulary to describe event A,
with one choosing ‘a glorious performance’ while the other uses ‘a half-assed
attempt’. Event B is described by both observers as ‘a standing ovation from
the crowd’. Davidson’s position is that event A causes event B independently
of how these observers describe it: “If causality is a relation between events,
it holds between them no matter how they are described” (Davidson 1993,
p. 7). Moreover, it would make no sense to ask whether event A caused its
effect in virtue of it being an instantiation of a performance, or in virtue of
it being an instantiation of an attempt. It makes even less sense to require
event A to be of essentially either of these types, and that in some way it
being a performance excludes it from causing B in virtue of it being an
attempt (or vice versa). Likewise, even simpler: if I open a window to let
in some air, thus startling a bird, it makes no sense to ask whether my
action startled the bird in virtue of being a window opening, or in virtue of
being an airing—the event startles the bird no matter how it is described.
On a Davidsonian picture, events are not causally efficacious in virtue of
properties, since they do not have properties—they have descriptions:
Given this extensionalist view of causal relations, it makes
no literal sense . . . to speak of an event causing something as
mental, or by virtue of its mental properties, or as described in
one way or another. (ibid., p. 13)
It appears Kim is not taking into account the metaphysical foundation
upon which anomalous monism is built, which has led him “to inappropriate
criticisms of it” (Gibb 2006, p. 407). Since for Kim an event is a complex
consisting of an object instantiating a property, “It follows that Kimean
events support certain descriptions as opposed to others in virtue of the
universal that they exemplify” (ibid., p. 412). On Davidson’s view this is
simply not the case, since what makes an event mental for Davidson is only
that there is some description of it in mental vocabulary, and “there is no
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ontological fact about an event that makes its description as mental (or
physical) true or false” (Gibb 2006, p. 414). Indeed, as Davidson succinctly
puts it, “An event, mental or physical, by any other name smells just as
strong” (Davidson 1993, p. 12).
I side with Davidson in thinking of events as basic particulars, extensional to our descriptions of them. This does not mean, nor does it for
Davidson, that we cannot give more or less fitting descriptions of these
particulars within descriptive vocabularies. Consistent descriptions can help
us formulate causal laws, because they permit us to describe regularities
between certain types of events (so described). Within a vocabulary of
descriptions, descriptive properties can be used to inform causal laws (i.e.
law-statements) between types of events (so described). For things, properties describe the way they exist. For events, properties describe the
way they occur (existing and occurring being the two ways of being real).
Knowing properties of an event makes them understandable to us and—if
laws are available—may give us the option to predict future events.
Remarks on Davidson’s response to his critics
At times, in his responses to his critics, Davidson may have added fuel
to the fire by not clearly distinguishing his use of certain terms from his
opponents’ use of them. Perhaps he too did not fully account for the
differences in metaphysical background between his position and that of
Kim, which resulted in somewhat of an impasse. This is especially true
when Davidson discusses the relation between the mental and the physical,
which he characterizes as one of supervenience. In Mental Events (1970),
he wrote that anomalous monism is “consistent with the view that mental
characteristics are in some sense dependent, or supervenient, on physical
characteristics. Such supervenience might be taken to mean that there
cannot be two events alike in all physical respects but differing in some
mental respect, or that an object cannot alter in some mental respect without
altering in some physical respect” (Davidson 1970, p. 214). In response to
criticism, he later produced an equivalent but more economical description:
“a predicate p is supervenient on a set of predicates S if and only if p does
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not distinguish any entities that cannot be distinguished by S ” (Davidson
1993, p. 4).
A charitable reading of Davidson (one that is consistent with his metaphysics and other writings) would be that this means that whenever there’s
a change in the world that requires a change in the description of it in a
psychological vocabulary, the same change in the world must also require an
alteration in the description of the world in a physical vocabulary, whereas
the reverse is not true. On this reading, the descriptions do not depend
upon each other, rather both depend upon reality (the change in the physical
description is not decreed by the change in the mental description, but rather
by the change in the world which prompts them both). This is compatible
with Davidson’s position as discussed above. In 1973 he formulates the
supervenience relation in line with this reading: “If a certain psychological
concept applies to one event and not to another, there must be a difference
describable in physical terms” (Davidson 1973b, pp. 253–254).
However, from reading Davidson one could sometimes easily get the
impression that he has something else in mind, as with “altering an event’s
mental properties would also alter its physical properties” (Davidson 1993,
p. 7). A Kimean could easily interpret this as Davidson stating that events
have ontologically real properties, and that there’s a direct dependence
relation between them. On different occasions Davidson also speaks of the
“causal dependence”(Davidson 1970, p. 224) of the mental on the physical.
This is odd indeed, since for Davidson, events do not depend for their causal
efficacy on any description whatsoever. To speak of causal dependence of the
mental upon the physical hints at there being two distinct ontological classes
(of properties, possibly) which directly depend on each other for their causal
efficacy. However, if Davidson claims (which he does) that events are not
causally efficacious as mental or as physical, really there can be no causal
relevance for any description, let alone causal dependence of one description
upon another. Yet at times Davidson does seem to explicitly endorse this:
“For supervenience as I have defined it does, as we have seen, imply that
if two events differ in their psychological properties, they differ in their
physical properties (which we assume to be causally efficacious)” (Davidson
1993, p. 14). It seems Davidson, in an attempt to appease his critics, has
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resorted to using their idiom as he writes that ‘physical properties’ are
causally efficacious. Judging by his earlier work, the sense in which he
takes this to be true is far removed from how this sentence could easily be
interpreted.
That Davidson is aware of this ambiguity is hinted at by his use of scare
quotes in “truths expressible by the subvenient predicates ‘determine’ the
extension of the supervenient predicate, or that the extension of the supervenient predicate ‘depends’ on the extensions of the subvenient predicates”
(Davidson 1993, p. 5). The ‘determines’ alluded to here is of an indirect
nature—there is no dependence between the subvenient and supervenient
vocabularies directly, but since they refer to the same reality, changes in
one vocabulary’s description of reality may ‘trigger’ changes in the other.
Compare this with Kim’s interpretation:
I take supervenience as an ontological thesis involving the
idea of dependence—a sense of dependence that justifies saying
that a mental property is instantiated in a given organism at a
time because, or in virtue of the fact that, one of its physical
‘base’ properties is instantiated by the organism at that time.
Supervenience, therefore, is not a mere claim of covariation
between mental and physical properties; it includes a claim of
existential dependence of the mental on the physical. (Kim 2005,
p. 34)
As Kim would have it, the relata of the supervenience-relation are
ontologically real properties, wherein—within a system of causal closure
of the physical—the supervenience base directly determines (in a very real
sense) the supervenient properties. Again we see how much difference the
understanding of the relata in a relation can make, be it the causal relation
or the supervenience relation.

2.3.2

Criticisms concerning causation

In this section I shall address two criticisms of Davidson’s treatment of
causation in relation to anomalous monism. The first aims at the fact that,
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independently of the premisses of anomalous monism, Davidson assumes a
system of concepts exists which is suitable for “the formulation of a closed
causal system” (Davidson 1995, p. 266): physics. As I’ve described in section
2.1.2, Davidson is encouraged by the success of the physical sciences, such
that he deems it plausible, and therefore assumes, that “it is a feature of
physical reality that physical change can be explained by laws that connect
it with other changes and conditions physically described” (Davidson 1970,
p. 222). This situation is commonly referred to as the causal closure of the
physical domain, signaling that all physical effects have complete physical
causes.
If Davidson had not defined and assumed physics as being causally
closed, allowing for the formulation of strict physical laws, he could not
have gone from the premisses of anomalous monism to the conclusion that
all events are physical events (i.e. have physical descriptions). Recall that
the premisses of anomalous monism are that 1) some events which can be
described in mental terms cause events describable in physical terms, 2)
all instances of causation can be described in such a way that they are
covered by a strict causal law and 3) the mental vocabulary is not suitable
for formulating strict causal laws. From this alone it does not follow that
all events must have physical descriptions—only by the grace of the further
assumption that the physical vocabulary allows for the formulation of strict
laws is this conclusion warranted. It appears therefore, that the premisses
of anomalous monism by themselves do not establish physical monism.23
But do they establish monism? Even that is questionable once we
consider the premisses in isolation of the assumption of causal closure of the
physical domain. Without that assumption, what is to guarantee that any
(one) set of concepts is suitable for the formulation of strict laws? In other
words: how can we establish that there is a vocabulary V with which all
events can be described (and in which strict laws can be formulated), such
that Davidson can say ‘I am a V -monist’ ? It appears that the principles of
anomalous monism do not establish monism, and that the prior assumption
of the causal closure of the physical does most of the work:
23

See Fodor (1989) for a different argument to this effect.
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For in the context of assuming psychophysical causation, and
arguing against ontological dualism, it is clearly question-begging
to simply assume that physical events causally interact only with
events that are physical (closure). Similarly, when assuming
that singular psychophysical causal relations must be covered
by strict laws, it is equally question-begging to assume that all
strict laws link up only events that are physical. (Antony 2003,
pp. 5-6)

This is not to say that monism is incompatible with Davidson’s general
metaphysics, and I moreover think there is another argument, internal to
Davidson’s philosophy, that can establish it. As he states often, Davidson has
a generally extensional metaphysics. The truth value of sentences describing
causal relations, for example, are “invariant under the substitution of one
name or description of an event for another name or description of the
same event” (Davidson 1995, p. 265). The particulars (things and events)
we describe in our various vocabularies are extensional to our descriptions
of them—extensional to our metaphysical musings. It is in this context
that Davidson claims that “supervenience in any form implies monism”
(Davidson 1993, p. 5), and I believe this is essentially correct. If two
observers are producing descriptions of a reality in different vocabularies,
how can we know they are talking about the same reality, as opposed to
wholly separate ones? One sure sign would be that there is a non-causal,
synchronous supervenience relation between the descriptions in different
vocabularies. If I change something in reality which turns out to require a
simultaneous change in the descriptions of reality in the two vocabularies,
this tells me that the vocabularies describe the same reality. Of course the
same would be true if the relation between the vocabularies was one of
equivalence, in which case each change in reality would require a change
in both descriptions. Needless to say though, there is consensus among
nonreductivists (of all sorts) that the mental and physical vocabularies are
not equivalent. To say they are would echo the type-level identity theory
advanced in the 1950s (Place 1956, Feigl 1958, Smart 1959). Still, because
a relation of supervenience holds between descriptions of reality in mental
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and physical vocabulary, Davidson can be sure that they describe the same
reality—hence monism.
To be clear: although monism may be established through this argument,
it does not entail (though it is also not incompatible with) that there
should be one special vocabulary (like physics) suitable for describing all
particulars and strict causal laws describing their behavior. Since there
is no principled ‘privileged vocabulary’ in that sense, this monism could
perhaps be characterized as a neutral monism. Neutral in the sense that
while many descriptions can be given of (parts of) reality, this does not
make reality essentially linked to any one description. The nature of reality
is not determined by the vocabulary with which we describe it, however
complete this vocabulary may be. And it would be monism in the sense
that our descriptions describe the same reality, i.e. (subsets of) the same set
of particulars in one space and time (although particulars may be delineated
differently based on the vocabulary chosen for description).
If no vocabulary is privileged, does this mean all vocabularies are equal?
It does not, for they perform different functions. Whereas a simple vocabulary may be most suited for describing (and predicting) events in everyday
life, e.g. that rocks heat up in the sun, “More serious science discovers
changes in the positions of invisible particles in the rock which take place
independent of changes in temperature; recognition of these changes allows
for the causal explanation of a far larger range of phenomena” (Davidson
1995, p. 274). Depending on the phenomena one wants to describe or
predict, different vocabularies can be chosen. Using some vocabularies we
can describe reality in ways that would be impossible in others, which allows
us to formulate causal laws that conform to specific interests we may have,
and for predictions to be made which otherwise would be impossible.24
The second criticism in relation to Davidson’s views on causation I would
like to consider comes from Gibb (2006), who argues that Davidson’s view
on the causal relata, i.e. his view on the nature of events, does not rhyme
24

Or, put differently, for patterns to be tracked which otherwise would be untraceable
(Dennett 1991).
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well with the principle of the Nomological Character of Causality (one of
the tenets of anomalous monism). Because of that, argues Gibb, Davidson’s
view on the causal relata should be rejected (in favor of one that recognizes
properties as an ontological category, like Kim’s) and with that anomalous
monism. I’ll give an outline of her claim and share my suspicion that in her
criticism there is some confusion at play in relation to the oft-problematical
notion of ‘property’.
Gibb notes that “It is one of the most commonly assumed claims within
the philosophy of causation that causes have their effects in virtue of certain
of their properties” (Gibb 2006, p. 417). She believes that this route is
however not open for Davidson, because “his ontological commitments are
determined by his semantical stance, and according to him semantics can
do just as well without properties” (ibid., p. 418). On the other hand, Gibb
notes Davidson’s acceptance of the Principle of the Nomological Character
of Causality and takes that to mean that Davidson adheres to a nomological
theory of causation. Within such a theory,
it is natural to assume a distinction between a law and a
law statement, the first being a relation between properties, the
second a relation between predicates. Causation is a relation
between laws; hence relations between property types ground
the causal relations between events. (ibid., p. 418)
Because of this, Gibb sees Davidson’s allegiance to the nomological
character of causation as “taking a stance on the analysis of the causal
relation” (ibid., p. 418), in contrast with Davidson’s own claim that his
only concern is with the logical form of causal statements, and that he
has “abjured the analysis of the causal relation” (Davidson 1967a, p. 158).
Furthermore, “to maintain a nomological theory of causation one must admit
the ontological category of properties” (Gibb 2006, p. 419), since without
properties there cannot be causation if causation is a lawful relation between
property types. Gibb notes that Davidson is a nominalist with regard to
properties, such that “according to him, there need not be anything about
events that explains why events support certain descriptions rather than
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others” (ibid., p. 420), and as such that “Causes, according to Davidson, do
not have their effects in virtue of properties” (ibid., p. 418). There is an
apparent inconsistency there, from which Gibb concludes that “Davidson’s
theory of the causal relata should be rejected and, along with it, anomalous
monism” (ibid., p. 420).
Gibb’s criticism relies on the idea that Davidson, given his nominalism,
cannot distinguish between events, since “Without properties, there would
seem to be nothing that distinguishes those events that are alike from
those that are not” (ibid., p. 418). Indeed, she believes “there must be
some ontological ground which accounts for the difference between applying
the predicate ‘is red’ to the apple and applying the predicate ‘is round’
to the apple. This ontological difference is accounted for by appealing to
the ontological category of properties” (ibid., p. 419). At this stage some
confusion is in play, no doubt brought on by Davidson himself whose use of
the term ‘property’ is inconsistent. Let me say that I do not think Davidson
cannot distinguish sorts of events from each other, since, as Gibb herself
admits, events can be alike “in the sense that they satisfy the same predicate”
(ibid., p. 419). Yet Davidson does seem adamant about properties not being
causally efficacious: “it makes no literal sense . . . to speak of an event
causing something as mental, or by virtue of its mental properties, or as
described in one way or another” (Davidson 1993, p. 13). Some clarification
is in order.
I think it is important to carefully account for the scope of this last
statement from Davidson. His point is that given two (anomalous) vocabularies for describing reality, there is no fact of the matter—nothing
about a particular—that makes a description in one vocabulary true, as
opposed to another. It is in this sense that Davidson claims that events are
not causally efficacious in virtue of being described in mental vocabulary
(using mental properties) as opposed to physical vocabulary (using physical
properties). In deciding between two descriptions of the same event using
terms from different (in this case anomalous) vocabularies, there is no fact of
the matter, no ‘ontological ground’, for deciding between these descriptions.
It would make no sense to say that the event is efficacious in virtue of one
description as opposed to another. This issue is the main focus of Davidson’s
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argument for anomalous monism, and can be characterized, if you will, as
an ‘inter-vocabulary’ issue.
However, while it makes ‘no literal sense’ to discuss the efficacy of an
event as described in different vocabularies, the reverse is true when deciding
between varying descriptions of an event stated in the same vocabulary—
‘intra-vocabulary’ differences, so to say. In fact, as I discussed in more detail
in section 2.1.2, Davidson believes that causal laws are linguistic devices
that we use, within the scope of a specific vocabulary, to express regularities
between events. Indeed, “A law (formulated in some language) covers a
case if the law, conjoined with a sentence that says the event (described
appropriately) occurred, entails a sentence that asserts the existence of the
effect (described appropriately)” (Davidson 1993, p. 8). Note how Davidson
stresses that laws are formulated in a specific language, and that they only
cover events as they are described in that vocabulary.
Is there some way of distinguishing events that are alike from events that
are not alike within a vocabulary? Indeed there is: within a vocabulary we
can meaningfully talk of their properties, i.e. about the way they occur. In
that sense there is certainly something about events that make them conform
to one predicate or another, so described. Only within this context does it
make sense to say that “The fuller we make the description of the cause, the
better our chances of demonstrating that it was sufficient (as described) to
produce the effect, and the worse our chances of demonstrating that it was
necessary” (Davidson 1995, p. 157). Note, again, the ‘as described’, which
reminds us that according to Davidson our chances of understanding an
event’s causal efficacy, of understanding why it caused what it did, are linked
to causal laws which are formulated in a specific language. Also note that
the above only makes sense if these features of events are relevant for the
effects they have. The event’s properties (as described within a vocabulary)
are relevant for the event’s effects (as described within a vocabulary).
But what is the ‘ontological ground’ to the claim that an event or thing
has one property (as described in a vocabulary) rather than another? What
makes it true that an apple is red, not blue, or that the cat purred loudly,
not softly? There is nothing in reality that makes these claims true or false,
but there is something about the things in reality that grounds these claims.
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While properties, for Davidson, are not an ontological category (on par
with things and events), properties are certainly part of his metaphysical
lexicon. They are a metaphysical instrument, that allows us to describe
what the particulars in reality are like, or how they happen. You don’t have
to be ontologically committed to properties to acknowledge that particulars
(things and events) have features that (described in a certain vocabulary) can
explain why they are the way they are, or why they have certain effects. Gibb
questions how, if properties do not form an ontological category, one can
distinguish between causal laws that are rubbish (by, for example, making
use of disjunctive predicates that preclude projectability) and “those that
are truly objective” (Gibb 2006, p. 419). The answer here, for Davidson, is
that we cannot: laws are only good or useful relative to the vocabularies in
which they are articulated. No stated regularities are ‘truly objective’, they
are all relative to a vocabulary. One could argue that this is in fact another
way to capture the essence of Davidson’s anomalous monism. Within a
vocabulary regularities can be ‘objective’, but if Gibb wants to know what
makes them objectively (outside of any vocabulary) true, there is no answer
to be had.
At this point I hope I have made clear that Davidson is not committed
to a nomological theory of causation, in the sense that for a case of causation
to occur, there need to be properties (as an ontological class) in reality
standing in a certain relation. His claims about causation concern the
logical form of our statements about causation, not the nature of the causal
relation itself. As a final thought, I would like to point at a possible source of
confusion relating to this issue. The Principle of the Nomological Character
of Causality, in its canonical form, states that if events are related as cause
and effect there must be a law that “covers” (Davidson 1993, p. 8) the case,
such that the events “fall under” (Davidson 1970, p. 208) the law. This
means no more than that one event causing another can be described in
terms of the covering law, which itself is linguistic in nature. It does not
mean that the law was in some way involved in producing the effect, or that a
law is required for an event to cause another event. The latter interpretation
is however suggested by a different but common formulation of the Principle,
which states that cases of causation are “backed” (Davidson 1995, p. 263)
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by causal laws. To back something suggests much more than to cover it—it
hints at an active role in bringing about the event. I do not believe this
is what Davidson intended, but his choice of words in this case may have
been confusing, and may suggest to critics that Davidson does in fact want
to say something about how causal relations are instantiated—about the
nature of the causal relation. I do not believe this was his intention.

2.4

Taking stock

Davidson’s work provides vital ingredients to the method for approaching
causal questions involving mind and matter, that I shall defend in the
final chapters. I shall take various cues from his descriptive, extensional,
monistic approach to metaphysics, wherein two basic classes of particulars
are distinguished: things and events. These can be described in different
vocabularies, that needn’t be equivalent or reducible to each other, and which
can serve unique purposes. However, though descriptions of reality may be
irreducible on a conceptual level, they all refer to the same reality. Hence
they share a mutual dependence, which expresses itself as a supervenience
relation between different descriptions.
With respect to Davidson’s thoughts on causation, I value the idea that
it is a relation that holds between events, and that holds independently
of the vocabulary in which we describe them. Within vocabularies (and
not between them) we can recognize lawful regularities between sorts of
events (as distinguished by their descriptive properties), and articulate these
into causal laws. These laws are epistemological tools which capture our
knowledge of regularities in reality, and which are not themselves involved
in or required for the bringing about of instances of causation. Events
cause each other independently of how we describe them and independently
of whether or not we have established laws to describe their regular cooccurrence.
As discussed in section 2.3.1, several critics attacked Davidson on this
point, saying that his view on the nature of the causal relata did not support
causation in virtue of events being ‘mental’ or ‘physical’ (or as described in
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any other vocabulary). I hope to have explained that these critics did not
take Davidson’s metaphysics into account properly, and therefore that this
line of criticism is unjustified.
There are, however, aspects of Davidson’s work for which he has been
rightfully criticized. I shall not follow Davidson in assuming that whenever
an event causes another, there must be a strict law to cover the case. I also
do not assume that a vocabulary suitable for formulating such strict laws
exists. While I certainly do not exclude the possibility, I would not assume
it from the start with the intent of supporting a monism of a particular
sort—physical monism, in Davidson’s case. The criticism leveled at this
assumption of causal closure (discussed in section 2.3.2) is justified, I think,
and I will take care to avoid making such assumptions part of my position.
What Davidson has not done—and purposefully so—is to provide an
analysis of the nature of the causal relation. He has steered clear of detailing
what makes a causal claim true. Yet much of the criticism of Davidson has
to do with issues of causation, and his refusal to go into this matter does
little to appease his critics. Something can certainly be said for the idea
that an account of mental causation should be backed by or rooted in a
theory of causation. To fill this lacuna I shall now discuss, in the upcoming
chapter, James Woodward’s interventionistic account of causation.
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3 | Interventionism vs.
causal exclusion
In philosophy of mind, the causal exclusion problem (see chapter 1) is still a
matter of debate (see e.g., Ney 2007, Bennett 2008, Shapiro 2012 and Gibb,
Lowe, and Ingthorsson 2013). Rightfully so, for it is a most fundamental
issue relating to the very nature of the mental and its place in the world.
Any account of the mind must deal with the question of how the mental can
be said to have an effect upon the world, without running into the causal
exclusion problem. In the previous chapter I have discussed Davidson’s
position on the relation between the mental and the physical (anomalous
monism), and his claim that it avoids this issue. While I believe there is
merit to his position, what Davidson has not done is provide an analysis of
the causal relation itself. Moreover, whatever assumptions about causation
he did connect with anomalous monism are a frequent (and justified) target
for criticism.
For a fully satisfactory method for approaching mental causation, therefore, it would be beneficial to flesh out what exactly makes causal claims
true, specifically those involving mental causes. This can form the basis
of a complement to Davidson’s account and at the same time possibly replace some of its most problematical assumptions about causation. For this
reason I shall dedicate this chapter to a discussion of James Woodward’s
contemporary manipulationist theory of causation. Being a modern and
well-received theory of causation, Woodward’s account is a prime candidate
75
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for augmenting Davidson’s account of mental causation. In fact, in the final
two chapters I shall argue that a combination of Davidson’s metaphysics
with Woodward’s account of causation can offer a suitable platform for
interpreting the causal interplay between the mental and the physical, and
thus for representing mental causation.
There is, moreover, a second reason for discussing Woodward’s theory
in particular. As it so happens, there are those (notably Woodward himself,
see his 2008) who believe that the causal exclusion problem is an artifact not
of one’s definition of the mental, but of the theory of causation to which one
adheres, and that by merely switching to a different analysis of the causal
relation—specifically Woodward’s—one can solve or bypass the problem.
As such Woodward’s account of causation becomes directly connected to
the central problem that motivates this dissertation.
I begin this chapter with an exposition of Woodward’s theory of causation
(section 3.1), wherein I shall take care to point out incompatibilities with
Davidson’s metaphysics. I shall then introduce the claim that Woodward’s
interventionism can solve the causal exclusion problem and discuss (and
agree with) criticisms of that claim (3.2). In section 3.3 I then discuss
and defend a version of interventionism that enables a different approach
to the causal exclusion problem. I end by taking stock (3.4): expressing
how Woodward’s theory of causation can advance our understanding of the
causal exclusion problem, and specifying what remains to be done in the
final chapters.

3.1

Woodward’s theory of causation

James Woodward’s theory of causation, meticulously expressed in Making
Things Happen: a Theory of Causal Explanation (2003), has been hailed as
“one of a small handful of philosophical books on causation and explanation
published in the last twenty years that makes a significant and lasting
contribution to the study of these subjects” (Menzies 2006, p. 822) and
“the by far most thorough and elaborate presentation of an interventionist
theory of causation” (Baumgartner 2009b, p. 163). Rather than defining
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causation as essentially involving causal laws (as per deductive-nomological
accounts, see Hempel 1965), purely counterfactually (Lewis 1973), or as a
phenomenon characterized by the transfer of conserved quantities (as per
causal mechanical accounts, see Salmon 1984), interventionist accounts of
causation start from the basic intuition that causation is, at its core, a
notion relating to manipulation and control. Interventionist theories are not
new (see e.g. Collingwood 1940), but according to Woodward his theory
distinguishes itself from earlier versions by being immune to two central
problems that plagued earlier manipulationist approaches to causation: their
circularity and anthropocentricity.
In the following subsections I shall discuss, in turn, the central intuition
and basic notions underlying Woodward’s account, the specific criteria for
manipulations to count as interventions, and finally how Woodward deals
with the criticisms of circularity and anthropocentricity.

3.1.1

Core concepts of Woodward’s interventionism

Manipulation
The central idea or core intuition underlying a manipulationist or interventionist notion of causation, is that “causal and explanatory relationships are
relationships that are potentially exploitable for purposes of manipulation
and control” (Woodward 2003, p. v). For interventionists, the defining
feature of causes is that they function as control knobs for effects. To
know a causal relation is to know how to bring about an effect, namely
by controlling its cause. This explains, according to Woodward and other
interventionists, where our interest in causal relations comes from in the first
place: “our interest in causal relationships and explanation initially grows
out of a highly practical interest human beings have in manipulation and
control” (ibid., p. 10). If your interest is in manipulating your environment,
say to increase the yield on your farm, you will value information on what
you can do to bring that about. This example reveals the defining difference
between causal relations and mere correlations, since knowledge of the latter
does not allow for manipulation. Even though changes in the number of
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fresh lemons imported into the USA from Mexico neatly correlate (inversely)
with changes in the total number of highway fatalities in the USA (Johnson
2008), a plan for increasing highway safety centered around expanding lemon
import from Mexico will hardly be successful. For such a plan to work, a
causal relation needs to be exploited.
It is important to note that, from the start, Woodward makes it clear
that while he believes that human interest in causal relations stemmed from
our practical concern with manipulating and controlling our immediate
environment, the idea of causes and effects has been “extended to contexts
in which manipulation is no longer a practical possibility” (Woodward 2003,
p. 10). That is to say: even if we, or humans in general, cannot (or could not
have) manipulate(d) something, this does not mean we cannot understand
it to be a cause of something else. If we have no influence over peaks of
activity in the sun, we can still see it as the cause of electrical interference
on earth. As he puts it:
It is uncontroversial, however, that causal relationships exist
and that explanation is possible in circumstances in which actual
manipulation is impossible, whether for practical or some other
sorts of reasons. For example, we construct causal explanations
of past events and of large-scale cosmological events, and in
neither case is manipulation of these phenomena possible. The
notion of information that is relevant to manipulation thus needs
to be understood modally or counterfactually: the information
that is relevant to causally explaining an outcome involves the
identification of factors and relationships such that if (perhaps
contrary to fact) manipulation of these factors were possible,
this would be a way of manipulating or altering the phenomenon
in question. (ibid., p. 10)
Or, put differently: “an explanation ought to be such that it can be
used to answer what I call a what-if-things-had-been-different question: the
explanation must enable us to see what sort of difference it would have
made for the explanandum if the factors cited in the explanans had been
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different in various possible ways” (ibid., p. 11).1
Explanation
The notion of ‘explanation’ is prominently featured in Woodward’s work,
and he is careful to state that while there are many ways to use that concept,
his focus is on “a much narrower range of explanatory activities—roughly,
those that consist of providing causal explanations . . . ´’ (ibid., pp. 4–5).
Causal explanation, in turn, is broadly understood by Woodward as “any
explanation that proceeds by showing how an outcome depends (where the
dependence in question is not logical or conceptual) on other variables or
factors” (ibid., p. 6). In many instances Woodward states that a benefit of
such an interventionist notion of causal explanation is that it aligns with
general scientific usage of the concept. According to him,
This ‘manipulationist’ conception of causal explanation has
the advantage of fitting a wide range of scientific contexts, especially in the social and behavioral sciences, where investigators
think of themselves as discovering causal relationships and constructing causal explanations . . . It also has the advantage of
exhibiting an intuitively appealing underlying rationale or goal
for explanation and the discovery of causal relationships: if these
are relationships that are potentially exploitable for purposes
of manipulation, there is no mystery about why we should care
about them. (ibid., pp. 6–7)
As such, the interventionist conception of causal explanation also allows
for “some sort of continuity between the everyday practices and kinds of
causal/explanatory knowledge that are present in all human societies and the
more systematic and sophisticated practices and kinds of causal/explanatory
knowledge that characterize contemporary science” (ibid., p. 19), a feature
that Woodward values.
1

For an entertaining collection of outlandish ‘what-if-things-had-been-different questions’ (and serious attempts at answering them), see Munroe (2014).
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Variables
Another central notion relating to causation is that of a variable, since for
Woodward “a manipulability theory is most naturally formulated in terms
of variables—quantities or magnitudes that can take more than one value”
(Woodward 2003, p. 14). Woodward conceives of causal relationships “as
relating variables or, to speak more precisely, as describing how changes in
the value of one or more variables will change the value of other variables”
(ibid., p. 39), where these changes, of course, refer to “patterns of dependence
that hold in the world, rather than with relationships between numbers or
other abstracta” (ibid., p. 14). In other words: the variables (and their
values) represent features of the world, and the causal relation is between
these worldly features. In this respect Woodward concurs with Davidson,
who stressed (see section 2.1.2) that causation is an extensional notion, in
that causal relations hold in the world, independently of our descriptions of
them.
How do these variables work, and which features can they represent?
“Intuitively, variables are properties or magnitudes that, as the name implies,
are capable of taking more than one value. Values (being red, having a
mass of 10 kilograms) stand to variables (color, mass) in the relationship of
determinates to determinables. Values of variables are always possessed by
or instantiated in particular individuals or units, as when a particular table
has a mass of 10 kilograms” (ibid., p. 39). What changes in the world, what
is variable about it, are the features of what is in that world—the features
of particular individuals. It is these individuals that have properties that
can change, which on a manipulationist picture are represented by variables
that can take different values.
This idea of what can feature in causal relations is quite inclusive—it
places no restriction upon the nature of prospective individuals. Throughout
this dissertation I have been supporting the notion, found in Strawson and
Davidson (see section 2.1.1), that two basic classes of individuals can be
distinguished: things and events. Would a manipulationist work from this
assumption, then any property of a thing and any property of an event can
be represented by a variable, and thus be a causal relatum. This is shown
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in Woodward’s example of the color of the table (an example of a property
of a thing), but a property of an event could also be used: a doorbell being
pressed now, where ‘now’ is the the value of the property of when the event
takes place. Intuitively, it is easy to see how these properties might feature
in causal explanations: if the color of the table had been different, Marsha
would not have bought it, or if the doorbell had rung at a different time,
Archibald might not have heard it. All of these are examples of the basic
manipulationist conception of causation: ‘wiggling a variable here, wiggles
a variable there’, where variables represent properties of things or events (if
one is inclined to such a metaphysical categorization of individuals).2
This constitutes a disagreement between Woodward and Davidson:
Woodward is more inclusive than Davidson when it comes to what can
count as a causal relatum. Recall that Davidson argues that all causal
relata are events (see section 2.1.2), whereas for Woodward, things (or the
properties they possess) can also enter into causal relations. I believe there
is a way to clarify the difference between the causal efficacy of events versus
that of things, that respects Davidson’s intuition that there is something
about the causal efficacy of (properties of) events that is different from the
causal efficacy of (properties of) things. There is a distinction introduced by
Dretske which is not discussed by Woodward, between structuring causes
and triggering causes (Dretske 1988, p. 42).3 I find this distinction helpful
with regard to differentiating between the sort of causal information that
is conveyed by causal explanations featuring variables of things and those
featuring variables of events. I shall elaborate on this point in the fourth
2

‘Wiggling’ is a ‘technical’ term for changing the value of a variable. See e.g. Woodward
(2003, p. 53).
3
Woodward does briefly discuss some varieties of causal claims, and notes that there
is a difference in understanding “why my car has accelerated on some particular occasion”
(ibid., p. 18), which is due to my depressing the gas pedal, and understanding “why
the car moves as it does” (ibid., p. 18), which is due to the internal mechanism of the
car. Woodward suggests this has to do with differences in the ‘depth of understanding’
these causal explanations provide, but I think these causal explanations offer answers
to different causal questions: ‘why did the car move now ?’ (triggering cause) vs. ‘why
did the car move, given my depressing the gas pedal?’ (structuring cause). More on this
distinction in chapter 4, see specifically page 158.
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chapter (see page 158) whilst attempting to combine Davidson’s and Woodward’s accounts. At this stage I shall focus on Woodward, whose view on
what constitutes causal relata, to summarize, is as follows:
On an interventionist account of causation, causes (whether
we think of them as events, types of events, properties, facts, or
what have you) must be representable by means of variables—
where this means, at a minimum, that it must be possible for
the cause to change or to assume different values, for whatever
object, unit or system those values are assigned to, as when
it is possible for the same particle to be either at position p1
specified by a position variable P or at some alternative position
p2 . This is required if we are to have a well-defined notion
of manipulating a candidate cause and well-defined answers to
counterfactual queries about what would happen if the cause
were to be manipulated in some way—matters which are central
to what causal claims mean on any version of a manipulability
theory worthy of the name. (Woodward 2016)
Indeed, for counterfactual statements containing ‘if-things-had-beendifferent clauses’ to make sense, something must be able to differ. The
variables represent the properties that are the subject of these possible
differences—they represent what could have been different. This is a ‘methodological’ restriction upon causal relata; Woodward excludes nothing from
being a causal relatum, as long as we can say what can conceivably be
different about them: “a manipulability account implies that for something
to be a cause we must be able to say what it would be like to change or
manipulate it” (Woodward 2003, p. 112).
From this definition of the causal relata, Woodward comes to a statement
of what causal claims relating variables mean:
the claim that X causes Y means that for at least some
individuals, there is a possible manipulation of some value of
X that they possess, which, given other appropriate conditions
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(perhaps including manipulations that fix other variables distinct
from X at certain values), will change the value of Y or the
probability distribution of Y for those individuals. (ibid., p. 40)
Interventions and the notion of cause
The previous quotation mentioned ‘a possible manipulation under appropriate conditions’, and it is the notion of an intervention that Woodward uses
to spell out exactly what this means. Broadly speaking:
The notion of an intervention attempts to capture, in nonanthropomorphic language that makes no reference to notions like
human agency, the conditions that would need to be met in an
ideal experimental manipulation of the value of X performed for
the purpose of whether X causes Y . . . the intuitive idea is that
an intervention on X with respect to Y changes the value of X
in such a way that if any change occurs in Y, it occurs only as a
result of the change in the value of X and not from some other
source. This requires, among other things, that the intervention
not be correlated with other causes of Y except for those causes
of Y (if any) that are causally between the intervention and X
or between X and Y, and that the intervention not affect Y via
a route that fails to go through X. (ibid., p. 14)
Although here Woodward only informally sketches the conditions that
need to be met for an experimental manipulation to provide proof of a
causal relation, the rationale for having these conditions is clear: if one
wants to prevent confounding or otherwise obfuscating factors to come into
play when evaluating a presumed causal relation, it is important to run a
well-constructed experiment. In the next section (3.1.2) I shall delve into
the specific criteria for what makes a manipulation well-constructed. For
now it suffices to understand the importance of the nature of interventions
as properly executed experimental manipulations of a candidate cause—
manipulations that are “exogenous changes in the variable intervened on”
(ibid., p. 47). Exogenous, because rather than observing the relation between

84

CHAPTER 3. INTERVENTIONISM VS. CAUSAL EXCLUSION

variables in a system, the idea of an experiment entails breaking the existing
pattern of correlations between the variables, and manipulating a variable
‘from the outside’. Woodward’s manipulability theory of causation, then, is
as follows:
(M)4 A necessary and sufficient condition for X to be a
(type-level) direct cause of Y with respect to a variable set V
is that there be a possible intervention on X that will change
Y or the probability distribution of Y when one holds fixed at
some value all other variables Zi in V. A necessary and sufficient
condition for X to be a (type-level) contributing cause of Y with
respect to variable set V is that (i) there be a directed path
from X to Y such that each link in this path is a direct causal
relationship; that is, a set of variables Z1 . . . Zn such that X is
a direct cause of Z1 , which is in turn a direct cause of Z2 , which
is a direct cause of . . . Zn , which is a direct cause of Y, and that
(ii) there be some intervention on X that will change Y when
all other variables in V that are not on this path are fixed at
some value.5 (Woodward 2003, p. 59)
4
In the literature the abbreviation for the manipulability theory is variously written
as (M), (M), (M) or simply M. The same variability is encountered for the abbreviations
of many to-be-introduced notions like intervention, variable set and intervention variable.
To create a uniform reading experience, I shall stick to a single style and modify citations
where necessary.
5
Besides the notions of direct cause and contributing cause, Woodward distinguishes
other types of causes like total cause and actual cause (i.e., token-cause). In regard to
token-causation, Woodward writes that

Although there is a distinction between type- and token-causal claims, it
does not follow that there are two kinds of causation—type and token—or
that in addition to token-causal relationships involving particular values of
variables possessed by particular individuals, there is a distinct variety of
causal connection between properties or variables that is independent of any
facts about token-causal relationships. In my view, a claim such as ‘X is
causally relevant to Y ’ is a claim to the effect that changing the value of X
instantiated in particular, spatiotemporally located individuals will change
the value of Y located in particular individuals. (Woodward 2003, p. 40)
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This leads into the next important point, which is that the definition of a
cause is relativized to a “variable set V that describes the system of interest”
(ibid., p. 55). Any experimental manipulation is done with respect to, or
relative to, a chosen variable set. This means that any conclusions drawn
from an intervention are relativized to a specific variable set, to the effect that
“X may be a direct cause of Y with respect to variables in the set V* but not
with respect to a different set of variables V**” (ibid., p. 55). If a variable
Z is on a causal path between X and Y, X may either be a direct cause or
a contributing cause with respect to Y, depending on whether Z is included
in the variable set. “In some respects, this relativization seems undisturbing;
it merely reflects the fact that any description of causal relationships reflects
a choice of level of analysis” (ibid., p. 55), but of course the worry may
arise that a relativization like this introduces a measure of subjectivity into
the notion of causation. Woodward is confident, however, that this sort of
relativization “does not introduce an undesirable kind of subjectivism into
the characterization of ‘direct causation’ in the sense that it makes whether
or not X is a direct cause of Y dependent on the beliefs or psychological
state of human investigators” (ibid., p. 56). In fact, “a commitment to
some version of realism about causation (in the sense that relationships of
counterfactual dependency concerning what will happen under interventions
are mind-independent) seems to be built into any plausible version of
a manipulability theory” (ibid., p. 120). Once the variable set is fixed,
objective rules for interventions, which are not relativized to the chosen
variable set (to be discussed in section 3.1.2), determine whether or not
causal relations hold between the included variables.
What is more: while whether some variable X is represented as a direct
cause of some other variable Y depends on the choice of variable set, the
notion of contributing cause is not so relativized. If there is any set in which
X is correctly represented as a contributing cause of Y, then X will be a
contributing cause of Y with respect to all (well-formed) sets that include
While these details help him deal with specific issues in causal theory, they “play little role
in the exclusion debate” (Woodward 2015a), nor are they needed to convey the general
spirit of Woodward’s interventionist intuitions. As such I shall not discuss them here.
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both X and Y.6 This is what I take Woodward to mean when he writes, in
his Reply to Strevens, that “X is a contributing cause of Y simpliciter (in a
sense that isn’t relativized to any particular variable set V) as long as it is
true that there exists a variable set V such that X is correctly represented
as a contributing cause of Y with respect to V” (Woodward 2008b, p. 209).
Importantly, I do not believe this means Woodward derelativizes the notion
of contributing cause in the sense that whether something is a contributing
cause is no longer relative to any variable set, but rather any particular
variable set (as mentioned in the previous quote). It is still the case that
whenever a causal claim is made, either of a variable being a direct or
contributing cause, such a claim is made with respect to a variable set.
What is not the case is that causal relations can be created by excluding
variables from a set, which is the worry that Woodward addresses in his
Reply to Strevens. That causal claims are made with respect to variable
sets introduces no such subjectivity in the notion of cause.
Invariance
Before I turn to a specification of the exact definition of properly executed
interventions, one background condition for any causal relation must be
discussed: that of invariance. This is an important concept since “according
to a manipulationist account of causation, if a relationship is to qualify as
causal, it must be invariant under some interventions” (Woodward 2003,
p. 69). If it is not, then knowledge of the relation is useless with respect to
6
Much more will follow in upcoming sections in regard to sets being well-formed.
Woodward foreshadows the discussion by noting that “It does not follow . . . that any
choice of variable set is as good as any other. On the contrary, I assumed in Making
Things Happen that one can formulate rationally defensible non-arbitrary considerations
or guidelines about which variables to employ in representing different sorts of situations—
considerations that will disqualify some possible representations although they may not
always pick out a uniquely best one. To the extent that there are such considerations, they
will serve to rule out some wilder forms of relativity in causal representation” (Woodward
2008b, pp. 211–212). Here Woodward explicitly leaves the door open to restrictions
on variable sets, such as the independent fixability of variables contained therein—a
requirement that will be discussed in the upcoming section and that features prominently
in the discussion in section 3.3.
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manipulation, for “What one needs for manipulation is information about
invariant relationships” (ibid., p. 10). Woodward defines invariance as:
The notion of invariance is closely related to the notion of
an intervention. A generalization G (relating, say, changes in
the value of X to changes in the value of Y ) is invariant if G
would continue to hold under some intervention that changes
the value of X in such a way that, according to G, the value
of Y would change—‘continue to hold’ in the sense that G
correctly describes how the value of Y would change under
this intervention. A necessary and sufficient condition for a
generalization to describe a causal relationship is that it be
invariant under some appropriate set of interventions. (ibid.,
p. 15)
Woodward distinguishes his account of causation from those that require
causal relations to be be backed by causal laws.7 Even so, his account
requires some aspect of reproducibility in relation to causal claims, and
for this the notion of invariance is used: “The notion of invariance under
interventions is intended to do the work (the work of distinguishing between
causal and merely accidental generalizations) that is done by the notion of a
law of nature in other philosophical accounts” (ibid., p. 16). An important
difference between ‘causal generalizations of invariance under certain interventions’ and causal laws as commonly understood, is that the latter are
taken to be exceptionless, strict statements.8 Woodward’s generalizations,
on the other hand, need only be invariant under some manipulations. If we
know of a generalization that holds for some manipulations, say that I know
that if I cycle faster I will get to work earlier, that is enough to support a
causal relation. ‘Cycling to work faster will get you there earlier’ is hardly
7
I shall discuss this in more detail in the next chapter while evaluating differences
between Davidson and Woodward.
8
While Davidson clearly subscribes to this strong notion of causal laws when it comes
to physical laws, it is questionable whether he believes that all causal statements must be
backed by such a strong law. More on this in the next chapter.
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an example of a strict causal law, as many exceptions to the rule can be
produced (I might cycle faster but take a wrong turn because of it, or get
into an accident, which would have the opposite effect of getting to work
earlier). Indeed, the generalization could easily be disrupted, which is “very
different from the behavior of paradigmatic laws of nature” (Woodward
2003, p. 16). Therefore, Woodward writes that “Rather than thinking of
all causal generalizations as laws, I suggest that we should think of laws as
just one kind of invariant generalization” (ibid., p. 17). As long as some
appropriate measure of invariance is present, a relation can be useful for the
purposes of manipulation and control—in other words: it can be a causal
relation.

3.1.2

Criteria for interventions and variable sets

The notion of intervention is central to Woodward’s manipulationist account
of causation, as it takes center stage in its core business: determining whether
a relation is causal. As indicated in the previous section, “The intuitive
idea of an intervention is that of an idealized, unconfounded experimental
manipulation which would be appropriate for determining whether one
variable is causally related to a second variable” (Woodward 2015a, p. 311).
What is therefore dearly needed is “a characterization of ‘intervention’
that captures this difference between ‘good’, unconfounded manipulations
and bad, confounded manipulations” (ibid., p. 314). Not only should this
characterization offer a demarcation criterion for which manipulations are
suitable for establishing causal relations, it should do so without relying on
specifically human input (as other manipulationist accounts have done in
the past—more on this in the next section). For Woodward, “any process,
whether or not it involves human activities, will qualify as an intervention
as long as it has the right causal characteristics” (Woodward 2003, p. 94).
Interventions rely on the existence of an intervention variable (I ): a
‘control knob’ for the candidate cause under investigation, one that is adequately exogenous and accommodates the other characteristics required of
an intervention. Recall that if the question is whether changes in the value
of some variable X cause changes in another variable Y, the strategy of the
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interventionist is to wiggle X and see if Y changes as a result. The intervention variable I represents what the interventionist does in order to wiggle X,
so clearly some requirements for I (a definition of intervention variable, or
‘IV’) need to be formulated. Woodward posits that “I is an intervention variable for X with respect to Y if and only if I meets the following conditions:

(IV)
I1. I causes X.
I2. I acts as a switch for all the other variables that cause X.
That is, certain values of I are such that when I attains
those values, X ceases to depend on the values of other
variables that cause X and instead depends only on the
value taken by I.
I3. Any directed path from I to Y goes through X. That is, I
does not directly cause Y and is not a cause of any causes
of Y that are distinct from X except, of course, for those
causes of Y, if any, that are built into the I-X-Y connection
itself; that is, except for (a) any causes of Y that are effects
of X (i.e., variables that are causally between X and Y )
and (b) any causes of Y that are between I and X and
have no effect on Y independently of X.
I4. I is (statistically) independent of any variable Z that causes
Y and that is on a directed path that does not go through
X ” (ibid., p. 98).
Let’s discuss these conditions in turn, using an example for clarity. Say
I want to find out whether there is a causal relation between the pressure in
my bike’s tires and how long it takes me to get to campus. An interventionist
would represent these causal relata as variables:
X : the pressure in my bike’s tires.
Y : the duration of my rides to work.
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Notice that one of these variables represents a property of a thing (my
bike, or its tires), while the other represents a property of an event (its
duration). As long as we can represent the features of interest as variables,
this is no problem for the interventionist. There is only one restriction: the
variables must be able to take different values. Clearly this is not a problem
in this example, as Y has proven to be quite variable, and X can at least
take values from anywhere between 1 bar (normal atmospheric pressure)
and 6 bar (the maximum pressure specified by the manufacturer). Notice
that there certainly are manipulations that could take these values out of
their regular ranges (I can put the tires in a vacuum chamber, or overinflate
them), but for an interventionist, limiting the range of variability does not
detract from the value of an experiment. Currently the range is limited by
situations which are realistic in everyday use.
The question is now whether a causal link exists between these two.
Woodward makes frequent use of directed graphs to visualize causal relations
(Woodward 2003, p. 38), and I shall do the same for this example. The
question is then whether the relation visually expressed in figure 3.1 holds.
X

?

Y

Figure 3.1: A possible causal relation between variables X and Y.

In order to figure this out, we want to manipulate the value of X and see
whether Y changes. That is, we want to cause X to take different values,
and see whether Y changes. If, by utilizing a bike pump, we cause X to
change, us using the bike pump can be represented by the variable I in the
causal model (see figure 3.2).
I

X

?

Y

Figure 3.2: Manipulation of X by I added to the causal model.

Now we are ready to evaluate whether I is an intervention variable for X
with respect to Y, using Woodward’s definition quoted above. Does changing
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the tire pressure using the bike pump count as a proper experimental
manipulation to determine whether X causes Y ? For that to be the case,
obviously I must be a cause of X (condition I1), as pictured in figure 3.2.
If applying the bike pump has no effect on the tire pressure, then clearly it
is not a manipulation at all, let alone a suitable one.9
The second condition for I to be an intervention variable is that it
acts as a ‘switch’ for all the other variables in variable set V that cause X.
Woodward explains:
a variable S acts as a switch for X with respect to V if
and only if there is some value of S for which changes in V
will change X and some other value of S (ideally, a range of
values for S ) for which changes in V will not change X and
for which the value of X is determined by the value of S alone.
Informally, the value of the switch variable ‘interacts’ with the
value of X in such a way that when the switch is in certain
positions, the causal connection between X and V is ‘broken’.
(ibid., pp. 96–97)
Translated to our example, I take this to mean that if using the pump
on the tires is to count as a proper experimental manipulation of X, there
should not be other variables that also influence X for the duration of
the experiment.10 Say, for example, that the causal model also includes a
9

Notice that since the definition of an intervention variable relies on the notion of a
cause, Woodward’s account can not be seen as a reductive account of causation (in which
cause and its connected notions are defined in terms of a different set of concepts). In the
next section (3.1.3) I shall discuss Woodward’s view on this matter.
10
I recognize that the condition specifies that the intervention variable itself should
break the causal link between other causes of X and X. For specific examples this may work,
but I believe it is too strict a demand for many legitimate experimental manipulations.
After all, how could pumping up the bike tires ever disable the possible effect of a puncture
upon tire pressure? I take the spirit of Woodward’s criterion to be that the intervention
as a whole should control for other causes of X, not that in all cases the intervention
variable itself breaks other causal links to the prospective cause that may be present.
This is reflected in language such as that ‘we should hold fixed via an intervention’ (e.g.
Woodward 2015a, p. 334) all other variables in V. The link between an intervention and
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variable P for the porousness of the tires. P influences the tire pressure,
sometimes significantly so (e.g. when there is a puncture). This causal
relation is shown in figure 3.3.
I

X

?

Y

P
Figure 3.3: The tires’ structural integrity (P ) also influences X.

Certain influence on X by P may mask whatever influence our intervention has on X. In such cases our intervention on X may have no effect
upon Y, and we might erroneously conclude that tire pressure has no effect
upon travel time. Therefore, in order to make sure we’re testing the effect of
our manipulation, we have to make sure that it and it alone influences the
candidate cause for the duration of the experiment. Figure 3.4 represents
this situation: the causal link between P and X has been broken (or more
realistically: controlled for), as indicated by the red cross disrupting that
particular causal arrow.
The third condition for I to qualify as an intervention variable on X with
respect to Y, is that any causal path from I to Y goes through X. This is
meant to exclude cases where the intervention itself changes the outcome of
the experiment, bypassing the relation of which we’re investigating whether
it is causal or not. For example, if I pump up my tires right before I get on
the bike, the physical activity could provide a warming up, causing me to
cycle faster. This way, I has a direct effect on Y, as pictured in figure 3.5.
The fourth and final condition specifies that I not be correlated (for
whatever reason) with any other variables that cause Y (without going
through X ). For example, take variable R which represents whether or
the intervention variable seems somewhat more loose than the definition of (IN) (see page
94) lets on.
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X

?
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Y

P
Figure 3.4: For the duration of the experiment, the causal link between other causes of
X and X must be broken, i.e. controlled for. This is indicated by the red cross
disrupting the causal arrow.

I

X

?

Y

Figure 3.5: The intervention has a direct causal relation with the effect.

not it rains while I cycle to campus. R is a cause of Y, because when the
roads are wet I cycle more carefully, i.e. slower. Now the fourth criterion
stipulates that there may be no correlation between the intervention I and
R. In other words: me running my experiment (I ) may not be correlated
(for whatever reason) with whether or not it is raining. Such a reason could
be that when it rains I do not want to spend time outside inflating my tires,
to the effect that I only run the experiment when it is dry. This diminishes
the validity of the experiment, since the results are only applicable to a
subset of situations. See figure 3.6 for a depiction of this situation. The
point is that I have to run the experiment independently of other factors
that influence the duration of my trip.
Only if all the above conditions have been met, does a variable qualify
as an intervention variable—a variable suitable for manipulating a possible
cause with the purpose of establishing whether or not it has a causal relation
with a specific effect. If a suitable intervention variable has been found, all
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I

X

?

Y

R
Figure 3.6: I correlates with R (for whatever reason), and R directly causes Y without
going through X.

that remains is to actually run an intervention (IN):
(IN) I ’s assuming some value I =zi , is an intervention on X
with respect to Y if and only if I is an intervention variable for
X with respect to Y and I =zi is an actual cause of the value
taken by X. (Woodward 2003, p. 98)
A very important distinguishing feature of an intervention variable (and
indeed an intervention as a whole) must be stressed. Whereas causes are
relativized to a variable set (see page 84), interventions are not. So while
the claim ‘X is a cause of Y ’ must be interpreted relative to a variable
set V that includes both X and Y, the intervention variable I is not so
relativized. Whether I qualifies as an intervention variable with respect to
X depends not only on the variables in the specific set under consideration,
but on all other variables that may possibly violate the conditions in (IV).
As such we cannot ‘cheat’ and generate causal relations merely by excluding
variables from a set, since proper interventions have to take all variables into
account, not just those in the set. Woodward firmly rejects the suggestion,
put forward by some, that the “definition of an intervention is implicitly
relativized to the variables in a network” (Strevens 2007, p. 243), and writes
that:
a look at (IN) makes it clear that there is no explicit or
obvious relativization to a variable set of the sort that Strevens
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has in mind. In particular, (IN) is formulated in terms of requirements that concern the relationship between the intervention
variable I and ‘other (contributing) causes’ of Y, the putative
effect variable, and not in terms of the relationship between I
and the other causes of Y that are in some particular variable set
V or that are known to the experimenter. In other words, the
intervention must be uncorrelated with all potential confounders,
not just with all confounders that happen to be in some variable
set such as the one we use to describe the system in which the
intervention occurs. (Woodward 2008b, p. 202)
This concludes the discussion of intervention variables and interventions,
but before I continue I must also stress an important assumption with
respect to variable sets:
it is generally assumed that the variables occurring in a
graph may be causally related or not or correlated or not, but
that such variables are not connected by relationships of noncausal dependency (such as logical, conceptual, or mathematical
relationships or supervenience relationships) of a sort that are
inconsistent with their standing in causal relationships. (I will
call these ‘non-causal dependency relations’ in what follows.) In
other words, it is assumed that we are dealing with variables
[that] are ‘distinct’ in a way that allows them to be potential
candidates for relata in causal relationships. (Woodward 2015a,
p. 310)
As you can tell from this citation, Woodward only made this assumption
explicit in 2015 in response to criticism. While in that year he introduces
modifications to interventionism (which will be discussed extensively in
section 3.2.3), it is plausible that interventionism as envisioned in 2003
was “intended to apply to systems in which no non-causal relations of
dependency are present” (ibid., p. 312), or at the very least that Woodward
had not considered applying interventionism to systems with non-causal
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relations. This assumption is not only compatible with, but also in the spirit
of interventionism as expressed in Making Things Happen, which is why I
include it here (see also the brief discussion and footnote on page 106).
Woodward dubs this desideratum the independent fixability of variables,
defined as follows:
(IF): A set of variables V satisfies independent fixability of
values if and only if for each value it is possible for a variable
to take individually, it is possible (that is, ‘possible’ in terms of
their assumed definitional, logical, mathematical, mereological
or supervenience relations) to set the variable to that value via
an intervention, concurrently with each of the other variables
in V also being set to any of its individually possible values by
independent interventions. (Woodward 2015a, p. 316)
For example, say variables X, Y and Z are causally related as in figure
3.7, and refer to the following:
X : Jane is cycling.
Y : Jane is engaged in physical activity.
Z : Jane is sweating.

X
Z
Y
Figure 3.7: Causal relations in a variable set that doesn’t satisfy (IF ).

The fact that the variables in this graph fail the condition of independent
fixability (due to definitional overlap in this case, but other reasons are
equally disqualifying), means that no valid intervention variables can be
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produced for X with respect to Z. After all, how is one to keep the other
cause of Z (that is, Y ) fixed, while manipulating X ? It cannot be done, and
any intervention variable I for X with respect to Z will always break at least
the third condition of (IV) (that I does not cause any causes of Z that are
distinct from X ). Basically, this set of variables has been ill-defined to the
effect that questions concerning causal relations (‘was it Jane’s cycling or
her physical activity that caused her to sweat?’) become equally ill-defined.
So, crucially, “We may think of satisfaction of (IF) as a necessary
condition for a graph to count as a causal graph—that is a graph relating
variables that may stand in causal relations but do not stand in any relations
of non-causal dependency” (Woodward 2017, p. 255). If a variable set is to
be a valid target for investigation of causal relations among its variables,
it must conform to this requirement. This is a very important condition
that will play a pivotal role in the debate (discussed in sections 3.2 and 3.3)
on whether interventionism can play a role in solving the causal exclusion
problem.

3.1.3

Two criticisms of manipulation theories

I now turn to Woodward’s approach to the two main criticisms traditionally
leveled against manipulation theories: “that manipulability theories are
unilluminatingly circular and that they lead to a conception of causation
that is unacceptably anthropocentric” (Woodward 2016, p. 3). For many
versions of manipulation theory these criticisms are justified, which is due
to the fact that they are “generally reductionist in aspiration and assign
a central role to human action” (ibid., p. 1). I shall explain the relation
between these features and the criticisms to which they give rise in turn.
The first is the criticism of circularity, which thwarts any reductionistic
aspirations manipulation theorists might have with regard to the concept of
causation. Woodward sets up the conundrum as follows:
Philosophical defenders of the manipulability conception have
typically attempted to turn the connection between causation
and manipulability into a reductive analysis: their strategy has
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been to take as primitive the notion of manipulation (or some
related notion like agency or bringing about an outcome as a
result of a free action), to argue that this notion is not itself
causal (or at least does not presuppose all of the features of
causality we are trying to analyze), and then to attempt to
use this notion to construct a noncircular reductive definition
of what it is for a relationship to be causal. (Woodward 2003,
p. 27)

However, the notion of a manipulation seems to be essentially dependent
on the notion of causation:
Suppose that X is a variable that takes one of two different
values, 0 and 1, depending on whether some event of interest
occurs. Then for an event or process M to qualify as a manipulation of X, it would appear that there must be a causal connection
between M and X : to manipulate X, one must cause it to change
in value. How then can we use the notion of manipulation to
provide an account of causation? (Woodward 2016, p. 3)
Woodward agrees that this gets manipulationists into hot water, at
least as long as they stick to their goal of using manipulation theory to
translate talk of causes to talk that does not feature causal terms. He
therefore denounces these reductionist aspirations and stresses that “it
is crucial to my argument that an account of causation and explanation
can be worthwhile and illuminating without being reductive” (Woodward
2003, p. 21). There is a lot to be gained from an account of causation
that specifies whether, given knowledge of one causal relation (between an
intervention variable and a candidate cause), another causal relation can be
said to hold (between the candidate cause and a specific effect). “This does
not yield a reduction of causal talk to non-causal talk, but it is also not
viciously circular in the sense that it presupposes that we already have causal
information about the very relationship that we are trying to characterize”
(Woodward 2016, p. 23). As such, a manipulationist framework can make
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the valuable contribution of providing “a nontrivial constraint on what it
is for a relationship to be causal without providing a reductive analysis of
causality” (Woodward 2003, p. 106).
Gijsbers and de Bruin (2014), following up on Baumgartner (2009a),
have argued that while Woodward’s theory may not have a problem of
circularity, it does suffer from a ‘genesis issue’. That is, in order to know if
one relation is causal, we must have prior knowledge of another relation being
causal, and so forth ad infinitum. Therefore, “on Woodward’s theory, it is
mysterious that we ever manage to start getting causal knowledge” (Gijsbers
and de Bruin 2014, p. 1789). The authors offer a way out of this conundrum
by offering a genesis story, arguing that “a primitive agency notion of
causation can be used to get the interventionist theory of causation started”
(ibid., p. 1789). The interventionist theory itself can then be understood
as “a sophisticated version of a primitive agency notion of causation, a
version we have arrived at after generalising away from human action. The
interventionist theory can escape the infinite regress of testing because it
can treat the original causal claims of the agency theory as prima facie
justified claims about contributing causation simpliciter” (ibid., p. 1782).
Whether this solves the matter in a way that Woodward finds satisfying is
uncertain, given his response to the next criticism.
The second criticism, manipulation theories’ anthropocentricity, actually
arises as a consequence of the strategy employed by some manipulation
theorists who aim at reduction, like von Wright (1971) and Menzies and
Price (1993). In their theories “the characterization of a manipulation (or
intervention) makes essential reference to human agency or free choice, and
the hope is that this can be somehow grasped or understood independently
of the notion of causality” (Woodward 2003, p. 104). However,
. . . it is uncontroversial that causal relationships can obtain
in circumstances in which manipulation of the cause by human
beings is not practically possible—think of the causal relationship
between the gravitational attraction of the moon and the motion
of the tides or causal relationships in the very early universe.
How can a manipulability theory avoid generating a notion of
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causation that is so closely tied to what humans can do that it
is inapplicable to such cases? (Woodward 2016, p. 3)

Fortunately, by giving up reductionist aspirations, the need to involve
human agency in the characterization of an intervention also disappears.
There is no more need to assign “a privileged status for human action” (ibid.,
p. 28), if interventions are defined as Woodward defines them (see page
3.1.2):
on the characterizations of (IV) and (IN) there is nothing
logically special about human action or agency: human interventions are regarded as events in the natural world like any other
and they qualify or fail to qualify as interventions because of
their causal characteristics and not in virtue of being (or failing
to be) activities carried out by human beings. (Woodward 2003,
p. 104)
To sum up this discussion: the theory of causation espoused by Woodward “lacks many of the features of manipulability theories found in the
philosophical literature. It is nonreductive, non– (or at least not very)
subjectivist, and assigns no special constitutive role to human agency in the
elucidation of causal claims” (ibid., p. 150). As such it purports to avoid
the main criticisms faced by earlier versions of manipulability theories.

3.2

Interventionism solves causal exclusion?

Woodward’s interventionism is regarded as a successful, modern theory of
causation and causal explanation, one that is compatible with scientific
and everyday usage of the notion of cause, and which does not suffer from
problems faced by earlier interventionist theories. Some have ascribed to
it yet another advantage, going so far as to claim that it can shed light on
the causal exclusion problem (e.g. Shapiro and Sober (2007), Campbell
(2008), List and Menzies (2009), Raatikainen (2010), Weslake (forthcoming),
Eronen (2012) and Polger, Shapiro, and Stern (2018)). Woodward himself
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appears to agree and writes that the core idea motivating this claim is that
“many of the standard arguments for the causal inertness of the mental rest
on mistaken assumptions about what it is for a relationship to be causal, and
about what is involved in providing a causal explanation” (Woodward 2008a,
p. 218). As such, it is thought that by providing a different (interventionist)
account of causation the causal exclusion problem can be avoided. Given
that the aim of my dissertation is to provide a method for approaching
mental causation that is not fazed by the causal exclusion problem, an
investigation of this claim cannot be omitted.
In this section I shall provide a brief recap of the causal exclusion
problem (3.2.1), illustrate the prima facie incompatibility of causal claims
involving supervenient properties with interventionism (3.2.2), and present
the modifications Woodward makes to his theory in order to accommodate
supervenient causation (3.2.3). I then discuss (and agree with) criticisms of
Woodward’s modified position and show that it does not offer a solution to
the causal exclusion problem (3.2.4).

3.2.1

Recap of causal exclusion

In the first chapter I introduced the causal exclusion problem, but in order
to set the stage for Woodward’s argument that interventionism can solve it,
it is useful to provide a brief recap to recall what is at stake, and to restate
the problem in interventionist terms.
The core of the issue is this: nonreductive physicalists conceive of
the mental as manifested in a specific type of properties which supervene
on physical properties. While there are different interpretations of the
nature of the supervenience relation, “there are at least two features shared
by all of these notions: first, supervenience is a non-causal relation and,
second, every change in the supervening property or variable is necessarily
accompanied by a change in the supervenience base” (Baumgartner 2010,
p. 368). Crucially, in addition to this, the supervenient mental properties
are said to be irreducible to (i.e. neither identical to, nor decomposable
into) the physical properties on which they supervene. At the same time,
nonreductive physicalists are physicalists, which entails that they believe the
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physical domain to be causally closed, i.e. all physical events have complete
physical causes. Moreover, it is deemed unreasonable that in all cases of
mental properties having effects, these effects should be overdetermined, i.e.
caused both by the mental property and its subvenient physical property.
To put this into context, consider the most prevalent interpretation of
this supervenience relation: that between role and realizer. Functionalists
like Fodor (1968) and Putnam (1975) define mental properties in terms
of a causal role, which may be realized by multiple physical states. This
multiple realizability prevents reduction of the mental property types to the
physical realizers. Moreover, the relation between role and realizer is one
of supervenience: a non-causal relation in which there cannot be a change
in the supervenient mental property without a change on the level of the
physical realizers.
Given such a setup, it becomes hard to argue for the causal efficacy of
supervenient mental properties, since the subvenient physical properties
appear to do all the work. That the mental properties have causal efficacy
‘over and above’ the physical properties, or that there is something to do for
the mental qua mental, appears to be incompatible with the causal closure of
the physical and the desire to stay away from massive overdetermination.11
The problem is usually represented in Kim-style diagrams (see Kim 2005)
like the one in figure 3.8, in which I have used to indicate the problematical
relation.
Whereas traditionally the problem formulation requires the assumptions
of causal closure of the physical and the ‘no overdetermination-requirement’,
for interventionists the issue can be stated more simply: in this causal
model, given the non-causal dependency relation of M upon P , can M be
a cause of P ∗? That is: is there a suitable intervention conforming to the
requirements laid down in (IV) (see page 89) on M with respect to P ∗ such
that P ∗ changes while all other variables are kept fixed (following (M), see
11
See section 2.3.1 in which I mention accounts that focus merely on causal relevance
as opposed to causal efficacy for the mental. Such accounts are not affected by the causal
exclusion problem in the way the nonreductive physicalism as characterized in this section
is. My focus remains on accounts that aim for mental realism and therefore actual causal
efficacy of the mental.
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M

P

P∗

Figure 3.8: The Kim-style (Kim 2005) representation of the problematic situation involving
a mental property M , its supervenience base P and a physical property P ∗ which
both P and M appear to be a cause of. Straight arrows indicate a causal relation,
the wiggly arrow symbolizes the (non-causal) supervenience relation.

page 84)?
Before I go into how there appears, at face value, to be no such intervention, it is important to reiterate what exactly is at stake here for
nonreductive physicalists. Defending the causal efficacy of the mental (conceived of as supervenient phenomena) is about nothing less than defending
the very reality of mental phenomena. For Kim and many others, to exist is
to have causal powers; an axiom dubbed ‘Alexander’s Dictum’ by Kim (see
chapter 1), and also referred to as the Eleatic Principle, to the effect that
“everything that exists makes a difference” (Armstrong 1997, p. 41).12 This
latter formulation is very much in line with how an interventionist would
state the principle, which is that to be is to make a difference. Assuming this
principle, if you have realist aspirations with regard to mental properties,
“your mental properties must be causal properties—properties in virtue of
which an event enters into causal relations it would otherwise not have
entered into” (Kim 1989, p. 43).
To deny that mental properties can make a difference to the causal
relations in which their bearer can enter, amounts to eliminativism with
regard to the mental. This is why epiphenomenalism, at least for Kim,
is no better than eliminativism. To say something exists without causal
powers, is equivalent to saying it does not exist. Alternatively, stated in
interventionist vocabulary: to say of a phenomenon that it exists without
12

And see also Oddie (1982).
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making a difference to anything, is to say the phenomenon does not exist.
This is why any mental realists, including nonreductive physicalists, are
forced to argue for the causal efficacy of mental phenomena. That explains
the urgency with which nonreductive physicalists look for a theory of
causation that can accommodate the type of causal relata they require for
their conception of mind.

3.2.2

Prima facie incompatibility

Can interventionism, as introduced in section 3.1, somehow ameliorate
the causal conundrum sketched above? One would be inclined to say no,
for the obvious reason that (M) (see page 84) requires that for a proper
experimental manipulation with the purpose of determining whether or not a
causal relation between two variables holds, all other variables in the variable
set under investigation need to be held fixed. As Shapiro and Sober note,
this means that “to test whether a given macroproperty is real, one must
hold fixed its supervenience base while manipulating the macroproperty and
see if this makes a difference in some candidate effect term. How else to
discover those powers that a macroproperty has in addition to those that
its supervenience base possesses?” (Shapiro and Sober 2007, p. 11).13
Clearly, in the case of a supervenience relation holding between two of
the variables in the set, the very definition of supervenience guarantees the
impossibility of intervening upon the supervenient property while keeping
the supervenience base fixed at some value. In fact it gets even worse, for
“the downward causal inertness of M resulting from this argument does not
depend on the choice of a particular set V” (Baumgartner 2010, p. 369).
Even if one would choose to exclude the supervenience base from the variable
set, (IV) (see page 89) is not relativized to a variable set, meaning that a
proper intervention on any supervenient property must never change the
value of its supervenience base:
13

Here ‘macroproperty’ is used as a synonym for supervenient property, specifically in
the context of ‘macroscopic’ mental properties being realized by ‘microphysical’ supervenience bases.
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since the notion of an intervention variable provided by (IV)
is not relativized to variable sets, every possible intervention
on M must be independent of P —irrespective of whether P is
contained in an analyzed set or not. It follows that there does
not exist a variable set with respect to which there possibly
exists an (IV)-defined intervention variable for M with respect
to P ∗, which entails that M does not cause P ∗ simpliciter.
(Baumgartner 2013, p. 8)
It would appear that “The conceptual core of Woodward’s acclaimed
variant of interventionism is so strong that such macro-to-micro causation is
ruled out on a priori grounds” (Baumgartner 2009b, p. 163). Baumgartner
even stresses that interventionism “gives rise to an exclusion argument
that rests on premises that are significantly weaker than the premises of
traditional exclusion arguments” (ibid., p. 163). As indicated in the previous section, the assumptions of causal closure and no overdetermination
are not even necessary to formulate the causal exclusion problem from an
interventionist standpoint. Even if P is not assumed to be a sufficient cause
of P ∗, and even if overdetermination were allowed, interventionism would
still be incompatible with M being a cause of P ∗. The interventionistic
version of the causal exclusion problem follows directly from including a
non-causal dependence relation in the causal model, prompting Baumgartner to conclude that “interventionism and non-reductive physicalism are
incompatible on conceptual grounds” (Baumgartner 2013, p. 2).
Woodward acknowledges Baumgartner’s criticism, recognizing that
“Baumgartner’s argument is that (IV) requires that in assessing the causal
efficacy of M , one must hold fixed or control for its supervenience base, and
that this requirement implies that M cannot cause M ∗” (Woodward 2017,
p. 257).14 Why then do some interventionists think that interventionism is
not only compatible with causation by supervenient properties, but in fact
14
Here Woodward talks of mental-to-mental causation: M causes another mental state
M ∗, where the latter supervenes on P ∗. For simplicity’s sake I only discuss the mental
causation problem in the context of mental-to-physical causation. Kim (2005) believes
the latter is a precondition for mental-to-mental causation.
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supports it? How is it that “from the perspective of interventionist theories
of causation, Kim’s exclusion argument is mistaken” (Shapiro 2012, p. 507)?

3.2.3

Woodward’s modifications

Shapiro and Sober (2007) were the first to suggest that “one must be
very careful in deploying ‘holding-fixed arguments’. To assess whether X
causes Y, the common causes of X and Y must be held fixed, but not the
microsupervenience base of X ” (ibid., p. 8). Woodward agrees with this
line of thought, stating that “issues about which variables it is appropriate
to control for in assessing the causal efficacy of the mental are at the heart
of the exclusion problem” (Woodward 2015a, p. 315). What gives rise to
the ‘interventionist exclusion problem’, according to Woodward, is the error
of treating the graph in figure 3.8 as a causal graph. This amounts to
applying “interpretations and rules of inference that are only appropriate
for causal relationships to non-causal relationships of dependency” (ibid.,
p. 318). Woodward claims that while constructing his theory of causation
in Making Things Happen (Woodward 2003), he “assumed that we were
not dealing with variables which stood in supervenience or other non-causal
dependency relations, without making this restriction explicit” (Woodward
2015a, p. 325).15 In Woodward (ibid.) he does make this assumption explicit,
in the form of the requirement of independent fixability ((IF), see page 96).
As such, in Woodward’s interventionistic theory of causation as detailed in
section 3.1,
15
Whether he assumed this exactly at the time or not cannot be conclusively determined
from reading Making Things Happen, but it can at least be established that the topics of
mental causation and controlling for variables that stand in non-causal relations to others
was not discussed then. It is therefore plausible to say the theory was not written to apply
to such cases, and that this criterion is compatible with the spirit of it. Baumgartner is
more skeptical and offers an extensive discussion of various interpretations of Woodward’s
original theory, and whether or not they imply that (IF) is a necessary requirement for
causation, or rather a precondition for application of the theory as is now being claimed.
See in particular Baumgartner (2009b) and Baumgartner (2010). Given that requiring
that variable sets to which (M) will be applied conform to (IF) is at least not incompatible
with Woodward (2003), I shall go along with Woodward on this point and treat his
original theory in that manner (as I have in section 3.1.2).
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(IV) is intended to apply to systems of causal relationships
satisfying (IF)—that is, to causal graphs constructed according
to the rules (governing direct causation, etc.) given in Woodward
2003.16 Baumgartner apparently assumes that Kim’s diagram
is such a causal graph for the purposes of applying (IV) and
that P is [in] the relevant sense, an ‘off-path variable’ in such a
graph. But this is not what (IV) says, assuming (as virtually
everyone involved in this discussion, including Baumgartner,
agrees) that [the] supervenience relationship represented by the
[wiggly] arrow is a non-causal dependency relationship. (IV)
says nothing about controlling for variables that are ‘off-path’ in
the sense that they stand in non-causal supervenience relations
to the variable intervened on. (Woodward 2017, p. 257)
In short, Woodward’s diagnosis of the prima facie incompatibility of interventionism and mental causation, is that it arises due to a misapplication
of his theory. While true in a technical sense, I believe this characterization
does his critics somewhat of a disservice as it could be interpreted as the
claim that they have not fully understood his theory. I think Baumgartner
(2009b) aptly shows that interventionism as conceived of in Making Things
Happen does not have the means to accommodate causation by supervenient
phenomena in the manner that nonreductive physicalism requires. Woodward’s claim that the theory was meant to apply only to models where no
non-causal dependence relations are present only supports this. To call
Baumgartner’s analysis a ‘misapplication’ suggests that there is a right
way to apply the theory such that it can deal with supervenient causation.
That there is no such right way is proven by the fact that modifications
to the theory are required if it is to accommodate supervenient causation—
16

Likewise, the definition of direct and contributing causes ((M), see page 84), “should
be understood as intended to apply to systems in which no non-causal relations of
dependency are present. So understood (M) requires that for X to be a direct or
contributing cause of Y, it must be true both that it is possible to intervene on X (there
must ‘be’ such an intervention) and that under this intervention, Y changes when other
specified variables be held fixed” (Woodward 2015a, p. 312).
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modifications which Woodward then proceeds to introduce. In discussing
his rationale for modifying his theory he starts by stating that (IF) is
not a reasonable assumption for systems in which relationships of non-causal dependency are present, since the presence
of such relationships implies that certain combinations of values
of variables are not possible. In particular, it plainly would be
misguided to require that if X is a variable in such a system violating (IF), then in order for X to be causally efficacious, it must
be possible to set X and the other variables in the system to
combinations of values that are ruled out by whatever non-causal
dependency relations are present in the system. Given (M), this
would immediately entail that X is never causally efficacious.
Instead, for systems violating (IF), we must understand the
notion of intervention in such a way [that] interventions on X do
not require setting X and other variables to combinations of values that are inconsistent with whatever non-causal dependency
relations are present. (Woodward 2015a, pp. 312–213)
To illustrate inappropriate use of the interventionist theory and introduce
the required modifications so it may deal with variable sets that violate
(IF), Woodward discusses an example offered by Spirtes and Scheines (2004,
p. 836). They use the case that high density cholesterol (HD) lowers
the probability of heart disease (D), whereas low density cholesterol (LD)
increases that probability. Suppose also that we have a variable TC, which
represents the total level of cholesterol, i.e. the sum of high density and
low density cholesterol. It is easy to see that these variables form a set that
does not conform to (IF), for it is definitionally impossible to change HD,
LD or TC without changing at least one other variable. Still, if one were
to (erroneously) represent these variables in a causal graph, it would yield
something like figure 3.9.
If we take figure 3.9 at face value, i.e. as a causal graph, then interventionism as we have so far discussed it would have us conclude that HD, LD
and TC are not causes of D. Why? Because, if we’re testing for the causal

3.2. INTERVENTIONISM SOLVES CAUSAL EXCLUSION?

109

HD

TC

D

LD
Figure 3.9: Heart disease (D) is causally influenced by high density cholesterol (HD), low
density cholesterol (LD) and total cholesterol (TC ). While HD and LD also directly
control TC, this is not a causal but rather a definitional or mathematical relation.
This difference is not accounted for in the causal graph.

efficacy of, say, LD upon D, we either keep all other variables fixed in which
case LD also does not change (so neither does D), or we do change LD,
but then we violate (M) since TC is not kept fixed while we perform this
experimental manipulation. In both cases there is no suitable intervention
on LD with regard to D, thus leaving the interventionist to conclude that LD
is not a cause of D. Clearly, “this is not an appropriate way of assessing the
causal effect of LD on D” (Woodward 2015a, p. 328). Including non-causally
related variables in a causal graph or variable set “creates problems for the
causal interpretation of graphs containing such variables” (ibid., p. 328).
To accommodate cases like these, Woodward commits to modifying his
theory of causation. He modifies it such that it can be applied to variable
sets that violate (IF).17 These modifications are to the effect that it is no
17

There is another way of modifying interventionism such that it can accommodate
supervenient causation that does not involve allowing for variable sets that violate
(IF). This involves modifying only the definition of an intervention (IV). Woodward
recognizes the option of excluding any non-causally related variables from variables sets
that are the subject of causal investigation: “one solution is simply to exclude from
our causal representation any variables which are definitionally related: for example, a
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longer required to control for variables which stand in relations of non-causal
dependency:
The most straightforward way of implementing this idea
within the interventionist framework is to interpret (or re-interpret)
(M) in such a way that it is understood to say that we should
consider only those manipulations/interventions and combinations of these that involve setting variables to combinations of
values that are ‘possible’ (in the sense of being consistent with
definitional constraints) in assessing whether or not X is a direct
cause or contributing cause of Y. (Woodward 2015a, p. 329)
Of course the notion of intervention should then also be modified, since as
discussed (IV) too is incompatible with causation by supervenient properties
(as any intervention on the supervenient phenomenon also causes the effect
via a different path through the subvenient phenomenon). The new duo of
(M) and (IV), modified to accommodate non-causal dependency relations,
specifically supervenience, is then:18
(M*) X is a (type-level) direct cause of Y with respect to
the variable set V iff there possibly exists an (IV*)-defined
intervention on X with respect to Y such that all other variables
in V that are not related in terms of supervenience (or definition)
to X or Y are held fixed, and the value or the probability
distribution of Y changes. X is a (type-level) contributing cause
representation which includes the variables LD and HD but not TC is legitimate but no
representation which includes all three is. More generally one might exclude as illegitimate
any graph containing variables that violate (IF), as the variables under discussion do”
(Woodward 2015a, p. 328). Because in his view this would prevent interventionism from
accommodating supervenient causation, Woodward instead opts to modify his theory in
such a way that it allows for (IF)-violating sets. In the next section I shall discuss the
alternative response and the modifications to the notion of intervention that it requires in
detail.
18
Woodward doesn’t provide the definitions in this form, but only describes the
modifications (see ibid., pp. 333–334). The definitions in this form are taken from
Baumgartner.
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of Y with respect to the variable set V iff (i) there is a directed
path from X to Y such that each link on this path is a direct
causal relationship and (ii) there possibly exists an (IV*)-defined
intervention on X with respect to Y such that all other variables
in V are not located on a causal path from X to Y or on a
path from a variable Z to Y, such that Z is related in terms of
supervenience (or definition) to X or Y, are held fixed and the
value or the probability distribution of Y changes. (Baumgartner
2013, p. 14)
The modified version of (IV)—(IV*)—is identical to (IV) when it comes
to the first two requirements (see page 89), with modifications being limited
to the third and fourth requirement:
(IV*) I is an intervention variable for X with respect to Y
iff I satisfies (IV.i), (IV.ii), (IViii*), and (IV.iv*):
(IV.iii*) any directed path from I to Y goes through X or
through a variable Z which is related to X in terms of supervenience (or definition);
(IV.iv*) I is (statistically) independent of every cause of Y which
is neither located on a path through X nor on a path through a
variable Z which is related to X in terms of supervenience (or
definition). (ibid., p. 13)
The modifications are as straightforward as Woodward’s suggestion,
and simply consist of exemptions for variables that stand in relations of
supervenience—these now do not need to be held fixed according to (M*),
nor is it a problem in (IV*) if there are alternate causal paths from the
intervention variable to the effect as long as they go through variables that
stand in a relation of supervenience with the cause. With these modifications
interventionists can unproblematically work with models such as in figure
3.9, since now there certainly are (IV*)-interventions on LD with respect
to D. That TC also changes as we manipulate LD is no longer a problem,
since according to (M*) TC, which is definitionally related to LD, does not
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need to be held fixed, and neither is it a problem that any I with respect
to LD is also a direct cause of TC (which in turn is a direct cause of D),
because of the exemption in the third clause of (IV*).
While the supervenience relation between mental and physical properties
is not the same type of relation as the definitional dependence of TC on HD
and LD, Woodward believes (and I agree on this point) they are relevantly
similar:
The supervenience relation thought to be present in nonreductive physicalism is of course not the same as mathematical/definitional relation present in the cholesterol example.
Nonetheless the same basic points concerning causal inference
seem to apply. When logical/mathematical relations are present,
it seems uncontroversial that we will make mistaken causal inferences if we attempt to ‘control for’ variables that are related as
a matter of definition. That is, we get into difficulties when we
treat non-causal relations of definitional dependency as though
they are ordinary causal relations, and import demands for control and holding fixed that are appropriate to the latter into the
former context. I claim that parallel points apply when supervenience relations involving non-causal dependency relations are
present. (Woodward 2017, p. 261)
So through these modifications, Woodward has made interventionism
compatible with variable sets that feature non-causal dependency relations,
including the supervenience of mental properties upon physical properties.
Doing so did come at a price though, since “extending the standard framework to encompass non-causal dependency relations leads to a number of
complications and makes causal interpretation in some respects less natural
and transparent” (Woodward 2015a, p. 318). The most obvious consequence
of this, is that when we’re manipulating LD while measuring D, it becomes
unclear whether we are measuring the effect of LD or TC upon D. Moreover,
since both LD and TC have an effect upon D, a ‘doubling effect’ crops up.
Any changes in LD effect D directly, but additionally also indirectly via
TC.
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Thus in assessing the total effect of a change in LD on D,
we need to take account of both the direct effect of LD on
[D] and a second indirect effect that is mediated through TC.
This is plainly double counting. TC has no effect on D that is
independent of or distinct from the effect of LD on D.19 Thus in
this sort of context we cannot simply identify the effect of LD
on D with what would happen under a suitable intervention on
LD, without correcting for double counting. (ibid., p. 330)
Clearly, as Woodward admits, this introduces “a certain amount of
cumbersomeness” (ibid., p. 330). He is willing to overlook it though, presumably since he believes the proposed modifications are required to allow
interventionism to accommodate supervenient mental causation. However it
should be noted that Woodward does not explicitly motivate the choice to
modify interventionism in the way he does—that is: to modify not just (IV)
but also (M) to explicitly allow for (IF)-violating variable sets. Whereas
he announces that he wants to defend the choice to allow for (IF)-violating
sets as opposed to rejecting them as illegitimate (ibid., p. 333), his answer
to “the question of why we should adopt these proposals” (ibid., p. 335)
appears to be merely that given a variable set that violates (IF) about which
causal statements are going to be made, it would be inappropriate to do so
in accord with an unmodified interventionistic theory. However, the fact
that it is inappropriate to apply interventionism to variable sets that violate
(IF) (and that doing so leads to problems) is not in itself an argument to
modify interventionism to allow for such sets. There is another, more targeted modification that enables interventionism to deal with supervenience
relations without allowing for sets that violate (IF): only modifying (IV).
This option will be discussed in the next section.
To conclude for now: Woodward modifies interventionism in such a
way that it becomes applicable to variable sets that include relations of
19
This raises the question of whether application of the modified interventionism can
accommodate the causal efficacy of mental properties over and above that of their physical
supervenience bases, as is required by nonreductive physicalism (see section 3.2.1). More
on this in the next section.
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non-causal dependency, despite the fact that this muddies the water and
makes causal claims less transparent. While the modifications to his theory
undeniably take away the immediate incompatibility of interventionism
with supervenient relations, it is unclear whether they do much to support
them either, nor did Woodward explicitly motivate the choice to modify
interventionism in the way he did. Both this choice and the modified version
of interventionism’s ability to support mental causation have been criticized.
I shall now first discuss the criticism of Woodward’s modifications, and
turn to the alternative interventionistic response to the problem in the next
section.

3.2.4

The modifications are ineffective

Several authors have called into question the ability of Woodward’s modified
version of interventionism to actually support (rather than merely not-beincompatible-with) causation by supervenient properties. I shall now explain
their reasoning, and discuss whether Woodward’s modified interventionism
(consisting of (M*) and (IV*)) can actually give nonreductive physicalists
what they need: causal efficacy of mental phenomena.
While it is clear that (M*) and (IV*) (see page 110) allow interventionists to deal with variable sets that include variables that are related by
supervenience, the question is whether this is done in a manner that actually
satisfies the needs of nonreductive physicalists. Keep in mind that the latter
require supervenient mental properties to be causally efficacious, even in
the face of causally sufficient subvenient physical properties (see section
3.2.1). Through using (M*) and (IV*) an interventionist can maintain that
supervenient properties are causally efficacious, but it appears “Woodward’s
weakening of interventionism does not account for downward causation
as would be required by non-reductive physicalists” (Baumgartner 2009b,
p. 175).
That this is so is foreshadowed in the cholesterol example used by
Woodward to justify the modifications to interventionism (see figure 3.9). In
that example, with regard to the definitionally dependent variable TC (which
Woodward argues is relevantly similar to supervenience, both being relations
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of non-causal dependency), Woodward writes that it “has no effect on D
that is independent of or distinct from the effect of LD on D” (Woodward
2015a, p. 330). Whereas nonreductive physicalists agree that supervenient
mental properties are dependent on their physical supervenience bases for
their causal efficacy, they nonetheless require that the mental properties
must have causal efficacy that is distinct from the physical properties as
“that is the very idea of nonreductive physicalism” (Pernu 2013, p. 159).
Without that their position amounts to reductionism or eliminativism (see
section 3.2.1). So if the cholesterol example is to be representative of how
supervenient properties in general should be dealt with (and Woodward
claims it is, see the citation on page 112), this does not bode well for the
nonreductivist.
Eronen and Brooks (2014) argue that this is no surprise, saying that
(M*) and (IV*) “do not make representing supervenience relations in the
interventionist framework unproblematic—quite the contrary” (ibid., p. 193).
They point out that any time two variables that are related by supervenience
are included in the same causal representation, “there will always be a
common cause that explains why the supervenience base P changes whenever
the supervenient variable M changes” (ibid., p. 193).20 This follows from
the fact that whenever there is a change in the supervening property, there
must also be a change in the base property. Therefore any intervention
variable I that changes supervenient property M must also be a cause
of its supervenience base P . This is an issue since “if we have a causal
model where the covariation between two variables is fully explained by a
common cause, it makes little to no sense to include a further relation of
supervenience between those variables in the model. Such a relation would
be entirely superfluous and would play no explanatory role at all” (ibid.,
p. 194). See figure 3.10 for a visualization.
Moreover, and more to the point in regard to the efficaciousness of
supervenient mental properties:
A further consequence of this problem is that variables such
as M and P that represent properties related by supervenience
20

See also Baumgartner (2018, p. 341).
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M
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Figure 3.10: Any intervention variable for M will always be a cause of P also, thus making
M and P ’s covariance dependent on a common cause.

will appear to exhibit an equal explanatory status, as the causal
roles of M and P will appear to be empirically indistinguishable
under certain interventions. This follows directly from allowing
supervenience relations to be represented by the interventionist
framework. Specifically, recall that for any particular intervention on one of the variables related by supervenience, this will
(non-causally) change the other variable as well, such that the
values of the two variables will covary perfectly under, and only
under, the relevant class of interventions. If, for such a relevant
class of interventions, both (supervening and supervenient) variables are completely interchangeable with respect to explaining
the (causal) change in the effect variable, then there will be
no explanatory difference in citing one variable or the other.
(Eronen and Brooks 2014, pp. 194–195)
Clearly this amounts to “violating the important premise in the current
discussion that the two variables represent truly distinct properties.” (ibid.,
p. 195), i.e. the assumption of nonreductive physicalism that supervenient
mental properties make a distinct, irreducible difference to the causal efficacy
of their bearers. This same point, that supervenient properties are explanatorily irrelevant, is made by Baumgartner (2018), as he argues that no
empirical test can distinguish between the action of physical properties and
whatever mental properties supervene on them. Even in ideal experimental
circumstances, in which all other confounding factors are controlled for,
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“the fact remains that I is a common cause of M and P ∗21 —and fathanded
interventions generate confounded data, which are uninformative as regards
the relationship between the targeted variables . . . Hence, there is no need
at all to stipulate the existence of an additional causal dependence between
M and P ∗” (ibid., p. 343). By way of illustration, see figures 3.11 and 3.12,
which are identical with regard to manipulability relations.
M
I
P

P∗

Figure 3.11: The causal model with I as the common cause of M and P .

M
I
P

P∗

Figure 3.12: The same model, but without M as a cause of P ∗. The manipulability
relations are the same.

Baumgartner concludes that “all of the evidence on non-reductive mental
causation, even if generated under optimal discovery circumstances, can
equally well be accounted for by models featuring mental causation and
models without. For principled reasons, there is no evidence-based fact of
the matter as to whether there exists non-reductive mental causation or not”
(ibid., p. 336).
21

Through P .
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At this point the slogan of interventionism bears repeating: “No causal
difference without a difference in manipulability relations, and no difference
in manipulability relations without a causal difference” (Woodward 2003,
p. 61). If including supervenient properties in a causal model makes no difference to the manipulability relations, then these properties make no causal
difference. And it is precisely the causal efficacy of these properties that is
at stake. Indeed, “importing supervenience relations into the interventionist
framework seems to be misguided” (Eronen and Brooks 2014, p. 195). What
is clear is that in neither ‘classical’ interventionism, nor in the modified
version consisting of (M*) and (IV*), mental phenomena can be represented
as causally efficacious, so Woodward’s modifications have failed. But has
Woodward’s approach been the right one? In the next section I shall discuss
the case for simply rejecting variable sets that include variables which stand
in non-causal relations for the purposes of causal analysis.

3.3

An alternative route for interventionism

There are those who reject the idea that interventionism should be modified
so as to accommodate variable sets that violate the requirement of independent fixability. Some argue that the non-applicability of the interventionistic
theory of causation to such sets should be seen as a feature of interventionism, rather than something that needs to be fixed. Instead, these authors
say (and I agree), the issues surrounding supervenient causation require
a different, more targeted modification of interventionism. I shall explain
the argument for rejecting variable sets that include non-causal dependency
relations in section 3.3.1, followed in section 3.3.2 by an exposition of the
different interventionistic response to the issue of mental causation, which
is to only modify the notion of an intervention (IV).

3.3.1

The case for rejecting bad variable sets

While Woodward mentions the option to simply reject variable sets featuring
non-causal dependence relations, he instead chooses to modify interventionism in hopes of accommodating them (see page 113). As such Woodward
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shows a willingness to apply interventionism to sets featuring supervenient
relations. As Baumgartner and others convincingly argue however, applying
interventionism—modified or not—to sets violating the criterion of independent fixability (see page 96) either leads to an interventionistic version
of the causal exclusion problem (see section 3.2.2), or to a bolstering of
epiphenomenalist worries with regard to causal efficacy of supervenient
properties (see previous section). There are several authors who suggest a
different response to the problem. They are of the opinion that if a variable
set violates the criterion of independent fixability, this makes interventionism inapplicable to that set. As Baumgartner acknowledges, by choosing
this route the “incompatibility argument is blocked” (Baumgartner 2013,
p. 10), since if interventionism does not apply to these situations, it “simply
remains silent about causal dependencies among variables in (IF)-violating
sets” (ibid., p. 10). There are several authors who favor this option (Eronen
2012, Yang 2013, Weslake forthcoming, Polger, Shapiro, and Stern 2018),
and in this section I shall discuss and agree with their position.
The main idea motivating this line of thought is that the issue that
arises with variable sets that violate the criterion of independent fixability
does not lie primarily with controlling for the wrong variables (as those
who would modify (M) and (IV) believe), but rather with the variable
set itself: “The problem is that typical causal representations of mental
causation fail to satisfy the conditions required of interventionist causal
models” (Eronen 2012, p. 228). If Woodward’s criterion of independent
fixability is taken as a precondition for applying his theory to a model,
then “If this condition is not satisfied, the model is not a well-formed causal
model, and drawing causal inferences from it is not possible” (ibid., p. 228).
Multiple authors agree with this sentiment. Yang (2013, p. 331) writes
that “if independent manipulability cannot be satisfied for the variables in a
variable set, then any causal claim that includes such a set will be ill-defined
since (FIX) would be violated” (where (FIX) refers to the requirement of
independent fixability).22 Likewise, Weslake (forthcoming, p. 15) believes
22

Yang argues that “Independent manipulability does not follow from (FIX) (or
anything else from (M)) since nothing in (FIX) restricts what counts as distinct variables
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that “Independent Manipulability reflects the natural idea that it is only
variables not related by metaphysical necessity that are candidates for being
related causally. . . Independent Manipulability can be seen as the constraint
that implements this restriction in the interventionist framework.” Sharing
their analysis, Polger, Shapiro, and Stern (2018) write that asking of two
supervening variables which is the cause of some effect, is asking “the wrong
causal question” (ibid., p. 55). These authors share the following outlook on
interventionism’s ability to deal with supervenience, expressed by Eronen
and Brooks (2014):
It is not that the combination of interventionism and mental
causation is problematic, it is the combination of interventionism and supervenience that is problematic. We believe that
a plausible solution is to restrict the domain of application of
interventionism to sets that have no non-causal relationships
among the variables . . . Indeed, as Woodward (2015) points out,
the original account in Woodward (2003) was implicitly intended
to apply only to such sets. As we have seen above, trying to include supervenience relation in the variable set leads to problems.
Therefore, instead of changing the definition of (M) to (M*), we
should consider (M) to apply only to variable sets where there
are no non-causal dependencies, such as supervenience. (ibid.,
p. 196)23
As noted before, Woodward is well aware of the incompatibility of
interventionism as described in 2003 and variable sets with supervenient
relations, writing that the satisfaction of (IF) may be thought of as “as a
necessary condition for a graph to count as a causal graph—that is a graph
in a variable set. So it is better to think of independent manipulability as a supplementary
condition” (Yang 2013, p. 330). In any case, it appears all authors agree that independent
fixability and independent manipulability are both requirements for the applicability of
interventionism.
23
See also Weslake (forthcoming, p. 20) who argues that “A causal model cannot
contain a variable with a possible value that metaphysically supervenes on a possible
combination values of any proper subset of the other variables in the model.”

3.3. AN ALTERNATIVE ROUTE FOR INTERVENTIONISM

121

relating variables that may stand in causal relations but do not stand in any
relations of non-causal dependency. A structure in which some variables
stand in non-causal dependency relations (such as the supervenience relations
that are assumed in Kim’s diagram) will not satisfy (IF) and will not be
a causal graph” (Woodward 2017, p. 255). Yet still Woodward goes on
to modify (M) by adding exemption clauses for supervenience relations
among the variables in a set. The authors discussed in this section believe
that while modifications to the notion of an intervention (IV) are required
if interventionism is to handle supervenient causation (to be discussed in
section 3.3.2), Woodward should stick to his guns with respect to (M) and
reject variable sets that include supervenience relations as valid targets for
causal analysis. An example may help to illustrate the difference between
rejecting (IF)-violating variable sets and changing (M) to accommodate
them.
Woodward discusses a case of a researcher who wants to test the efficacy
of administering a certain drug D in treating an illness I. Her worry is that
in previous studies a confounding factor may have been in play, such as that
the subjects in the treatment group were of a different social background as
the control group. Such confounders need to be controlled for according to
(M) and (IV), so she sets out to perform a new experiment, randomizing the
allocation of subjects to either the treatment group or the control group. If
in this new experiment the causal relation between the drug and the illness
still holds up, she has additional reason to believe in the drug’s efficacy.
Before she can start the experiment however, a philosopher jumps in
and tells her not to bother. He has already figured out that there can be no
causal efficacy of the drug, because there is one confounder for which she
can never control. This follows from the fact that, as both the researcher
and philosopher agree, the macroscopic properties of the drug (how it tastes
or its shape) supervene on its microscopic chemical properties F.
He thus contemplates an experiment in which D is varied,
while holding fixed whether subjects receive a drug with F —
he takes this to be the appropriate experiment for assessing
whether D promotes recovery. Noting that such an experiment
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is impossible to perform, he concludes that D does not cause
recovery. Instead, it is “really” only F that causes recovery. Since
previous studies had reported that ingestion of the drug was
efficacious, he is excited by his important new result that these
studies were mistaken—all the more so, since he has been able
to reach this conclusion on very general quasi-apriori grounds,
while avoiding the bother of actually doing any experiments
himself. (Woodward 2015a, p. 338)

Clearly this is nonsense, as Woodward agrees. Woodward also recognizes the difference between concluding there is no causal relation based
on the impossibility of running an experiment, versus the case where an
experiment is possible, but the effect variable does not change in response
to an intervention upon the cause. He justly writes that this constitutes
“an important disanalogy between the two cases.” (ibid., p. 336). However,
the lesson Woodward draws from this disanalogy is that in cases where an
experiment is impossible due to non-causal dependency relations (such as
in the case of the researcher), the wrong variables are being controlled for.
They should be exempted from having to be held fixed under (M), and the
adverse effects of this operation should be accounted for. That means any
causal claims derived from the model should be prefaced with disclaimers
that prevent a ‘doubling up’ of causal influence (see section 3.2.3). As such
Woodward believes “The moral that the researcher ought to draw from the
impossibility of doing the experiment that controls for F is not that this
shows that ingestion of the drug is not causally efficacious, but rather that
this shows that the contemplated experiment is not the right one to test
whether drug D is efficacious” (ibid., p. 338).
On the other hand, Eronen (2012), Yang (2013), Eronen and Brooks
(2014), Weslake (forthcoming) and Polger, Shapiro, and Stern (2018) believe
the lesson to be drawn is that the wrong variables have been included in
the model in the first place. I agree with them that drawing conclusions
from a model that features supervenience relations is simply an ill-founded
project. The moral of the story is not that the philosopher designed the
wrong experiment to test the causal model, but that he designed a wrong
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model to ask causal questions about. The response to ill-defined questions
should not be to patch up the answer, but to patch up the question.
For another example of how Woodward’s approach to sets that violate
(IF) differs from rejecting those sets, recall the cholesterol example (see figure
3.9 on page 109). Imagine someone asking whether it was the increase in
low-density cholesterol LD that caused the heart disease D, or the increase
in the total cholesterol TC that did it. Woodward’s response would be
something like ‘both, but it’s complicated because you have to compensate
for the additional influence the rise of low-density cholesterol has on heart
disease via total cholesterol’. The competing response would be to ask to
rephrase the question, for it presupposes that LD and TC can be causal
competitors while clearly they cannot be. Again: don’t patch up the answer,
patch up the question:
In the case of the causal relation between TC and HD,
ignorance concerning the actual constituency of the variables
postulated for the system under investigation led one of the
variables (TC ) of the system to be supplanted by two distinct
variables (LD and HD) that more accurately represented the
phenomenon being investigated. Such cases abound in scientific
research, which only underscores the importance of acknowledging the relevance of factors influencing our causal reasoning
when constructing representations of phenomena. (Eronen and
Brooks 2014, p. 190)
In both of these examples the presupposition that the variables included
in the model are suited, in principle, for standing in causal relations is
violated. I believe they show the importance of the requirement of independent fixability, which bans any relation of non-causal dependence from a
variable set—including the supervenience relation. As Woodward himself
states, the supervenience relation between mental and physical phenomena
is relevantly similar to the examples discussed here (see page 112), since in
all cases the difficulties arise from the lack of independent fixability of the
variables. Including mental and physical phenomena in the same variable
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set is just as bad as including HD, LD and TC in the same set. While
authors like Yang deem causal questions with regard to such sets merely
ill-defined, “some treat cases where presuppositions are violated as neither
true nor false: Ryle, for example, treats them as absurd” (Thomasson 2006,
p. 345). In any case, there appears to be agreement among several authors
that the presupposition of independence is a precondition for causal talk
“that need[s] to be taken into account in order to apply the interventionist
framework in the first place. Though some may claim that this limits its
usefulness, it also emphasizes the strengths of interventionism as a framework with which to engage in causal analysis” (Eronen and Brooks 2014,
p. 191). The latter point deserves to be stressed, since rejecting causal
claims for being nonsensical certainly contributes to the advancement of
our causal knowledge. Much more so than an ill-founded causal judgment
accompanied by caveats.

3.3.2

A different modification

While the case for rejecting variable sets that violate (IF) (and thus not
modifying (M)) is compelling, many of the arguments for not controlling
for supervenience bases (see Woodward 2017, pp. 258–261) should still be
accounted for. My characterization of Woodward in the previous section has
been somewhat uncharitable in this respect, as ‘controlling for the wrong
variables’ is certainly also part of the problem. As Baumgartner notes,
simply ejecting variables that are related by supervenience from a variable
set does not make that set suitable for analysis under (M) and (IV). This
follows from the fact that unlike (M), (IV) is not relativized to a variable
set (see 3.1.2). Therefore any researcher hoping to establish causal efficacy
of any supervenient property (even those whose supervenience bases are not
in the variable set under analysis) “must weaken (IV)” (Baumgartner 2013,
p. 12). Eronen and Brooks (2014) agree:
However, we still need to adopt (IV*) instead of (IV). The
original definition of an intervention (IV) leads to the exclusion problem pointed out by Baumgartner, even if we restrict
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(M) to strictly causal variable sets. The definition (IV) is not
relativized to a variable set, so even if we do not include the
supervenience base variables in the variable set, interventions on
mental variables with respect to physical effects are not possible.
If we adopt (IV*), the supervenience base variables need not be
held fixed when intervening on the supervenient variables, and
the problem of exclusion can be avoided. (ibid., p. 196)24
Is there no risk of once again introducing ‘cumbersomeness’ or vagueness
in our causal judgments by accepting (IV*), similar to what happened when
(M) was modified (see section 3.2.3)? There is not, precisely because (M) is
and (IV) is not relativized to a variable set. Causal claims are relativized
to a variable set, and interventions are not. Causal judgments are therefore
to be understood in relation to other variables in the set only, whereas
whatever variables are outside the set, controlled for or not, do not influence
the clarity or content of the causal claim. They are only relevant for the
intervention used to establish the causal claim (and thus its validity).
To make this more concrete, consider again the example of the pharmaceutical researcher (see page 121). There’s a strong case for rejecting
supervenience base F from the variable set under consideration (i.e. rejecting
questions like ‘is it D or F that is causally related to I ?’), and on the same
24

Polger, Shapiro, and Stern (2018) choose a different way of modifying (IV). Rather
than adding an exemption clause for non-causally related variables, they instead relativize
(IV) to the variable set V. While this lets them disregard non-causally related variables
outside of the set, this is only because they disregard any variables outside the set in
doing interventions. This amounts to an immense weakening of (IV), and while they
claim (see Polger, Shapiro, and Stern (ibid., p. 55)) they take their weakened notion of
(IV) from Hausman and Woodward (1999), no such notion was implied there. Instead,
Hausman and Woodward (ibid., p. 535) require of any intervention I that it is “not an
effect of any variable in V, I does not cause any variable in V by a path that does not go
through X first, and I is not caused by any variable that causes any other variable in V
by a path that does not go through I and X first”. The alternate paths mentioned in
those restrictions are not limited to paths that go through variables in V only. Moreover,
Woodward (2008b) forcefully argues against the idea that the relativization of (IV) to V
was implied, as that would lead to serious issues (as discussed by Strevens (2007)). See
also page 94.
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note it would make no sense to then require that an intervention does control
for F. We’ve banished F from the variable set, but we cannot banish it from
the set of all possible variables (which is infinite). Nor do we want to, since
that would be tantamount to denying that there are variables that stand
in a relationship of supervenience—which there undoubtedly are. So the
only option left is to not control for them. To reject supervenience relations
relative to a variable set is to not include them. To reject supervenience
relations in relation to interventions is to not control for them.
As a further example to help differentiate between modifying the definition of cause (M) and that of an intervention (IV) and what that means for
causal claims, consider the following even simpler case. Say Sally claims her
doll Molly (M ) can cause lightning storms (L). Sally’s little brother Sam
refers to Molly as Polly (P ), i.e. there are two variables M and P that stand
in a relation of non-causal dependence (in this case identity). If Sally wants
to investigate the claim whether M causes L, should she include in her model
P, legitimizing such questions as ‘was it Molly or Polly who caused the
lighting storm?’. Clearly this is misguided—variables related non-causally
should be rejected from the variable set under consideration, so either M or
P must go (and obviously Sally rejects P ). Now would it be reasonable to
say that even though P was rejected from the variable set, it should still
be controlled for under an intervention meant to test the relation between
M and L? That makes as little sense as keeping P in the variable set. It
would be tantamount to claiming that Polly can be a confounding factor
for Molly. For the same reason that P was rejected from the set, it should
not be controlled for under the intervention. So yes: interventions should
not control for variables that stand in relations of non-causal dependence to
variables in the set under consideration, and Woodward is right to argue
that “it is a virtue rather than a defect in (IV*) that it tells us that when
assessing the effects of X on Y, [the supervenience base of X ] should not
be regarded as among the ‘other causes’ of Y that need to be controlled.
A properly characterized notion of intervention should possess this feature”
(Woodward 2015a, p. 340).
We have now arrived at a middle ground between the original theory of
causation posited in Woodward (2003) (consisting of (M) and (IV)) and the
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one advanced in Woodward (2015a) (consisting of (M*) and (IV*)). This
version consists of (M) and (IV*) and excludes variable sets violating (IF)
from causal analysis, but at the same time does not block interventions
when variables in a set have supervenience bases outside of the set. The
idea is to “allow higher-level causal representations, but not allow including
the supervenient base variables in the same representation” (Eronen 2012,
p. 229), which has the advantage that one doesn’t have to “get rid of a good
causal model just because the properties represented in it supervene on
some lower-level properties” (ibid., p. 229). These lower-level properties can
of course be featured in separate causal models. Should we be worried that
this introduces overdetermination or subjectivism with regards to causation?
We should not:
The interventionist account also allows for several noncompeting representations of one and the same system. What variables
we choose to include in the representation depends on the question at hand. However, this does not make causal judgments
subjective, since the counterfactual patterns of dependence that
make the causal claims true or false are mind-independent. (ibid.,
p. 222)
The important part is that separate causal models, featuring variables
that are related in a non-causally dependent way to variables in another
model, are noncompeting. Consider figure 3.13, in which (a) shows a causal
model featuring only Molly and lightning storms, and (b) features Polly
and lightning storms. These models are noncompeting representations of
the same system. One can say that (a) is true, which is “not in the least
inconsistent with asserting, in a different ‘logical tone of voice’” (Thomasson
2006, p. 355), that (b) is true. To hold both true, however, is not the same
as holding model (c) true, in which both Molly and Polly are represented
as causing storms at the same time. Here (IF) is violated due to a category
mistake, and overdetermination creeps in. For an application of this idea to
the Kim-style model of mental causation, see Polger, Shapiro, and Stern
(2018). They place the different causal relations indicated in the model into
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separate causal graphs, in the same manner as I do here for the relations
featuring either Molly or Polly.
M

L

M

(a)
L
P

L

P

(c)

(b)
Figure 3.13: Three models of Molly (M ), Polly (P ) and lightning storms (L). Models (a)
and (b) can both be true without introducing overdetermination, since they do not
represent M and P as causal rivals. Model (c) on the other hand does represent
a case of overdetermination, since both M and P (which stand in a relation of
non-causal dependence) have been included in a single model.

Crucial in all of this is that causal claims are made relative to a variable
set, as explained on page 85.25 Whenever a causal claim is made, either
of a variable being a contributing or a direct cause of an effect, the claim
is made with respect to a variable set. Had this not been the case, figure
(c) would convey the same information as (a) and (b) together. Yet as
it stands, variable M in figure (a) does not compete with variable P in
figure (b) for being the cause of L, since the variable sets with respect to
which these relations are drawn are different. It is because of this that
“overdetermination is a system-internal notion according to interventionism,
and the mere existence of two separate causal models that involve sufficient
actual causes does not entail that some effect is overdetermined” (Yang 2013,
p. 331).26 The only way an interventionist can say causes are competing, is
25
There I disagree with those who would interpret Woodward (2008b) as derelativizing
claims of contributing causes away from any variable set. They are derelativized with
respect to any particular variable set, but never uttered with respect to no variable set
whatsoever.
26
Weslake (forthcoming) points out exactly the same: “Overdetermination however,
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when they are both included in the same variable set, hence ‘system-internal’
or ‘model-internal’. To say that causal claims made with respect to different
variable sets are competing would be making a category mistake. So this
version of interventionism, with (M) and (IV*), can unproblematically
deal with the cases of Molly/Polly, the pharmaceutical researcher and the
cholesterol example. Both Molly and Polly can be said to be a cause of
lightning storms, without the question of whether it is Molly or Polly that
does so coming up, since the variables are simply never legitimately viewed
as causal rivals.

3.3.3

A different visualization

In order to better distinguish Woodward’s modified interventionism (consisting of (M*) and (IV*)) from the theory of causation comprised of (M)
and (IV*) that takes independent fixability as a prerequisite for variable
sets, I shall now introduce a novel element to directed graphs. One response
to Kim-style models, which include both causal and non-causal relations,
is to tear those apart into separate causal graphs such that each one only
contains causal relations. This is the strategy employed by Polger, Shapiro,
and Stern (2018), who argue that ‘mixed models’ should be avoided. While
the resulting separated graphs are compatible with the theory of causation
composed of (M) and (IV*), they have the disadvantage that they seem
to “pull the wool over your eyes” (ibid., p. 54): in employing this tactic
it looks like we’re simply ignoring the supervenience relations, since they
are represented nowhere. I think there is a better way of visualizing networks of relations that is compatible with the theory of causation under
discussion. The method I suggest allows for directed graphs that contain
causal and non-causal relations, but that still implements the criterion of
independent fixability. The way I propose to do this is to include in the
as defined in the interventionist framework, is a model-internal notion. So the fact that
there are two models providing actual causes for some event, even if both provide strongly
sufficient actual causes for that event, does not entail that the event is overdetermined.
And there is no principle in the interventionist framework disallowing the possibility of
two such models” (ibid., p. 17).
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graphs a demarcation of the variable set(s) relative to which causal arrows
are drawn. This allows one to show all sorts of relations between variables,
while at the same time indicating the limits of the domains over which
causal claims range, so that issues with false causal rivals are prevented. In
what follows I shall first produce a visualization of the theory consisting of
(M) and (IV*) itself, after which I shall apply it to the Kim-style models
of supervenient causation in hopes of clarifying the differences between the
theories of causation discussed so far.
Please refer to figure 3.14 for a visual implementation of the variant
of interventionism that uses (IF) as a precondition for its application to a
variable set, and that follows (M) and (IV*). The focus of this graph is
the causal relation between X and Y, indicated in blue. To symbolize the
restrictions included in the theory of causation, quite a few other variables
and relations have been pictured, so I shall go over them one by one.
P

R

X
[S]

Y

V
[Z]

I

C
Q

Figure 3.14: A visual overview of the theory of causation comprised of (M) and (IV*).
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• First and foremost there is the red ellipse demarcating V: the variable
set relative to which the causal relation between X and Y is drawn.
I believe it is vitally important to visually indicate the limits of the
variable set V in a directed graph, since without it the domains of
application of (M)—which is restricted to a variable set—and (IV)
or (IV*)—which is not—cannot be distinguished. Particularly if one
holds that different restrictions apply to the relations between variables
within the set and those outside of it, not representing V in the graph
can sow confusion. Even so I have not come across causal graphs that
include a depiction of the limits of V, and I feel strongly that it can
prove helpful to do so. The set in figure 3.14 includes variables X, Y,
Z and S, and it is relative to these variables only that causal arrows
are drawn in this graph.
• The criterion of independent fixability (IF) (see page 96) is used as
a precondition for variables included in variable set V, which means
that all variables inside the ellipse must be independently fixable
in principle. No definitional, mathematical, logical or conceptual
relationships, or indeed relationships of supervenience are allowed
within the ellipse. In line with this requirement, V only features
regular, causal arrows between the variables included in it. There
is one relation of non-causal dependence included in the graph: the
one between P and X. Let this be a relation of supervenience. As a
consequence of applying (IF) as a criterion for variables in set V, P is
not (and may not be) included in it.
• According to (M) (see page 84), if X is to be a direct cause of Y, there
must be a possible intervention on X that will change Y when all
other variables in V are held fixed. Because the variables in V comply
with (IF), holding the others fixed is possible in principle, which is
indicated by the square brackets around S and Z.
• Notice that R is on a causal path between X and Y, but is not currently
included in the variable set under consideration. This illustrates how
from (M) follows that the notion of direct cause is relative to a variable
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set, since if R were included in V, it could possibly turn out to be
that X is only a contributing cause of Y (namely through R), rather
than a direct cause. Importantly, since R is currently not in the set,
it does not need to be held fixed under (M).

• Up next is the visualization of (IV*) (see page 111), which indicates
when I can serve as an intervention variable for X with respect to Y.
Notice that I is not in V, for interventions are defined as exogenous
interruptions to a system under consideration. For I to qualify as a
proper intervention variable, four criteria must be met:
i I must be a cause of X, hence the causal arrow between these two
variables. This represents the experimenter’s exogenous influence
upon the system.
ii I must act as a switch that disables the link between X and
V, such that X is determined by the value of I alone. This is
represented by the causal arrow stemming from I breaking the
causal relation between S and X, as indicated by the red cross
interrupting that causal arrow.
iii* I may not be a cause of Y through any other path than via X,
which is symbolized by the crossed out causal arrows between
I and Y, and between I and C, which would have constituted
a non-direct path from I to Y that did not go through X. The
only exception, specific to IV.iii* as opposed to IV.iii, is causal
paths from I to Y that go through variables that are related to
X by supervenience (or another non-causal dependence relation).
The path from I to Y through P is such a path, and is therefore
permitted under IV*.
iv* Finally, I may not be correlated, for whatever reason, with
other causes of Y (either inside or outside of V), except those
that stand in a relation of supervenience with X (but I have
not included the latter in this graph). Hence the crossed out
dotted lines between I and Z and I and Q, which symbolize this
restriction.
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With that, I believe figure 3.14 offers a visualization of all the elements
in the version of interventionism under discussion. With regard to the
representation of P, two characteristics bear repeating:
1. P is not in V. That would break (IF) and therefore violates the
precondition for variable sets in this version of interventionism.
2. P does not need to be controlled for according to (IV*), since it
includes an exemption for causal paths from I to Y through variables
that stand in a relation of supervenience to X.
What these characteristics of P entail for the interpretation of this graph
should not be understated. The first one ensures that, even though P is
represented as being a cause of Y, and even though this graph certainly
does not exclude the possibility that P is a cause of Y, no conclusions
concerning P ’s causal relations can be drawn. The focus of this graph is
the relation between X and Y relative to V, and it implies nothing about
P ’s relationship with Y, or any of P ’s causal relationships. Keep in mind
that it is (M) that specifies what is a cause and what is not, and that (M)
is relativized to V. Since P is not in V, it is therefore simply outside of
(M)’s jurisdiction. While it follows from this graph that X is a cause of Y,
it therefore does not follow that X is a cause of Y in rivalry with, or over
and above P. Rather, this graph justifies no conclusions whatsoever about
causal relations P may or may not have. The second characteristic ensures
that even while we can acknowledge that X supervenes on P, we can still
claim without issue that X is a cause of Y. Had we stuck to (IV) as opposed
to (IV*) this would not have been possible, since it would not have been
allowed that I was a cause of P, similar to how I may not be a cause of
C. The way this theory of causation deals with supervenience relations (or
relations of non-causal dependence in general) is, therefore, to acknowledge
them while setting them aside in the context of particular causal analyses.
So, importantly, this method for making directed graphs (and the theory of
causation which it represents) does not ignore that relations of non-causal
dependence exist, nor is it incompatible with them. It is merely incompatible
with causal analyses that include both variables in such a relation in the
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same variable set, which I believe is a merit. With respect to figure 3.14
this means a second variable set including P and Y but not X could be
included as a visualization of the set relative to which the causal relation
between P and Y is drawn. The idea of visualizing variable sets in directed
graphs allows for this strategy, which I shall now employ in an example
involving Kim-style graphs.
(a)

(b)
M

M
X

P

P∗

(c)

P

P∗

(d )
M

P

M

P∗

P

P∗

Figure 3.15: Four different interpretations of mental causation, including visualizations of
the variable sets relative to which causal conclusions are drawn.

To further our understanding of the different versions of interventionism
that have been discussed, I offer figure 3.15. It features four different directed
graphs depicting the the traditional ‘Kim-style’ representation of mental
causation, in which I have added visualizations of the variable sets relative to
which the causal arrows are drawn. Figure (a) visualizes the ‘misapplication’
(since (IF) is violated) of ‘traditional’ interventionism (with unmodified
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versions of (M) and (IV), as in Woodward (2003)). All of the variables fall
within the variable set under consideration (hence the (IF)-violation), and
given the fact that there can be no intervention on M while holding P fixed
(due to the nature of the supervenience relation between them), (M) fails.
Moreover (IV) fails, because any intervention on M with respect to P ∗ also
influences P ∗ via another causal path that does not go through M . Therefore
M cannot be a cause of P ∗, as indicated by the red cross interrupting the
causal arrow. This is the ‘interventionist exclusion problem’ described by
Baumgartner (2009b). In response, Woodward (2015a) modified both (M)
and (IV) to include exemption clauses for variables that stand in a relation
of supervenience. According to (M*), which is designed to deal with sets
that include non-dependence relations, P does not need to be held fixed,
nor is it a problem that it is included in the set in the first place (i.e. (IF)
is not a requirement for variable sets to which (M*) is applied). It is also
not a problem for (IV*) that an intervention on M also causes P ∗ through
P , again because of an exemption for variables that stand in a relation of
supervenience. Therefore M can be a cause of P ∗ as portrayed in figure (b),
which visualizes the interpretation according to modified interventionism.
As Baumgartner (2018) points out though, Woodward’s modifications render
the directed graph in figure (b) indistinguishable in terms of manipulability
relations from the graph in figure (c). This means modified interventionism
is no better than epiphenomenalism, since M makes no difference to P ∗.
Because of this Baumgartner rightfully concludes that interventionism, either
the original version with (M) and (IV) or the modified version with (M*)
and (IV*), is incompatible with causation by supervenient phenomena.
Figure (d ), finally, is in line with the version of interventionist theory
favored by Eronen (2012), Yang (2013), Weslake (forthcoming), Polger,
Shapiro, and Stern (2018) and myself.27 In it, (M) is left intact (with (IF)
27

In a later paper, Eronen equates—erroneously, I believe—his position with that of
Woodward (2015a), and thus comes to believe it is vulnerable to Baumgartner (2018)’s
criticism (see Eronen (forthcoming, p. 9)). He then proceeds to defend a position similar
to that of Raatikainen (2010) (to argue for causal efficacy of mental properties by including
multiple realization bases in the causal model), which has however been convincingly
argued against by Pernu (2013) and Hoffmann-Kolls (2014). In what follows I aim to
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as a criterion for variables included in a variable set), and only (IV) is
modified to include an exemption for supervenience relations.28 As this
graphs makes clear, this is the only interpretation that embraces the idea
that the causal links between M and P ∗ on the one hand, and P and P ∗
on the other, are drawn relative to different variable sets, while at the same
time showing the supervenience relation between P and M . Given (M) and
(IF), a single set that includes all variables in this graph would be ill-formed
and therefore interventionism does not apply to it. Rather than change the
restrictions of the theory of causation to accommodate all the variables in
the Kim-style representation, the version of interventionism illustrated in
(d ) makes us choose between either the set indicated in red (with P and P ∗)
or the blue set with M and P ∗. Only in this picture, therefore, are M and
P not depicted as possible causal rivals, since they do not belong to same
variable set. Since issues of overdetermination only come up within variable
sets, and M and P are not included in the same set, the whole question of
causal exclusion (of one causal rival over another) does not arise. Still, both
M and P are depicted as causes of P ∗.
On interpretation
While this version of interventionism is different from what Woodward
(2008a) proposes, I think it satisfies Woodward’s main motivation for making modifications to his theory, which is “that lower level causal claims
(involving, e.g., physical or neural properties) do not always undercut or
render superfluous more upper level (e.g. mental) causal claims” (ibid.,
p. 249). The current interventionistic theory is perfectly compatible with
this. It does not rule out causal claims involving variables that stand in
non-causal relations to others generally. Only ill-formed claims made relative
clarify the difference between Eronen (2012)’s position and that of Woodward (2015a),
thus insulating the former from Baumgartner’s criticism.
28
As mentioned in a previous footnote, Polger, Shapiro, and Stern (2018) choose not to
add an exemption to (IV) for non-causal dependence relations, but rather to relativize (IV)
to V. While this has the same effect in terms of not controlling for variables outside the
set that stand in non-causal dependence relations with those in the set, their weakening
of (IV) overshoots the mark (see page 125).
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to variable sets in which non-causally related variables are represented as
causal rivals are excluded.

M
I
P

P∗

Figure 3.16: A representation of mental causation compatible with the theory of causation
comprised of (M) and (IV*) and that takes (IF) as a prerequisite for its applicability
to variable sets.

In fact, I believe that these graphs and this theory deliver all of the
nonreductive physicalists’ desiderata. Consider figure 3.16, which shows an
intervention on a mental cause M , which then causes a physical effect P ∗, as
well as the causal relation between M ’s supervenience base P and P ∗. The
following claims are simultaneously compatible with this representation:
• Mental phenomenon M is causally efficacious, i.e. there is mental
causation.
• M supervenes on P , i.e. there can be no change in the value of M
without a change in the value of P . This is why any intervention on
M is a common cause of P , as represented in the graph.
• The mental variable M cannot be reduced to the physical variable P ,
i.e. there is no nomological translation of mental types to physical
types. Note that while this is compatible with this graph, it is not
required. Any non-causal dependence relation between M and P ,
including identity or definitional dependence would be treated the
same way, and those do allow for reduction.
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• P is a sufficient cause of P ∗, i.e. the physical is causally closed.
• P ∗ is not overdetermined, for that would require two sufficient causes
of P ∗ to be included in one variable set. This means this graph does
not go against the exclusion principle, which requires that no effect
has more than one sufficient cause unless it is overdetermined.29
What is not compatible with this graph is any sort of ‘ontological
dualism’ (i.e. property emergentism / dualism or even substance dualism).
The supervenience relation between M and P does precisely what it was
meant to do in this respect, since it guarantees a strong link between the
phenomena described by mental variables and those described by physical
variables. The fact that (because of supervenience) any intervention on M
is a common cause of P guarantees token identity between the referents
of M and P . Indeed, “if there is no way, even in principle, to decouple
mechanisms—to interfere with one while leaving another alone—then the
mechanisms are not distinct” (Hausman and Woodward 1999, p. 549).
The implication of this is that this graph does not support the conclusion
that there are two causes of P ∗. To say there are suggests possible rivalry.
It would be a category mistake to add both M , the mental cause, and P ,
the physical cause, to a list of ‘causes of P ∗’, just as it is a mistake to
add a left glove, right glove and pair of gloves in a list of items on my
hands. To say there are two causes of P ∗ implies independence of those
causes—an independence that is explicitly not warranted by this graph.
Those who insist on such an interpretation would be breaking the “implicit,
contextually variable, parameters that determine (among other things) which
level of description, and which pattern of counterfactual dependency among
properties, are appropriate to focus on in giving a contextually appropriate
causal explanation of a given phenomenon” (Horgan 1997, p. 180). The
29

Polger, Shapiro, and Stern (2018) draw a different conclusion, and say that the
exclusion principle is false in interventionism because two variables are represented as the
cause of P ∗. I disagree because the exclusion principle, like the notion of overdetermination,
applies to variables within a variable set. It is simply not of concern when comparing causal
claims made with respect to different variable sets, and this version of interventionism
still very much adheres to the exclusion principle within variable sets.
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benefit of including visualizations of the separate variable sets in graph 3.16
is exactly that they make these implicit, contextually variable parameters
visible. This is why including them is so important. It makes it so that
even though a graph can represent causal and non-causal relations at the
same time, it allows us to see how “constraints on variable sets prevent us
from asking ill-formed questions about whether the physical rather than the
mental is causally efficacious” (Polger, Shapiro, and Stern 2018, p. 56).
As a further consequence of this, graph 3.16 does not allow us to say
that M is causally efficacious ‘over and above’ P , nor even that it is causally
efficacious qua mental. Rather M is causally efficacious full stop. This
representation shows us that the question of mental causation is not about
accounting for efficacy of the mental in terms of what there is ‘left to do’
for the mental once the physical has been taken into account, nor for its
efficacy qua mental (since that implies rivalry with its efficacy qua physical).
These causes are not represented as efficacious qua anything, since there
are no causal rivals within the variable set with which to juxtapose them.
As such the mental is represented as having the same causal efficacy as the
physical, without them being causal rivals.

3.4

Taking stock

Can interventionism advance our understanding of the causal exclusion
problem? I hope this chapter has shown that there is a version of interventionism that can. When the criterion of independent fixability is accounted
for in just the right way in the notions of manipulation and intervention, we
see that the question that gives rise to the exclusion problem—whether the
mental can be causally efficacious ‘over and above’ the physical, or whether
it can be efficacious given the causal closure of the physical domain—is an
ill-defined question. Adding visualizations of the variable sets in relation
to which causal arrows are drawn in directed graphs helps in making this
mistake visible.
More generally speaking, the version of interventionism consisting of
(M) and (IV*) that takes (IF) as a precondition for variable sets lets us
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deal with causal claims in networks that include variables specified in terms
stemming from different vocabularies or taxonomies. Where and insofar
as there are non-causal dependency relations between these variables, the
limitations on variable sets help us keep track of the context relative to which
causal relations should be interpreted. While interventionism thus provides
a definition of what it means for one variable to be causally related to
another, and provides restrictions on the interpretation of such claims with
respect to non-causally related variables, it does not discriminate between
different sorts of non-causal dependence relations, nor does it restrict the
interpretation of the supervenience relation in particular. As such it is
compatible with various accounts of the nature of the relation between the
mental and the physical, if that is said to be one of supervenience, except
insofar as it rules out dualistic interpretations. This includes type-identity,
realization, or indeed anomalism.
What is important is that whatever the relation is said to be, it should
be thought of as a relation between the variables or concepts—not a relation
between phenomena in the world. In other words: whatever issues we have
in relating the mental to the physical are conceptual issues, relating to
how our various vocabularies for describing the world relate to each other.
This means that our general metaphysical outlook, or the way we think
about all these descriptive variables, should be extensional. This is explicitly
reflected in Donald Davidson’s metaphysics, in which he professes ontological
monism and conceptual pluralism (as discussed in chapter 2). As such I
believe his metaphysics offer a good fit with interventionism as described
here, and that combined they offer a suitable platform to approach causal
claims involving both mental and physical phenomena. In the upcoming
chapters of this dissertation I shall discuss this synthesis and how it provides
pointers for thinking about the nature of the mental, as well as and how
it enables a position of causal compatibilism with respect to the issue of
mental causation.

4 | Causal compatibilism
This dissertation’s raison d’être is tackling the most fundamental issue facing
nonreductive physicalist accounts of mind: the causal exclusion problem.
This persistent issue has thrown a wrench into attempts to combine a
definition of the mental as a phenomenon that is both real and distinct from
physical phenomena, with a physicalist worldview in which all effects have
complete physical causes. Possible responses to the problem are to admit
defeat and ignore nonreductive intuitions, or to abandon the desideratum
of mental realism. Such are the strategies of those who commit to reductive
definitions of mind (e.g. Kim 2005), or those who would eliminate the mental
altogether (e.g. Churchland 1981). Another response is to settle for causal
relevance of the mental as opposed to causal efficacy, as suggested by Jackson
and Pettit (1990).1 I do not favor such responses. Instead I want to defend
“the claim that mental causation via non-physical properties can co-exist
with physical causation even if the physical realm is causally closed—i.e.,
that these two kinds of causation can co-exist even though every physical
event, as physically described, is causally explainable in physical terms”
(Horgan 1997, p. 166). Such causal compatibilism, as Horgan calls it, clearly
1

Though I shall not argue for it here, it is worth suggesting that the causal relevance
conveyed by a program explanation, may simply be causal efficacy when looked at from an
interventionist perspective. Any variable that reliably covaries with “the presence of an
efficacious property” (Jackson and Pettit 1990, p. 115), is a causally efficacious property
as long as it is included in a well-formed causal model that does not also include the
lower-level causal properties upon which it supervenes (this latter claim is what I shall
defend in this chapter).
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requires an account that explains how it can be true that both mental and
physical events are causally efficacious even though the former supervene
on the latter; an account which ideally also provides an explanation of why
“causal-exclusionary reasoning, despite whatever surface plausibility it might
have, is deeply and profoundly mistaken” (Horgan 1997, p. 171). In these
final two chapters I aim to provide exactly such an account. It will be based
on the discussion of the works of Donald Davidson and James Woodward
in the previous two chapters, from which I extract a detailed method for
dealing with causation in contexts that feature non-causal relations (like
supervenience), and which explains the subtle error that underlies causalexclusionary reasoning.
My proposal is in line with Horgan’s analysis of the causal exclusion
problem, and the method I propose for dealing with it is a concrete implementation of the sort of solution he envisions. Horgan believes that the
causal exclusion problem arises from improperly including, in our causal
talk, variables from different taxonomies or levels of description—an error
that is easily made in the non-standard philosophical context in which, e.g.
neuroscientific and mental concepts are used outside of their regular context.
He writes:
Very briefly, the story is this. (1) Notions like cause and
causal explanation are normally governed by implicit, contextually variable, parameters that determine (among other things)
which level of description, and which pattern of counterfactual
dependency among properties, are appropriate to focus on in
giving a contextually appropriate causal explanation of a given
phenomenon. (2) Competent language/concept-users normally
keep track of such implicit contextual parameters automatically
and subliminally, typically without even noticing them. (3) But
in philosophical contexts where one is asking simultaneously
about the causal efficacy of mental properties and of physical properties, these implicit parameters have no fixed, stable
settings—i.e., there is no determinate score in the language game.
(4) In such contexts, one’s subliminal cognitive mechanisms for
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handling implicit discourse-parameters tend to gravitate toward
parameter values appropriate for talking about physical causation qua physical. (5) This produces the conscious intuition
that mental properties “do no real causal work” and hence are
epiphenomenal. (ibid., p. 180)
I think this is an excellent analysis, but like Horgan, I believe it needs
to be augmented with a concrete account of causation that “takes on board
the idea of an implicit level-parameter” (Horgan 2001, p. 113), i.e. that
has a precise definition of this parameter, and which both explicates the
restrictions it places upon the construction of well-formed causal models
and gives guidelines on how to interpret them. I believe this is exactly
what can be gotten from combining elements of Davidson’s metaphysics
with a version of Woodward’s interventionism. In chapter two I discussed
Davidson’s extensional metaphysics and his anomalous monism, according
to which mental events are causally efficacious in virtue of being tokenidentical to physical events. His extensionalism enables him to support a
position of conceptual pluralism and, simultaneously, ontological monism.
Unfortunately anomalous monism requires the problematical assumptions
that all causation involves strict laws, and moreover that the physical
vocabulary is suitable for formulating such strict laws. In chapter three I
discussed Woodward’s interventionism: a modern theory of causation that
does not suffer from the difficulties faced by Davidson. I presented a version
of interventionism that places the kind of restrictions upon causal models
that are needed to prevent the sort of error that gives rise to the causal
exclusion problem. I believe a Davidsonian interpretation of causal models
constructed using this version of Woodward’s theory of causation can offer
exactly the sort of metaphysical backdrop needed to properly interpret
causal models that include non-causal relations like supervenience. In this
chapter I shall detail my proposal for this position of causal compatibilism.
Specifically, after reiterating the rationale for defending compatibilism
in section 4.1, I shall discuss the basic question of what sorts of particulars
can be distinguished and how they are individuated in section 4.2. This
gives a guideline for how to populate a taxonomy and specifies the nature of
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the relata of causal relations. In section 4.3 I shall examine what happens
when multiple, possibly incompatible taxonomies are created. How do (the
particulars from) the various taxonomies relate to each other? The notions
of extensionality, monism and supervenience will surface in this context.
With that done I then, in section 4.4, present the interventionistic theory of
causation that includes specific criteria for dealing with causal models that
include non-causally related variables, thus enabling causal compatibilism.
Some reflections on the differences between Davidson and Woodward will be
included there, since particularly when it comes to causation these authors
may seem an unlikely match. After that an example is given of exactly how
this theory of causation accommodates causal compatibilism (4.5). In the
fifth and final chapter I will then complete the challenge set forth in the
first chapter, by applying this causal compatibilism to the issue of mental
causation specifically. A proper interpretation of causal models that include
mental and physical variables is presented, and I explain how thinking about
the nature of mental variables can help structure multidisciplinary empirical
research. The primary conclusion, however, will be that this framework
for causal compatibilism allows us to determine, without reservations, that
mental phenomena are causally efficacious.

4.1

Why be a compatibilist?

Before I delve into the details of how to be a causal compatibilist, and while
I have already discussed some of this in the first chapter, I want to touch
upon the reason why causal efficacy of irreducible events or properties in
general merits defense in the first place. Again, as in chapter one, I shall
cite Jerry Fodor at some length, since he eloquently sketches the intuition
that underlies nonreductivists’ motivation:
Reductionism . . . flies in the face of the facts about the
scientific institution: the existence of a vast and interleaved
conglomerate of special scientific disciplines which often appear
to proceed with only the most casual acknowledgment of the
constraint that their theories must turn out to be physics ‘in
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the long run’ . . . Why is this so? . . . If it turns out that the
functional decomposition of the nervous system corresponds
precisely to its neurological (anatomical, biochemical, physical)
decomposition, then there are only epistemological reasons for
studying the former instead of the latter. But suppose . . . the
functional organization of the nervous system cross-cuts its
neurological organization. Then the existence of psychology
depends not on the fact that neurons are so depressingly small,
but rather on the fact that neurology does not posit the kinds
that psychology requires. I am suggesting, roughly, that there
are special sciences not because of the nature of our epistemic
relation to the world, but because of the way the world is put
together: not all the kinds (not all classes of things and events
about which there are important, counterfactual supporting
generalizations to make) are, or correspond to, physical kinds.
(Fodor 1981, p. 144)
Depending on one’s intentions and interests, categorizing reality can
be done in various ways and at different levels of granularity. The value
of the various resulting taxonomies lies only in their usefulness relative
to whatever purpose they serve, and some—such is the non-reductionist’s
contention—serve unique purposes, that cannot be fulfilled by e.g. the
taxonomy of basic physics. This is not to say that the various sciences,
disunified as they may be (see Dupré 1983), cannot ultimately be studying
the same world. Scientists from different fields may each, in different ways,
be studying (parts or aspects of) the same reality, and in that sense science
can be said to be unified. Yet still:
If science is to be unified, then all such taxonomies must
apply to the same things. If physics is to be basic science, then
each of these things had better be a physical thing. But it is not
further required that the taxonomies which the special sciences
employ must themselves reduce to the taxonomy of physics. It
is not required, and it is probably not true. (Fodor 1981, p. 145)
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Now then comes the question of what our approach to metaphysics
should be, and how we can think about causation, in such a way that these
intuitions are supported. To approach it in the wrong way can lead to
causal-exclusionary worries, as exemplified by the causal exclusion problem.
So how to be a causal compatibilist? How to say that causation is not a
notion reserved for use with only one special taxonomy, which undercuts
causal relations involving concepts from other taxonomies? What method
can be used that recognizes the value of studying reality using various
differing taxonomies that allow us to track patterns that have no meaningful
equivalent in the language of fundamental physics, and yet that acknowledges
that our various taxonomies all describe the same world? In the remainder
of this chapter I shall bring together relevant insights from my discussions
of anomalous monism and interventionism in the previous two chapters to
answer these questions.

4.2

Causal relata: things and events

The first step is to be clear about the relata of causal relations. What categories of particulars should be distinguished, and how are they individuated,
what makes them real, and how do we deal with the notion of properties?
Such basic metaphysical questions form the topic of this section. A few preliminary notes: firstly, I follow Davidson’s general approach to metaphysics
who takes his cue from Strawson. They believe that to do metaphysics
is to consider “the structure of our thought about the world” (Strawson
1959, p. 9), and deliberate “about the way we think of the world, about our
conceptual scheme” (ibid., p. 15). ‘Metaphysics’, then, refers to a system
of concepts used to structure our descriptions of reality. If participants
in a debate adhere to different metaphysics, i.e. conceptualize the world
differently, this would undermine any attempt at a fruitful discussion. They
would be talking past each other; would be using different methods. As such
it is important that anyone who engages in a debate, specifically a debate
over the nature of something (like mind), share a metaphysical perspective.
Secondly, in engaging in this metaphysical exercise, the goal is not to
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be revisionary in any sense. I certainly do not aim to discover something
fundamental about the nature of reality, for that lies wholly outside of
metaphysics’ jurisdiction as it is defined here. Doing metaphysics also
cannot yield claims about what the objectively best categories and concepts
are with which to sort and describe reality. Rather, doing metaphysics is a
contextually restrained exercise in hygienic use of concepts: which types of
concepts do we need to create a system capable of accommodating a full
description of reality, how shall we interdefine these concepts, and what are
their application conditions? In applying them they should not generate
conflicts and it would be a prized feature if their metaphysical use aligns
with common or intuitive usage.
Now onto particulars—what are they? They are the simplest yet least
informative answer to the question ‘What is real?’. ‘Particular’ (or ‘individual’) is the most general term for any of the recognizable phenomena
“about which we can talk to each other” (ibid., p. 15). But what qualifies
something as a particular—what makes something real? For Strawson the
criterion is identifiability (see section 2.1.1). One needs to be able to point at
something (or indicate it in some fashion) such that a hearer can understand
what it is that is being talked about. I agree, but think it reflects a more
basic criterion, one that is less prone to anthropocentric interpretation: for
a particular to be real, it must have effects. It must cause something. Being
a cause is a precondition for being identifiable, since a particular that has
no effects upon reality, cannot make itself known; it cannot be identified.
It is by having effects upon the world that things deserve to be called real.
Something that causes nothing may as well not exist, for the world would
not be different without it. This criterion for what makes particulars real is
not new, nor do I believe it to be counterintuitive. Kim dubs it Alexander’s
Dictum after Samuel Alexander who wrote that a particular “which has
nothing to do, no purpose to serve . . . might as well, and undoubtedly
would in time be abolished” (Alexander 1920, p. 8). It is also referred to
as the Eleatic Principle, to the effect that “everything that exists makes a
difference” (Armstrong 1997, p. 41). This latter formulation foreshadows
the interventionistic interpretation of causation I favor, but the discussion of
this theory will be left for section 4.4. It is worth noting that this definition
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of being real as having an effect upon reality, presupposes reality and is
therefore circular (very much like the interventionistic notion of causation,
see section 3.1.3). Indeed it is not meant as a reductive definition, which
would require it to be expressed in terms that are outside of, or more basic
than, the network of metaphysical concepts used to categorize our talk of
reality. Rather, like Woodward, I believe defining the notion of what is real
relative to how other metaphysical concepts are used can be “illuminating
without being reductive” (Woodward 2003, p. 21). The circularity is also
not vicious in the sense that we require knowledge of the reality of a certain
particular before we can ascertain its reality. Rather we rely on its effect
upon other, previously established particulars. As such I believe the Eleatic
Principle can make the valuable contribution of providing a nontrivial constraint on what it is for a specific particular to be real without providing a
reductive analysis of being real in general.
Can we say more about the sorts of particulars to be distinguished?
What are the most basic categories or “the roughest of divisions” (Strawson
1959, p. 46) among them? In this I follow Strawson and Davidson in claiming
that it is things and events that together include all particulars. In both
our daily lives and in science, it is things and events we refer to when
we describe something in the world. Whether it be shoes or black holes,
birthday parties or particles decaying: all the particulars that feature in our
descriptions of reality are either something that is (things), or something
that happens (events). In this conception of metaphysics—in this method
for conceptualizing reality—the categories of things and events together
exhaust the contents of reality. To be admitted as a real thing or event, the
particular in question must be causally efficacious. It must interact with
reality in some fashion, leaving a trace and making a difference, thereby
making itself identifiable (in principle). Shoes and birthday parties certainly
qualify, and black holes and decaying particles have an even bigger (or more
pervasive) effect upon reality. Poltergeists and ether on the other hand,
have so far failed to comply to this criterion, which is why we deem them
not real.
Whereas Strawson argues that things are more fundamental—and ultimately more real—than events (see page 16), Davidson, who extensively
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argues for the inclusion of events as a basic metaphysical category (see
section 2.1.1), disagrees—and so do I. Davidson argues that neither category
is more basic, but rather that things and events display a “symmetry of
conceptual dependence” (Davidson 1969, p. 175). This does not mean that
all particulars are of two sorts, but rather that things and events require
each other for being real. Building on Strawson’s criterion for reality (identifiability), Davidson points out that things cannot be identified in isolation
of the events in which they participate, and neither can events be perceived
without us seeing (at least some aspect of) whatever thing is engaged in
that event. This dependence can also be expressed in terms of the causal
criterion for what makes particulars real: things depend on events for their
causal efficacy (and thus reality), and vice versa. After all, for a thing to
be causally efficacious it must be engaged in an event, and likewise events
depend on things engaging in them for their causal efficacy. If a thing does
absolutely nothing, not interacting with the world in any fashion, it has no
causal efficacy and is not real. A pair of shoes that is not involved in any
causal interaction—not even, say, reflecting light or resisting touch—does
not exist. As soon as it does interact in whatever way, this means it is
engaged in an event, and is thereby recognized as real. Similarly, to say
of an event that it involves no things whatsoever, is to say that it is not
real. There cannot be an instance of particle decay if there is no particle to
decay, no football match without players to play it. It is in this sense that
things and events are mutually dependent. They cannot be real in isolation
from each other, and in our conceptual scheme neither category is more
fundamental than the other.
Next up is the question of how particulars are individuated. How can
we tell one from the other, or put differently: what is the backdrop against
which we distinguish particulars? For Strawson the choice is clear: “the
system of spatio-temporal relations has a peculiar comprehensiveness and
pervasiveness, which qualify it uniquely to serve as the framework within
which we can organize our individuating thought about particulars . . . every
particular which has its place in the system has a unique place there. There
is no other system of relations between particulars of which all this is true”
(Strawson 1959, pp. 25–26). After some discussion with Quine (see page 29),
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Davidson agrees that space and time form a suitable neutral background
against which both things and events can be individuated. I agree too. So
in this metaphysics, space and time are given the role of tools with which
particulars are ‘carved out’, or individuated. Note that the notions of space
and time are used in a layman’s sense, having to do simply with where
and when things and events are. Nothing is assumed about the nature of
space and time. I merely imply that in this conceptual system for describing
reality, all particulars are describable as having a place and time—as being
somewhere at some time.
While space and time are used to individuate both things and events,
this does not mean that things and events are thereby somehow equated,
“for events and objects may be related to locations in space-time in different
ways; it may be, for example, that events occur at a time in a place while
objects occupy places at times” (Davidson 1985, p. 176). I very much agree,
and will say that things and events have different modes of being real: events
happen, whereas things exist. I am confident that this use of the terms
‘happen’ and ‘exist’ is not unorthodox, and in fact aligns with a common
sense interpretation. We would not say of a football match that it exists, but
rather that it happens. Likewise when someone claims an event occurred
(as in ‘James stole my watch’), a correct response would be ‘Did that really
happen?’ as opposed to ‘Did that really exist?’. Clearly the reverse is true
for the way we talk about things.
Fortunately there is more to say about things and events than merely
where and when they are (or happen). We can describe them in more
detail, i.e. list their properties, which allows us to further categorize them.
Mirroring the fact that things differ from events in how they are real, their
properties also differ: properties of things are specifications of what they are
like or how they exist, whereas properties of events specify how they happen.
Things can be attributed a host of adjectives including specific colors, shapes
and weights, but also more specific descriptors like age, phylum and level
of education. A thing’s properties are descriptions of it that can feature
in explanations of why and how it engages in certain events.2 If a ball
2

This includes both intrinsic and extrinsic properties. The difference between them
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is round, that explains why it starts rolling when we put it on a slope,
and if John is precisely 30 years old, that can feature in an explanation
of why he is hosting a birthday party. Events on the other hand, can be
qualified with a plethora of adverbs like ‘quickly’, ‘delicately’ or ‘cheerfully’,
that specify how an event unfolds or is done. Crucially, properties are not
themselves particulars. As descriptions of things and events they are part
of our metaphysical toolbox, but they do not form an ontological category.
Rather, what there is (what is in our ontology), are things and events only.
When we specify how these particulars are real we assign predicates to
them, but we do not thereby commit ontologically significant acts. This is
in line with Davidson’s generally extensional approach to metaphysics as
exemplified in Davidson 1967b (see section 2.1).
One last metaphysical concept relating to particulars I want to briefly
touch upon is that of a ‘state’. I take it to refer to a description of a thing or
event in terms of its properties (all of them, or a relevant subset) at a certain
moment or during a certain time interval. Or, if you will, a particular’s state
can be said to be its position (either current, or during a stretch of time)
in the state space available to it. The state of a thing, for example, could
describe what it is like at the moment (as in ‘the house is in a deplorable
state’). To ask for the state of an event on the other hand, is to ask how it is
unfolding (as in ‘the flight is progressing smoothly’). Importantly, therefore,
states are not themselves particulars. They are descriptions of (possibly
sets of) particulars that include some contextually relevant subset of its (or
their) properties during a moment or time interval.
Where we have arrived now is at a basic method for delineating reality
into things and events. This gives us a definition for the particulars that can
then feature in causal relations, and by using this method for individuating
and describing things and events we can create a taxonomy of reality. But it
would be naive to think that this completes our metaphysical deliberations,
lies in how broadly the description is applicable: ‘mass’ as an intrinsic property of a
thing tells us how it will behave in any context, whereas ‘weight’ is relative to the specific
conditions in which the thing exists. While both intrinsic and extrinsic properties can
feature in explanations of how or why a thing engages in events, neither sort of property
is itself an event.
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because nothing prevents differing taxonomies describing the same reality
from being constructed. How to deal with that is the topic of the next
section.

4.3

Divergent taxonomies

Imagine two explorers setting out to describe the world using the metaphysical method exactly as discussed above. They separate things from events
and neatly describe their properties. Then clearly even though they follow
the same method, there is no guarantee that the results of their work will
turn out to be similar; their respective taxonomies could come to include
wholly different particulars. This is because the metaphysical method does
not constrain how an investigator delineates things and events against the
backdrop of space and time, or the vocabulary they use for their descriptions.
When vocabularies and delineations diverge, we end up with a plurality of
taxonomies which may cross-classify reality. Given the fact that plurality of
such a sort is ubiquitous in everyday life and particularly in science, it is
important for any metaphysics to include guidelines on how to deal with
it, and to understand the metaphysical consequences and pitfalls that may
follow from it. Most importantly, given the fact that it is particulars which
can feature in causal relations, having divergent taxonomies is what gives
rise to the need to defend causal compatibilism, i.e. the idea that causal
claims featuring particulars from differing taxonomies are compatible, rather
than mutually exclusive.
Taxonomic divergence comes in degrees, ranging from simple cases
where people speak the same language but use a different word for the
same particular, to cases where vocabularies diverge to such a degree that
it becomes nigh impossible to translate descriptions of specific things or
events.3 In a simple case it may be obvious that different words are used to
3
For an argument to the effect that no vocabularies can diverge so much that speakers
have no way of even starting up communication, see Davidson (1973a). Certainly in the
sciences we see plenty of interdisciplinary work where despite enormously subject-specific
jargon, there is still a large shared base upon which interlocutors can fall back to establish
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refer to the same particular, as when an Englishman calls a specific thing
‘a lift’, whereas that same particular is described as ‘an elevator’ by an
American. This is merely a case where different labels are used for a thing,
while the speakers are in agreement about the thing that is being talked
about. In more extreme cases vocabularies could reflect the fact that wholly
different choices have been made with regard to individuating particulars,
which is particularly prevalent in the sciences. The vocabularies of economics
and geography contain terms for which it is quite unclear how a translation
in the vocabularies of biology or fundamental physics could be produced.
If a geographer records an event which she labels ‘an earthquake’, there is
certainly not one single term in the taxonomy of fundamental physics to
refer to that same event. There may also be cases in which particulars that
are classified as things in one taxonomy are classified as events in another. In
everyday language tables and chairs are static things, but in the vocabulary
of physics they might be classified as events: complex interactions between
particles, actively keeping each other in place in formations we recognize in
everyday life as chairs or tables.
The most relevant example of taxonomic divergence in the context of
the mental causation debate is that between the vocabularies of psychology,
dealing with human mentality and behavior, and neuroscience, dealing with
the workings of the central nervous system. These vocabularies are quite
dissimilar. It can therefore be expected that a specific event is recorded very
differently depending on which vocabulary is used. Say, for example, that I
decide to go for a walk. This event of me deciding to go for a walk can be
described in the vocabulary of (commonsense) psychology in pretty much
those terms. A neuroscientist, on the other hand, would produce a wholly
different description of that event, involving neuronal activation patterns
and brain regions. In fact, it might be hard to even give a description of the
exact same event, because the spatial and temporal resolution at which the
the relevance of each other’s work to their respective fields. While Davidson argues
against the very possibility of “seriously different total conceptual schemes” (Davidson
1974, p. 244), he does believe it “makes sense to speak of irreducible or semi-autonomous
systems of concepts, or schemes of description and explanation, but only as these are less
than the whole of what is available for understanding and communication” (ibid., p. 244).
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vocabulary of psychology operates is not as fine-grained as that with which
the neuroscientist operates. What are the implications and consequences of
this, metaphysically speaking?
In approaching that question, the single most important thing to keep
in mind is that the concepts we use “are best understood as extensional”
(Davidson 1973a, p. 10). This is a central tenet of Davidson’s metaphysics
which I fully endorse.4 Essentially this means that different sets of concepts
offer different but ultimately interchangeable points of view relative to some
common ontology. Davidson argues that “different points of view make
sense, but only if there is a common coordinate system on which to plot
them” (ibid., p. 6). Therefore even anomalous taxonomies, whose terms
have no direct translations in any other language or jargon, are “irreducible
or semi-autonomous systems of concepts, or schemes of descriptions and
explanation, but only as these are less than the whole of what is available
for understanding and communication” (Davidson 1974, p. 244). In fact,
says Davidson:
A language may contain simple predicates whose extensions
are matched by no simple predicates, or even by any predicates at
all, in some other language. What enables us to make this point
in particular cases is an ontology common to the two languages,
with concepts that individuate the same objects. (Davidson
1973a, p. 14)
This means that by producing different descriptions of particulars, or
even by making wholly different choices in delineating particulars in the
first place, we do not thereby commit ontologically significant acts, for we
can always fit whatever particulars we delineate into the common ontology
we ultimately share. So the question we are faced with in the case of the
psychologist and neuroscientist is not how we should relate two sets of actual
particulars, but how two descriptions of more or less the same part of a
shared reality should be related. The basic principle that metaphysics is
4

See page 37 and Davidson (1967a) for a discussion of the extensionality of events in
the context of causal relations.
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extensional in this sense, implies monism. It implies that while our languages
or vocabularies may diverge, we ultimately share a common unified ontology.
It is here that the notion of supervenience pops up, and in fact provides
further support for this ontological monism. As I argued in section 2.3.2, one
sure sign that even taxonomies that diverge wildly offer perspectives on the
same reality, is that they supervene on others. If each change in reality that
requires a change in its description in one vocabulary also requires a change
in its description in term of another, this is a sure sign these descriptions are
of the same shared reality. Even though the concepts used may be totally
different, and even though not all changes in the subvenient description
are accompanied by changes in the supervenient description, the fact that
there is at least a one-way correspondence between them betray the fact
that ultimately, they describe the same shared reality. Hence supervenience
“implies monism” (Davidson 1993, p. 5). The asymmetry in the relation also
tells us (at least with respect to some aspect of reality), that the supervening
description is more coarse-grained than the subvenient description.
As an example of a supervenience relation in this sense, take the case
of psychology and neuroscience. The taxonomies of these sciences are
quite dissimilar, so how can we be sure they are used to describe the same
(or at least overlapping) parts of reality? What is to say the ‘decisions’
and ‘pains’ described by the psychologist are not wholly separate from the
neuroscientist’s neuronal activation patterns? We can be sure this is not
the case from the fact that the psychologist’s vocabulary supervenes on
the neuroscientist’s. That is: there can be no change in the psychological
description of a human without a change being required in their neurological
description. This is not because of some dependence of the psychological
description upon the neurological descriptions, but because both of these
descriptions ultimately depend on the same reality. This is supervenience
in the way meant by Davidson, which is very different from Kim’s usage,
for whom supervenience entails an “existential dependence of the mental on
the physical” (Kim 2005, p. 34). For Davidson there is no such existential
dependence of one taxonomy upon another (see the discussion in section
2.3.1). If my state of mind changes, there must be changes in my central
nervous system, and this is how we know mental events and neural events can
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ultimately be described relative to an ontology shared by both neuroscientists
and psychologists. That not all changes in my nervous system require
updates to my psychological description shows that at least in some respects
neuroscience operates at a more fine-grained resolution than does psychology,
meaning that the particulars featured in a neuroscientific account of me
are spatiotemporally more compact than those featured in a psychological
description. This is one of the challenges that must be overcome by those
who want to connect the psychological and neuroscientific vocabularies in
order to promote interdisciplinary understanding (see Francken and Slors
2014).
All of the above is not meant to downplay differences between vocabularies, and certainly not as a prelude for reducing or eliminating them
somehow. It is certainly possible that taxonomies diverge to such a degree
that it becomes impossible to create any sort of structured or law-based
translation manual between them. Even if one manages—with great effort—
to describe a specific earthquake in the vocabulary of fundamental physics,
this gives no clues towards a physical description of future earthquakes.
More to the point: even if one instance of deciding to go for a walk has
been given a neurological description, we have not thereby discovered the
universal neurological equivalent of ‘deciding to go for a walk’. This situation
is what Davidson dubbed the anomalous nature of the mental (with respect
to the physical or neurological), and in section 2.2 I discussed his multiple
arguments supporting it. Davidson concludes that “there cannot be tight
connections between the realms” (Davidson 1970, p. 222) of psychology
and neuroscience. Functionalists like Putnam (1975) and Fodor (1968),
who define mental states in terms of a causal role which is realized by
neural processes, have more to say about this connection (specifically: why
certain token-identities hold), but they too ultimately take a nonreductivist
stance with respect to the relation between psychology and neuroscience.
Whatever the degree of anomalousness, keep in mind that in metaphysics
as it is understood here, these anomalies occur between descriptions or
taxonomies of reality, not parts of reality, so insofar as vocabularies are
incommensurable, the worst we are faced with are conceptual problems, not
ontological problems. If psychologists and neuroscientists (or more realisti-
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cally: philosophers of mind) come to the conclusion that mental concepts
are irreducible to neurological concepts, the takeaway should be that if there
is to be fruitful interaction between these sciences, there is work to be done
conceptually (see, again, Francken and Slors 2014). The takeaway should
not be that apparently reality includes both mental phenomena and physical
or neural phenomena. The friction is conceptual, not ontological.
Still, even if divergent taxonomies create difficulties in sharing knowledge,
they are nonetheless worth having. Using different taxonomies and looking
at the world at various resolutions is good. It is what spawned the various
scientific disciplines, and it has helped us advance our ability to shape
reality to our liking tremendously. It would be counterproductive to strive
for one single unified vocabulary, for it would rob us of many of the useful
perspectives we have on a world that, while unified, can be puzzling at the
same time. Each individual taxonomy can have independent value to those
using it, where the value is derived from whatever regularities it helps its
users keep track of—regularities that may be hard or impossible to see from
a different perspective. This leads into the next section, in which I discuss
the topic of causation.

4.4

A compatibilist theory of causation

In the previous chapter I discussed Woodward’s theory of causation at
length. Here I shall skip over the details of various controversies and present
the version of the theory which I believe enables causal compatibilism, and
discuss its most important defining characteristic: the manner in which it
accounts for the criterion of independent fixability. I start, however, with
a few preliminary remarks. As stated before, I am very sympathetic to
interventionism and its underlying intuition that “our interest in causal
relationships and explanation initially grows out of a highly practical interest
human beings have in manipulation and control” (Woodward 2003, p. 10).
That said, human agency is not an essential component of the theory of
causation espoused here. Rather, anything with the right characteristics
can be a cause (see section 3.1.3 for discussion). Another advantage of
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Woodward’s theory of causation is that it is not what Woodward calls
“metaphysically portentous” (Woodward 2015a, p. 321), being introduced
as a practical conceptual tool (see Woodward 2015b). This fits very well
with the approach to metaphysics as discussed at the start of this chapter.
Another feature of Woodward’s theory that fits in nicely with the current
approach to metaphysics is its extensional nature: while variables are
used to represent causes and effects, Woodward stresses that these variables
represent features of the world. Causal relations are “patterns of dependence
that hold in the world, rather than with relationships between numbers or
other abstracta” (Woodward 2003, p. 14). As such his theory of causation
is extensional in the way Davidson’s is (see section 2.1.2).
On the topic of what is allowed as causal relata, Woodward is more
inclusive than Davidson. As discussed in section 3.1.1, Davidson believes only
events can be relata in causal relations, but Woodward’s theory is neutral
with respect to which sorts of particulars can be represented by variables
in causal models, as long as these variables can conceivably take different
values. I side with Woodward in this matter and believe that all types of
particulars, i.e. both things and events, can be causes. More specifically,
whatever can be different about them (which includes whether or not they
are present, what they are like (in the case of things), or how they happen (in
the case of events)), can be represented by variables which can then feature
as relata in causal models. I do believe, however, that Davidson’s intuition
that only events can be causes points to a distinction between the sorts of
causes that things and events can be. As mentioned previously (see page
81), there is a distinction introduced by Dretske between structuring causes
and triggering causes. These causes are answers to different questions: why
some effect happens now (triggering cause) as opposed to why this effect
happens, rather than another (structuring cause) (see Dretske 1988, p. 42).
Dretske defines the structuring cause as the event which made the conditions
such that a certain effect happens (as opposed to a different effect), but I
would like to suggest a slightly broader definition of structuring cause: any
causal explanation of why a certain effect happens, which includes reference
to specific properties or states of things (and not just to those events that
set those properties to their current values). I think properties of things
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(see page 150) are essentially structuring causes: they explain why, given a
certain trigger, a thing acts the way it does (rather than in some other way).
Things can, in fact, not feature in causal relations in any other way—they
can never be triggering causes. That an apple weighs 100 grams, rather
than 1 gram, can explain why, given the fact that it hit Newton on the head,
it had enough momentum to cause him a headache. The apple weighing 100
grams is a structuring cause: it explains why Newton got a headache rather
than merely some slight discomfort when the apple hit him. On the other
hand, the apple having a certain weight can never explain why Newton got
his headache now, as opposed to later or not at all. Rather it was the apple
falling when it did which was the triggering cause. There are certainly other
types of causes than triggering and structuring causes (Woodward discusses
several in his 2003), but I mention these since they are nicely tied to the
two basic metaphysical categories of particulars, and since they can help us
appreciate why Davidson restricted causal relata to events.
Finally, I must stress that while the formulations I used in the previous
paragraph may suggest that the variables in a representation of a causal
relation may refer to properties (as when the apple’s weight was a cause),
this should be interpreted with care. In line with what I wrote in section 4.2,
properties are not particulars, and therefore cannot be causally efficacious
by themselves. The values of variables, insofar as they involve properties,
involve properties of things or events. The causal relata are the things or
events. In the example with Newton presented above, the weight of the
apple was a (structuring) cause for Newton’s headache. The cause in that
relation was not ‘100 grams’, but rather ‘the apple weighing 100 grams’.
With these preliminary remarks done, I can now present what I believe
to be the best version of Woodward’s theory of causation. What does it
mean for one variable X to stand in a causal relation to another variable
Y ? Simply put it means that if, under the right conditions, the value of
variable X were to be changed, the value of variable Y also changes, which
is the basic interventionistic definition of a causal relation. Of course ‘under
the right conditions’ requires further specification. Woodward provides a
detailed manipulability theory (M) of causation, coupled with a notion of
an intervention (IV) that includes various requirements for it to be suitable
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for establishing a causal relation—see section 3.1. He later modifies both
definitions to include exceptions meant to accommodate variables that stand
in non-causal relations: (M*) and (IV*)—see section 3.2.3. However, as
argued in section 3.2.4, I do not think either Woodward’s original theory or
his modified version properly deal with or prevents issues of causal exclusion.
Yet as I argued in section 3.3, there is a version of interventionism that can
properly deal with causal graphs that include non-causally related variables,
and thereby prevent the causal exclusion problem. It is this adapted version
of interventionism that I shall defend here. Its most important distinguishing
characteristic is the way in which its central definitions embed the criterion
of independent fixability (IF), hence (MIF ) and (IVIF ):
(MIF ) A necessary and sufficient condition for X to be a direct
cause of Y with respect to an IF-compatible variable set V is
that there be a possible intervention on X that will change Y
or the probability distribution of Y when one holds fixed at
some value all other variables in V. A necessary and sufficient
condition for X to be a contributing cause of Y with respect to
IF-compatible variable set V is that (i) there be a directed path
from X to Y such that each link in this path is a direct causal
relationship and that (ii) there be some intervention on X that
will change Y when all other variables in V that are not on this
path are fixed at some value.
(IVIF ) I is an intervention variable for X with respect to Y iff:
i. I causes X.
ii. I acts as a switch for all the other variables that cause X.
That is, certain values of I are such that when I attains
those values, X ceases to depend on the values of other
variables that cause X and instead depends only on the
value taken by I.
iii. Any directed path from I to Y goes through X or through
a variable P which stands in a non-causal dependence
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relation with X (e.g. definition, supervenience, part-whole,
constitution, realization, etc.).
iv. I is (statistically) independent of every cause of Y which is
neither located on a path through X nor on a path through
a variable Q which stands in a non-causal dependence
relation with X.

P

X
[S]

V

Y

[Z]

I

Q

Figure 4.1: A causal graph representing X as a direct cause of Y. Black arrows indicate
causal relations, green wiggly arrows indicate non-causal dependence relations, dotted
lines statistical correlations, and the colored ellipse indicates the boundaries of the
variable set V. Red crosses indicate the restrictions as listed in (IV): the crossed-out
relations are not allowed if I is to be a proper intervention on X with respect to Y.
Crucially, as per (MIF ) non-causal dependence relations between variables in V are
not allowed, while variables outside V that stand in non-causal dependence relations
with either X or Y need not be controlled for under (IVIF ).

To help interpret these definitions I offer figure 4.1, which is an illustrated
example of X being a direct cause for Y. The figure is a simplified version of
figure 3.14 on page 130, which includes more detailed representations of the
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restrictions mentioned in the definitions (see page 130 for a complete walkthrough of the elements). Here I shall restrict myself to noting only the most
important point regarding the definitions and the graph: the modifications
to account for the role that independent fixability (IF) plays in this theory
of causation, which determine the restrictions that are placed on variables
inside the variable set V. As argued in section 3.3, a prerequisite for causal
claims to be well-construed is that all variables in the variable set under
consideration are, in principle, candidates for standing in causal relations,
meaning that they should not already be related non-causally, for example
by definition, as parts and wholes, or indeed by supervenience. This is to
the effect that they should be able to take their different values completely
independently of each other, i.e. they are independently fixable in principle.
The definition (MIF ) includes this requirement by limiting the applicability
of the notions of direct and contributing cause to IF-compatible variable
sets. In figure 4.1 this is represented by the square brackets around S and
Z, which are the only other variables in V besides X and Y. I have added
the red ellipse as a depiction of V, since without it, it would be unclear
which variables fall under which restrictions with regard to definitions (MIF )
and (IVIF ), which have different domains of application. The definition
(IVIF ) also accounts for the IF-criterion, but since interventions are not
relativized to a variable set (and for good reason, see page 94) it cannot
account for it by excluding variables from any such set. Rather, variables
that stand in non-causal dependence relations with variables in the set under
consideration are exempted from being controlled for under an intervention.
In the graph this is represented by allowing relations (causal and statistical)
between I and P and Q, which are variables that stand in non-causal
dependence relations with X and Y. In applying the IF-criterion in this way
I follow several authors, notably Eronen and Brooks (2014), Yang (2013)
and Weslake (forthcoming).
I understand that these definitions by themselves do not offer too much
by way of explaining why it is so important to not choose the variables in
V arbitrarily (but see section 3.3.2 for extensive discussion). In the next
section this should become more clear however, as I discuss examples of this
theory in action. These will show the value of the restrictions introduced
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with regard to the IF-criterion. Before I proceed though, a brief word on
the differences between Davidson and Woodward.

4.4.1

Davidson vs. Woodward on causation

Trying to combine the metaphysics of Davidson with Woodward’s ideas
about causation may look like an invitation for trouble. At first glance the
authors appear to hold opposite opinions on that topic. Davidson conceives
of causation as necessarily involving strict laws, and the central claim of
anomalous monism is that mental events are causally efficacious only in
virtue of being token-identical with physical events. It is only physical events,
after all, that can be subsumed under strict laws of nature—which is required
for causal explanations in the deductive-nomological model (DN-model) to
which Davidson adheres (see section 2.1.2). As such Davidson’s account
of causation seems to make essential use of laws of nature, characterized
as exceptionless generalizations.5 Woodward, on the other hand, is very
vocal in his rejection of the DN-model of explanation, dedicating a full
chapter of his Making Things Happen (chapter 4) to discussing the model’s
limitations and counter-examples. It may appear, therefore, that Davidson
and Woodward do not make for a natural fit.
I feel this appearance may be deceiving. Davidson’s general metaphysical
approach (reality being extensional to our descriptions of it, and the categorization of particulars into things and events) is not essentially linked to any
particular theory of causation, and as I have shown in chapter 3 (particularly
section 3.1.1), Woodward’s theory of causation is certainly not incompatible
with these ideas. Moreover, the way Davidson uses laws in explanation seems
to be less restricted than what is implied by the DN-model. To explain
this, let me first reiterate how Woodward uses the notion of invariance
(see section 3.1.1). That regularity is essentially connected to causation
is recognized by Woodward: “according to a manipulationist account of
causation, if a relationship is to qualify as causal, it must be invariant under
5

There has been much debate over this characterization of natural laws. See, e.g.,
Hempel (1965), Salmon (1989) and Cartwright (1983).
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some interventions” (Woodward 2003, p. 69).6 Here we see that “the notion
of invariance under interventions is intended to do the work (the work of
distinguishing between causal and merely accidental generalizations) that
is done by the notion of a law of nature in other philosophical accounts”
(ibid., p. 16). The crucial difference between invariant generalizations and
causal laws, is that invariances need not be strict, and only need to hold
under certain conditions. Strict laws, according to Woodward, are “just one
kind of invariant generalization” (ibid., p. 17), and he argues against the
idea that all causal explanations must be backed by that limited subclass.
Invariant generalizations that need not be strict sound a lot like the
non-strict laws that Davidson explicitly allows for. While in his argument
for anomalous monism he makes ineliminable use of the distinction between
strict and non-strict laws, Davidson does characterize the latter as “legitimate laws” (Davidson 1995, p. 266), citing the laws of such sciences as
geology, biology, economics, sociology and psychology as examples. He does
not object to using these in explanations, writing that “if you want to call
certain undeniably important regularities laws—the familiar regularities
that link the mental with the mental (as formulated, for example in decision
theory) or the mental with the physical—I have no objection” (Davidson
1993, p. 9). This indicates a tension in Davidson’s work. The main claim
of anomalous monism that mental events are only causally efficacious in
virtue of being token-identical to physical events, seems to be at odds with
Davidson’s own stance that events are physical only as described, and that
no events are causally efficacious “‘as’ anything at all” (ibid., p. 6).7 This
6

Woodward defines invariance as follows:
A generalization G (relating, say, changes in the value of X to changes
in the value of Y ) is invariant if G would continue to hold under some
intervention that changes the value of X in such a way that, according to
G, the value of Y would change—‘continue to hold’ in the sense that G
correctly describes how the value of Y would change under this intervention.
A necessary and sufficient condition for a generalization to describe a causal
relationship is that it be invariant under some appropriate set of interventions.
(Woodward 2003, p. 15)

7

See section 2.3.2 for a discussion of more criticisms of Davidson’s theory of causation.
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tension shows, at the very least, that Davidson struggled with the requirement
It may simply be that at the time of Davidson’s writing, the DN-model was
‘the only game in town’, and that had a theory of causation that allowed
for causal explanations based on non-strict laws been available, Davidson
would have supported that.
Yet given Davidson’s actual writings on the subject, one is certainly
justified in pointing out friction between these authors. The cause-law thesis
is a pillar of Davidson’s characterization of causation (see section 2.1.2)
as well as one of the three central assumptions of anomalous monism (see
section 2.2). I should not downplay the difference nor make any assumptions
about what Davidson would have thought of interventionism, but I do believe
that combining a large part of Davidson’s metaphysics with interventionism
as a theory of causation is certainly not impossible, nor do I believe there
to be an inherent friction. In any case, whether Davidson would agree or
not, I think they connect nicely.

4.5

Compatibilism in action

In the previous section I produced definitions specifying conditions under
which some variable X can be said to cause some other variable Y. In order
to make this theory of causation more tangible, and in order to connect
it with the other elements of the metaphysics under discussion, I shall
now discuss an example of a causal relation. I shall specifically focus on
what happens when variables stemming from different taxonomies become
involved in one causal model (i.e. when non-causally related variables appear
together), for that will show how the restrictions relating to independent
fixability included in the theory of causation enable causal compatibilism.8
Let us take a causal claim stated in one vocabulary, e.g. that of psychology. Such a claim could be ‘Manuel went to the fridge because he wanted
a slice of cheese’. The interventionist analysis of this statement proceeds by
8

For a series of examples explaining all the basic restrictions of interventionism step
by step, please refer back to section 3.1.2.
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expressing the cause and effect in terms of variables with a certain value:
X : Manuel wants a slice of cheese.
Y : Manuel walks to the fridge.
For this claim to be well-constructed, these variables need to be such
that it is conceivable that they take different values (see section 3.1.1). In
this case what Manuel wants (or whether he wants anything at all) and
where Manuel walks (or whether he walks at all) could certainly conceivably
be different. For this claim to be true, there needs to be a variable set that
includes X and Y (and, given (MIF ), no other variables that are not fixable
independently of X and Y ), such that there is a possible intervention on
X that changes the value of Y. The intervention needs to comply with all
the restrictions laid down in (IVIF ), and—importantly—the intervention is
not part of the variable set relative to which the causal claim is being made
(otherwise the intervention variable would need to be held fixed, according
to (MIF )). The causal graph representing this causal relation, in its simplest
form, looks like figure 4.2, which is a well-constructed causal graph.

I

X

Y

Figure 4.2: An intervention I, exogenous to variable set V (indicated by the red ellipse)
changes X, which in turn causes a change in Y. This is the well-formed graph
expressing the claim ‘Manuel went to the fridge because he wanted a slice of cheese’.

The variable set under consideration in this graph is very small indeed,
consisting only of Manuel’s desire for some cheese and his behavior of walking
to the fridge. In a real-life situation there will likely be more variables the
psychologist will want to include in the ‘system’ under consideration, and
she could do so freely and depending on her research interests, as long as
the variables are independently fixable from the other variables in the set.
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Perhaps Manuel’s cat is sleeping on the couch next to him (C : The cat is
sleeping on the couch). In order to affirm the causal relation between X and
Y, (MIF ) dictates that C must be kept fixed while the intervention takes
place, since the intervention on X must change Y while other variables
in V are kept fixed (see figure 4.3). The intervention on Manuel’s desire
for some cheese (eliminating it by telling him it is bad for his health, for
example) should not wake up the cat, who might then start meowing and
cause Manuel to go to the fridge for cat food.

I

X
Y
[C]

Figure 4.3: An intervention I, exogenous to variable set V (indicated by the red ellipse)
changes X, which in turn causes a change in Y, while other variables in V (in this
case C ) are held fixed (indicated by the square brackets around them). This is the
well-formed graph expressing the claim ‘Manuel went to the fridge because he wanted
a slice of cheese (and not because the cat meowed)’.

Manuel wanting some cheese, and the cat sleeping on the couch, are both
events, and as such they can potentially be triggering causes of the effect.
That is: they can both explain why Manuel walked to the fridge now, rather
than at some other time. He walked to the fridge now, because he wants
some cheese now, or because—if the cat woke up and started meowing—the
cat prompted him to do so. Alternatively we could have added things to the
causal model, which—as discussed on page 158—can feature as structuring
causes of the effect. They would explain why, given a certain trigger, this
effect occurs rather than another. An example of this could be a property of
Manuel himself: the fact that he is able-bodied. That Manuel is able-bodied
explains why, given the event of him wanting a slice of cheese, he walks to
the fridge. If Manuel had a broken leg, the same trigger would have caused
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him to use his wheelchair to move there, or to ask his cat to get some cheese
for him (which, admittedly, would betray a misplaced optimism about there
being a causal relation between asking your cat for anything, and it getting
done).
There may also be factors not included in the system under consideration,
which an ideal intervention should still account for. If our intervention was
a cause of some other variable P which, independently of X, causes Y, then
it would not be a proper intervention and fail to establish the causal link
between X and Y. Say, for example, that we tell Manuel that cheese is bad
for him and that it is ‘much worse than yogurt’, and we thereby instill in
him a desire for yogurt (P : Manuel wants yogurt) that causes him to go to
the fridge. Even though we may not have included P in our variable set
(and therefore do not have to keep its value fixed), the fact that it is caused
by I and causes Y disqualifies the intervention. We should therefore ensure
that our intervention is not a cause of other causes of Y that lie outside
the variable set (see figure 4.4).9
So far these considerations have been straightforward. Now let’s complicate matters by introducing a neuroscientific point of view. Say Manuel
is observed not just by a psychologist but also by a neuroscientist. Rather
than citing Manuel’s desire for a slice of cheese as a cause of him walking to
the fridge, the neuroscientist concludes it was specific neural activity in his
brain that did the trick. She describes the same situation as ‘Manuel went
to the fridge because of specific neural activity in his brain’. As such a new
variable Z is introduced to the discussion:
Z: There is specific neural activity in Manuel’s brain.
We now find ourselves in a situation in which variables stemming from
divergent taxonomies come into play: different vocabularies are used to
describe the system under consideration, and the variables they supply
9
Of course in practice this is very hard if not impossible to ensure. Interventionism
specifies the “conditions that would need to be met in an ideal experimental manipulation”
(Woodward 2003, p. 14), and the closer we get in practice to that ideal the more certain
we can be of our causal claims.
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P

I

X
Y
[C]

Figure 4.4: An intervention I, exogenous to variable set V (indicated by the red ellipse)
changes X, which in turn causes a change in Y, while other variables in V (in this
case C ) are held fixed (indicated by the square brackets around them), and where I is
not a cause of any cause P of Y that lies outside the variable set under consideration.
This is the well-formed graph expressing the claim ‘Manuel went to the fridge because
he wanted a slice of cheese (and not because the cat meowed, nor because he wanted
yogurt)’.

refer to overlapping parts of reality. As such they cannot all take their
values independently, i.e. some of them are not independently fixable.
The big question is how we should deal with variable Z. This is where we
enter the territory of the causal exclusion problem, and where we should
take extra care to follow the rules specified by the interventionistic theory
comprised of (MIF ) and (IVIF ). The crucial difference between Z on the
one hand, and C and P on the other, is that unlike the latter Z is not
fixable independently from X ; Z and X stand in a relation of non-causal
dependence. Whereas whether the cat is sleeping on the couch is independent
from whether or not Manuel wants some cheese (these variables can take
their different values independently from each other), there is agreement
between the psychologist and neuroscientist that it is not possible that X
changes without Z changing, i.e. it is not possible that there are changes in
the world that would require an update to the psychological characterization
of Manuel, while his neurological characterization remains unchanged (and
correct). In other words: the psychological variable supervenes upon the
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neurological variable.
First let’s discuss how not to deal with Z. There are two potential
errors here, both of which are symptoms of not correctly accounting for the
non-causal relation between X and Z. The first error would be to treat Z
as we did C, namely by including it in the variable set under consideration.
This would yield the causal graph in figure 4.5, to which (MIF ) does not
apply because it ranges over IF-compatible variable sets only, i.e. sets whose
variables are independently fixable. No non-causal dependence relations are
allowed between variables within set V, and the graph does not conform
to this restriction. It is therefore not well-formed; not a proper target for
causal analysis.

I

X
Y
Z

Figure 4.5: This graph is not well-formed, since two variables that stand in a relation
of non-causal dependence are included in the variable set V. Since this graph is
incompatible with (MIF ), no causal claims can be derived from it.

The second mistake is to treat Z like we did P, i.e. by viewing it as a
variable outside the set under consideration which is an independent cause
of Y, and which may therefore not be caused by I (see figure 4.6). Because
X supervenes on Z, any intervention on X is necessarily also a cause of Z,
which means that this graphs seems to show that X is not a cause of Y,
because of I ’s relation with Z. However, to reject the causal claim that X
causes Y because of a causal relation between I and Z, is in violation of
(IVIF ), since variables that stand in a relation of non-causal dependence
with the putative effect are exempted from this restriction (see page 160).
The error being made in both these cases is similar, and stems from
an incorrect treatment of non-causally related variables within a directed
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Z

I

X
Y
[C]

Figure 4.6: If Z were erroneously treated as a regular cause of Y that lies outside V, and
which is also an effect of I (such that there may not be a causal relation between I
and Z ), then the conclusion that X causes Y is blocked. However, the restriction
(indicated by the red cross) is unjustified, because of the non-causal dependence
relation between Z and X.

graph. The core of the issue is that X and Z are treated as potential causal
rivals, which would justify depictions as in figures 4.5 and 4.6. Yet X and
Z are related to each other in a non causal way (they are non-causally
dependent), and “failures of independence should be thought to undermine
genuine causal redundancy or rivalry” (Thomasson 2006, p. 347).
So how should variable Z be dealt with? Can the theory of causation
comprised of (MIF ) and (IVIF ) offer any insight with respect to the relation
between the psychological and neurological accounts? Can we represent our
different perspectives upon the world in a single directed graph? I believe
we can: see figure 4.7. In this graph we see both X and Z depicted as causes
of Y, as well as the supervenience relation between X and Z. Crucially,
however, we see that the causal relations between Z and Y on the one hand,
and X and Y on the other, hold relative to different variable sets (indicated
by the red and blue ellipses). So while it is true that this graph depicts X
as a cause of Y, and Z as a cause of Y, it does not follow that either cause
is in competition with the other. Instead, the causal claims are depicted
as being independent from each other. So while both the neuroscientist
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and psychologist can feel their claim represented, it is not the case that the
neuroscientific variable is listed as the cause of Manuel’s behavior instead of
(or over and above) the psychological variable (or vice versa). As such this
one directed graph includes “noncompeting representations of one and the
same system” (Eronen 2012, p. 222). In layman’s terms: they are different
(non-conflicting) perspectives on the same series of events. They are simply
different ways of talking about what is going on. That this is so is strongly
hinted at by the fact that the psychological description of the cause cannot
change without there being a change in the neurological description (i.e.
the former supervenes on the latter), and that any intervention on X is a
common cause of a change in Z.10

Z
I
X

Y

Figure 4.7: Depiction of X, Z and Y in a directed graph, in a manner compatible with
(MIF ) and (IVIF ). Both Z and X are given as causes of Y, though not in rivalry
with each other (i.e. relative to different variable sets).

If (MIF ) and (IVIF ) had not included the restrictions relating to independent fixability in the manner they do, the graph in figure 4.7 would have
looked differently. Without the restriction included in (MIF ) limiting it to
IF-compatible variable sets, Z would have been allowed in the same variable
set as X. This would have yielded a situation as depicted in figure 4.5. From
10

The reverse does not hold, i.e. it is not the case that any cause of Z is a common
cause of X. The supervenience relation is asymmetrical, and the situation depicted in 4.7
only reflects cases in which the intervention I is a cause of X.
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that the causal relation between X and Y could not have been established,
since then Z would have needed to be held fixed under an intervention on X
with respect to Y, which, given the supervenience relation between X and
Z, is impossible. If one follows the strategy employed by Woodward (2008a),
which is to not exclude variables that stand in non-causal dependence relations but to merely exempt them from having to be held fixed, figure 4.5
would be a well-formed causal graph. However in this case Baumgartner is
right to say it amounts to epiphenomenalism with respect to the supervening
variable. After all, the manipulability relations in that graph are exactly
the same as what is pictured in figure 4.8, i.e. a graph in which no causal
relation between Z and Y is assumed (see the discussion in section 3.2.4).

I

X
Y
Z

Figure 4.8: This graph has the same manipulability relations as graph 4.5, meaning that
if Z is allowed in V and exempted from being held fixed under interventions on X (as
Woodward proposes), the causal relation between Z and Y may as well be abolished.

Likewise, if clauses iii. and iv. of (IVIF ) had not included exemptions for
non-causally related variables, we would have ended up with a situation as
depicted in figure 4.6. From that, the causal relation between X and Y (or
the one between Z and Y for that matter) also does not follow, since then
X being a cause of Z would have disqualified it from being causally related
to Y, even though Z is not part of the same variable set. The directed
graph in figure 4.7 is therefore only compatible with the theory of causation
comprised of (MIF ) and (IVIF ), not with Woodward’s original theory nor
with his modified theory, and offers a way of visualizing or interpreting
causal claims that involve variables that are related non-causally.
This example concludes the introduction of the causal theory that enables
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causal compatibilism. In the upcoming final chapter I shall summarize the
positions’ strengths and apply it more specifically to the causal exclusion
problem as it was articulated by Jaegwon Kim (as introduced in the first
chapter).

5 | Conclusion: metaphysics
for mind
It is time to close the circle and bring the discussion back to the causal
exclusion problem as it pertains to mental causation in particular. In the
first chapter I introduced this issue and took up Horgan’s challenge to
articulate the causal compatibilism needed for any nonreductive physicalist
position with respect to the mental. My discussions of Davidson’s anomalous
monism and Woodward’s theory of causation in chapters two and three
have given me the ammunition to do so in the previous chapter. In effect,
the theory of causation I presented there offers a method for constructing
multidisciplinary explanatory models, that can include causal and non-causal
relations, and represent multiple, non-competing explanatory vectors.1 Now,
in this final chapter, I shall explicitly reflect on how this method meets
Horgan’s challenge in the context of the causal exclusion problem as it was
articulated by Kim (1998).

1

See Janssen (2019) who introduces the ‘web model of explanation’, which has a
similar aim and in which she distinguishes between multiple sorts of non-causal dependency
relations: synonymity, kind-of and component-of. I believe the restrictions relating to
independent fixability, as included in the theory of causation presented in the previous
chapter, can prove a valuable addition to her web model, in that they prevent issues of
causal exclusion that may arise in such multidisciplinary models.
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Meeting Horgan’s challenge

As I have shown in the previous chapter, I believe that a specific version of
Woodward’s interventionistic theory of causation—comprised of (MIF ) and
(IVIF ), see page 160—allows for causal relations in directed graphs that
include non-causally related variables. In virtue of the inclusion of a depiction
of the boundaries of the variable sets relative to which causal relations are
drawn, one is able to see how a causal claim featuring a supervenient
phenomenon can be both well-constructed and not in competition with
other variables that are causally related to the same effect, but relative to
different variable sets. The manner in which this causal theory implements
restrictions with respect to independent fixability of variables in directed
graphs is key here, and, with respect to the challenge posed in the first
chapter, forms a concrete implementation of the ‘level-parameter’ called for
by Horgan:
A single phenomenon can perfectly well be subject to a variety of different causal explanations, involving properties from a
variety of different counterfactual-dependence patterns at different descriptive/ontological levels. Often various different causal
and explanatory claims with respect to a given phenomenon, involving properties from various different descriptive/ontological
levels, all will be objectively true, since each is grounded in some
objective counterfactual-dependence pattern. But the different
kinds of causal and causal-explanatory claims will be tethered
to different contexts of causal inquiry—contexts in which the
level-parameter has different settings, involving different kinds
of objective counterfactual-dependence pattern. (Horgan 2001,
p. 102)
Crucially though, this implementation of the level-parameter does not
restrict causal relations to only those between variables from a single level,
such as mental-to-mental or physical-to-physical. Rather the level-restriction
only applies to individual variables, which may not be included in a variable
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set together with other variables that are non-causally related to them.
The theory advocated here does not place any limitations on ‘inter-level’
causal relations in general. In fact, a re-interpretation of the classical Kimstyle diagram of mental causation shows that any causal relation between
supervening and subvenient level phenomena can hold, as long as they are
interpreted with respect to a well-formed variable set—see figure 5.1. That
graph is a depiction of the four well-formed causal claims that P causes
P*, P causes M*, M causes P* and that M causes M*, showing at the
same time the supervenience relations between M and P, and M* and P*.
The causal claims are each made with respect to different variable sets, or,
as Ryle would say, “in another logical tone of voice” (Ryle 1949, p. 23).
Because of this, none of the causal relations depicted are in competition
with each other. This checks off another property of the causal compatibilist
position called for by Horgan:

The fact that certain phenomena are susceptible to multiple
causal explanations, involving natural properties from different
levels in the hierarchy of the sciences, is not properly considered
a matter of “causal overdetermination.” Overdetermination
is instead an intra-level notion, and is governed by the same
contextually variable parameters that typically govern the notion
of a causal property. (Horgan 2001, p. 104)

Again though, the theory of causation defended here shows how one
can be more specific about the relevant restrictions, and more inclusive
about which sorts of causal claims are well-formed than the picture Horgan
painted here. Rather than overdetermination being an ‘intra-level’ notion,
it is an ‘intra-variable-set’-notion, and variable sets may include variables
from different levels in the hierarchy of sciences. The ‘contextually variable
parameters’ Horgan envisions do not have to preclude inter-level causal
relations.
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M

M∗

P

P∗

I

Figure 5.1: Classical Kim-style mental causation diagram, showing ‘downward’, ‘upward’
and ‘horizontal’ causal relations, as well as supervenience relations. Each of the
causal relations is relative to a different well-formed variable set that does not
include non-causally related variables. Moreover, none of these causal relations are
depicted as being in competition and as such they are all compatible. There is no
overdetermination, no fear of causal exclusion, and complete causal compatibilism.

5.2

On the nature of mental variables

This causal theory enables one to freely include any mental variables in
directed graphs, and relate them causally (within variable sets) and noncausally (across variable sets) to non-mental variables, without fear of causal
exclusion issues. From a Davidsonian perspective, variables in general,
including variables stemming from a mentalistic vocabulary, can refer to
(properties of) things or events (see section 4.2). These can feature as
structuring or triggering causes in causal models (see page 158). This offers
a handle on how to think about the nature of the mental. Mental variables
can refer to events, like the event of me wanting coffee or me playing chess.
These are examples of a person being engaged in activities we label as mental
(i.e. they are defined or described in terms of a mentalistic vocabulary).
Mental events, being events, can be both triggering and structuring causes.
They can explain why certain effects are caused now, like how me wanting a
cup of coffee explains why I take the stairs down to the coffee corner when
I did. Likewise they can be structuring causes: me being engaged in an
intense game of chess causes me to become agitated, rather than happy,
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when asked whether I would like to join my colleagues for lunch.
Mental variables can also refer to (properties of) things, which can (only)
act as structuring causes. For example, if one is so inclined to distinguish
occurrent from dispositional mental states (see for example Schwitzgebel
2002), one could define dispositional mental properties as those properties of
a person that cause them to behave in a certain way given certain triggers.
My belief that there is coffee in the coffee corner (the structuring cause),
causes me to go to the coffee corner when I want coffee (the triggering cause),
rather than elsewhere. In other words, some of our properties (i.e. some
properties of things) may be labeled as mental, depending on which sort
of behaviors they cause given certain triggers. In a similar vain, one could
argue that having a human brain is a mental property, since it enables (or
is required for) many of our mental activities, or that having large muscles
is an athletic property, due to the feats of athleticism they enable.
Having a clear grasp of the nature of mental variables gives structure to
psychological, neurological and—importantly—multidisciplinary empirical
research on the mental. In investigations involving directed graphs that
feature variables from both disciplines, non-causal relations such as those
between a mechanism and its parts can be featured. The neural mechanism
(and its intricate internal causal relations) that allows for mental activities
to be performed can be included in the same directed graph that shows the
relation between the mental activity as a whole and its effect, as well as the
non-causal relation between the mental activity and the underlying mechanism. Likewise, temporal parts of a mental event can be related causally
to temporally separated parts of its underlying mechanism (as proposed in
Krickel 2017 and Krickel 2018). As long as, within directed graphs, wholes
are not included in the same variable sets as their contemporaneous parts
(which would violate the criterion of independent fixability), no issues of
causal exclusion will arise even in the face of inter-level causal relations.
In the same way, i.e. following the restrictions laid down in (MIF ) and
(IVIF ), mental properties of things can be included in the same investigatory
scheme as the physical properties upon which they supervene. As long as
the restrictions are respected, this causal theory guarantees that doing so
will not lead to exclusionary worries.
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So overall, even if mental concepts are not identical to or reducible
to physical or neural concepts, this does not stop us from constructing
well-formed causal models featuring mental variables in causal relations
with non-mental properties. Such multidisciplinary directed graphs offer a
way to express and investigate the relation between concepts from various
sciences—be they neuroscience and psychology, or any two fields whose
concepts supervene upon each other.

5.3

Mental causation enabled

Coming back to the theory of causation, it is important to stress that while
the choice for which (non-causally related) variables to include in a set is
subjective, i.e. depends on one’s interests and purposes, once a variable set
is fixed, the rules of interventionism make it a perfectly objective matter
whether or not a certain causal relation holds. Remember that while some
variable is a cause of another relative to some variable set, the intervention
meant to establish whether or not that relation holds is not so relativized
(see page 94). It is therefore impossible to fabricate causal relations by not
including certain variables in the set under consideration, since any such
variables would still need to be controlled for under the intervention. Except,
of course, if these variables stand in non-causal relations to variables which
are included in the set—controlling for these would be a misapplication of
the theory. This is another result which is exactly in line with the causal
compatibilism envisioned by Horgan:
This is not causal irrealism, or explanatory irrealism. For, the
relevant counterfactual dependence patterns are all objectively
real. Given a contextually fixed value of the level-parameter,
it is a perfectly objective matter that certain properties are
causal, and that certain phenomena are causally explainable
by appeal to the instantiation of those properties. Causation
and causal explanation are perspectival and interest-relative, to
be sure. But they are also objective, because they involve the
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way particular phenomena fit into real, objective, patterns of
counterfactual dependence. (Horgan 2001, p. 105)
We have now come to the point where the underlying mistake of the
causal exclusion problem is laid bare. The issue arises as the result of an
improper inclusion, in a single variable set, of a mental phenomenon and
the physical phenomenon upon which it supervenes. As such the mental
phenomenon and its supervenience base are depicted as causal rivals, which
prompts exclusionary worries. However, in including both variables in
the same set, the restriction included in (MIF ) that no variables that are
not independently fixable may be included in the same variable set, is
broken. Under normal conditions this restriction is naturally adhered to,
but in discussing the case of mental causation the simultaneous focus on the
supervenience bases of mental phenomena is tempting us to break it. Given
the fact that causal relations are not usually explicitly analyzed in relation
to a specific variable set, and that requirements for variables in that set are
not usually explicitly discussed, this is an oversight that is understandable.
Once again, the causal theory advocated here allows us to give a detailed
story that underlies Horgan’s analysis:
causal exclusion reasoning goes wrong because it wrongly
treats the notions of causation and causal explanation as though
they were not governed by an implicit level-parameter, when in
fact they are. If one ignores the level-parameter (which is easy
to do, since it is not explicit), then it will appear that properties
are either causal or non-causal, simpliciter —and thus that the
causal closure of physics just leaves no room for other properties
to be causal. (ibid., pp. 104–105)
With that, I believe the challenge introduced in the first chapter has
been met. The combination of (MIF ) and (IVIF ) offers a practical theory of
causation that correctly and explicitly embodies restrictions which are usually implicit in our causal talk. The extensional interpretation of variables
in a directed graph helps us keep in mind that when variables supervene
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on others, this is because they refer to overlapping parts of reality. That
realization, coupled with the explicit restrictions on variable sets and interventions, helps avoid exclusionary worries and enables a position of causal
compatibilism. The causal efficacy of mental phenomena is not threatened
by the fact that their subvenience bases are causing the same effects. In
fact, both can be included in a single directed graph which even recognizes
their relation of supervenience, as long as any causal relations are drawn
relative to variable sets that do not include both the mental phenomenon
and its supervenience base. This framework lets us conclude, without reservations, that mental phenomena (and supervenient phenomena in general)
are causally efficacious, and therefore helps support robust realism with
respect to irreducible mental phenomena. It also makes clear what the error
is that gives rise to the causal exclusion problem, and offers a method for
avoiding it.
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Dupré, John (1983). “The Disunity of Science”. In: Mind 92.367, pp. 321–
346.
Eronen, Markus I. (forthcoming). “Interventionism for the Intentional Stance:
True Believers and Their Brains”. In: Topoi.
— (2012). “Pluralistic physicalism and the causal exclusion argument”. In:
European Journal for Philosophy of Science 2, pp. 219–232.
Eronen, Markus I. and Daniel S. Brooks (2014). “Interventionism and Supervenience: A New Problem and Provisional Solution”. In: International
Studies in the Philosophy of Science 28.2, pp. 185–202.
Feigl, Herbert (1958). “The ‘Mental’ and the ‘Physical’”. In: Minnesota
Studies in the Philosophy of Science. Vol. II: Concepts, Theories, and
the Mind-Body Problem. University of Minnesota Press.

186

BIBLIOGRAPHY

Fodor, Jerry A. (1968). Psychological Explanation. New York: Random
House.
— (1981). Representations. Philosophical Essays on the Foundations of
Cognitive Science. Sussex: The Harvester Press.
— (1989). “Making Minds Matter More”. In: Philosophical Topics 17.1,
pp. 59–79.
Francken, Jolien and Marc Slors (2014). “From commonsense to science, and
back: The use of cognitive concepts in neuroscience”. In: Consciousness
and Cognition 29, pp. 248–258.
Gibb, Sophie (2006). “Why Davidson is not a Property Epiphenomenalist”.
In: International Journal of Philosophical Studies 14 (3), pp. 407–422.
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Summary
An economist looks at the world and sees trade practices, market prices and
financial institutions. A biologist sees ecosystems, species of animals and
plants, and the processes of organic life. Similarly geophysicists, neuroscientists and social scientists all have a different ‘lens’ through which they
view the world. Each of these lenses comes with its own unique vocabulary.
Concepts like cells, marketplaces, and tectonic plates are specific to the
way the various sciences describe the world. While the ‘specialized sciences’
mentioned so far each cover only a part or a certain aspect of reality, there
is one science that aims to cover all of it: physics. Through the lens of
fundamental physics all of reality is visible, whereas the applicability of
sciences like economy is much more limited. Economists don’t do very well
on Mars (as of yet), whereas there is nothing in reality that is outside the
purview of physics.
While the specialized sciences do not describe the whole of reality, they
nevertheless appear to be valid enterprises. Their limited focus does not
warrant that we should discard the lenses of economy, biology and chemistry.
Yet in a way, legitimizing their continued use takes the length of this
dissertation. Why is that? It is because some philosophers believe the
various perspectives of the sciences upon the world may be in competition
with each other, rather than complementary. In particular, there is a certain
sentiment in favor of the idea that fundamental physics gives the only ‘real’
description of the world. Our other lenses are either replaceable by the
lens of physics, or do not even show real phenomena. The concepts from
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the vocabularies of special sciences should therefore either be reduced to
physical concepts or discarded. Why this perceived rivalry?
For this we can blame the causal exclusion problem. This fundamental
problem within philosophy of mind primarily concerns the legitimacy of a
single area of science: psychology. It is, however, just a specific instance
of a problem that bears on the special sciences in general. In tackling the
causal exclusion problem, which is the main goal and principle focus of this
dissertation, I am therefore not just defending the legitimacy of psychology,
but that of all the non-fundamental sciences.
To understand why the causal exclusion problem threatens the legitimacy of psychology, you must consider what makes a science legitimate in
the first place. What justifies continued use of a particular scientific lens?
Be it the lens of psychology or any other? Primarily it is this: that the
phenomena it allows us to see (like market price, cell-division or desires),
are real phenomena. After all, a science that refers to thetans or phlogiston,
phenomena that are not real, should rightfully be dismissed. A lens that
shows things that are not there is a bad lens. This is why astrology is discarded as a pseudo-science: the patterns it sees are not real. There is, moreover,
a second criterion that determines the legitimacy of a special science: the
phenomena it shows should only be visible through that particular lens.
Otherwise we might as well discard it, for it would be redundant. If a field
of science is to be truly legitimate, it should offer us a unique perspective
upon the world—it should be irreplaceable.
Is psychology an irreplaceable science that deals with real phenomena?
Many philosophers do indeed believe that psychology offers a unique perspective upon human behavior. While our mental episodes certainly depend
upon our brain, we cannot simply reduce thoughts, desires, fears and other
mental phenomena to types of brain state. To say that our minds are
simply our brains is an untenable oversimplification. Psychology, it is believed, highlights patterns of human behavior that cannot be translated into
neurological or physical patterns.
So psychological phenomena are irreducible, but are they real? What
makes anything real? The most basic criterion is this: that the phenomena
in question are causally efficacious. That means that they cause something,
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or have some sort of effect. Put differently: it should make a difference to
the world (however small or insignificant) whether or not they are there. To
say of something that it exists, but has no effect whatsoever, that it makes
no difference to the world at all, is to say that, in fact, it does not exist. Do
psychological phenomena make a difference to the world? Are thoughts and
other mental states causally efficacious?
In the first chapter of this thesis, I show that it is precisely this characteristic of mental phenomena that is seriously threatened by the causal
exclusion problem. Why is that? To put the problem in simple terms: every
time any mental phenomenon causes some behavior, there is an underlying
brain state that appears to do all the actual causal work. Mental phenomena,
so it seems, do not cause anything. They are excluded from having causal
efficacy. If I want a beer, and that causes me to walk to the fridge, was it
my desire for beer that caused my action, or was it rather the brain state in
which my desire was rooted? There must be such a neurological or physical
state, since mental phenomena do not exist separate from the physical world,
in some immaterial soul. We deem them to be firmly rooted within the
physical world, particularly in our brains. But if that is true, then why
don’t we say it is the brain doing the work (neuroscience tells us it does,
after all), rather than the mental phenomenon? And if the mental state
does nothing, if it is not causally efficacious, we may as well consider it to
not exist, and we should demote the science of psychology to the status of
pseudo-science. As an alternative response, we could give up the desire for
irreducibility and say that mental states simply are the brain states, and
therefore causally efficacious. But then too we undercut the legitimacy of
psychology, for it no longer offers a unique perspective upon the world—we
may as well replace it by neuroscience.
We find ourselves in a predicament. Either psychology studies irreducible
phenomena that are not causally efficacious and therefore not real, or the
phenomena are real, but they are simply neural phenomena. In both cases
the legitimacy of psychology as a science is undermined. What is worse, the
same problem applies to brain states, which are, after all, rooted in chemical
and ultimately physical states. The causal exclusion problem threatens all
the phenomena investigated by the special sciences with either elimination
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or reduction to fundamental physics.
The first step in solving the problem, is to determine what exactly the
problem is about. While the special sciences may have wholly different
vocabularies, they do not describe wholly different worlds or realities, but
rather the same world. Ultimately, mental phenomena are not separate
from physical phenomena, for every specific mental phenomenon can also
be described in physical terms (and possibly other terms as well). This
underscores the point that the causal exclusion problem is not about relating
different realities to each other. We need not bridge a gap between mental
and physical realms. The question is rather how we should deal with having
multiple, irreducible descriptions of a single reality. The discussion is not
about what is out there in the world, but rather about whether it adds
anything to look at the world in multiple ways. This viewpoint of ontological
monism and conceptual pluralism is Donald Davidson’s, and I introduce it in
chapter two. Davidson’s analysis helps me display the precise nature of the
causal exclusion problem: as so many issues in philosophy, it is ultimately a
conceptual problem.
While I believe the above is an important step in mitigating the causal
exclusion problem, Davidson’s solution (a position called anomalous monism), does not get us all the way there. This is because Davidson clings to
a notion of causation which was very dominant at the time: the idea that
wherever there is causation, there must be a strict causal law that covers the
case. This nomological theory of causation states that whenever some event
causes another, this is in virtue of there being a causal law that covers such
cases. Why did throwing the brick against the window cause the window to
break? Because there is a causal law that says that every time a brick is
thrown against a window with sufficient force, the window will break.
This creates an apparent problem, since there do not seem to be strict
laws when it comes to mental phenomena. Sure, when I want a beer I
usually go to the fridge to get one. But only if I also know that there
are in fact beers in the fridge, and only if I do not also want to adhere
to my desire to drink less alcohol, or one of a plethora of other possible
considerations. Strict regularity is simply nowhere to be found when it
comes to the effects of mental phenomena. So, if mental phenomena are
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not covered by strict laws, and if causation requires strict laws, then how
can mental phenomena be causally efficacious? Davidson was very much
aware of this conundrum, and he solves it by stressing that every mental
phenomenon is also a physical phenomenon (that is, each individual mental
phenomenon can also be described in physical terms), and that described as
a physical phenomenon there are causal laws to cover it. As such all cases
of mental causation are covered by physical causal laws.
But, his critics say, does that really save the legitimacy of the psychological lens upon the world? While Davidson’s position grants mental
phenomena causal efficacy, they are only efficacious in virtue of falling under
physical causal laws. Only described as physical do we recognize them to be
causally efficacious. Describing them in mental terms adds nothing to our
understanding of the difference they make to the world. If the psychological
lens makes no difference to our understanding of causal relations in reality,
if by itself it does not show us causally efficacious phenomena, we may as
well discard it. Davidson has failed, so say his critics, and I agree. Saving
mental causation by deferring to physical causation does nothing to support
the legitimacy of psychology.
So then, what is next? My strategy is to critically look at the notion
of causation used by both Davidson and his contemporaneous critics. The
idea that wherever there is causation there must be a strict law has recently
been forcefully criticized by James Woodward. He offers a competing theory
of causation: interventionism. For interventionists, what makes something
a cause is simply that it is a ‘control knob’ for manipulating something
else. If I can change, for example, the temperature of the water running
from a faucet by adjusting a handle (and I take care to do so carefully,
while excluding confounding factors), that and that alone is what makes
the handle a cause of the change in water temperature. There need not
be some strict causal law to cover this case, in order for it to qualify as a
causal relation.
Various authors, including Woodward himself, believe that simply substituting Davidson’s nomological understanding of causation for their interventionistic theory will solve the problem. It is after all true that mental
phenomena appear to be control knobs for behavior: if I induce in you
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a desire for beer by showing you a beer commercial, I can influence your
behavior (and marketeers are quite aware of this relation). Yet critics
say that there is a confounding factor at play: your brain. How can an
interventionist be sure that it is the mental phenomenon that causes the
effect, rather than the underlying brain state? In chapter three I introduce
Woodward’s interventionism and discuss his attempt to use the theory to
solve the causal exclusion problem. I also explain why I agree with critics
who say that Woodward does not properly defuse the competition between
mental and physical causes of behavior.
Finally, in the fourth and fifth chapters, I describe a way of modifying
Woodward’s theory of causation to allow for causal compatibilism: a method
for interpreting claims of mental causation as being compatible with claims
of physical causation, rather than seeing them as rivals. In particular, my
contribution is to show how a specific version of interventionism allows
one to construct causal models that include phenomena from different
special sciences, without inadvertently displaying them as causal rivals.
This method acknowledges and legitimizes the various lenses we use to study
the world, by keeping them disentangled within causal models. As such I
reveal the causal exclusion problem to be a fallacy. It only arises when we
consider ill-constructed causal models, and I use interventionism to show
precisely what it is that goes wrong—something that could not be done
using the nomological theory of causation.
Who is right, the psychologist or the physicist? Do our desires cause
our actions, or do our brains? The answer is they both do, it depends on
how you look at it. This thesis substantiates that answer, by specifying
exactly how different vocabularies can be kept properly disentangled in
interdisciplinary causal models. This dissolves the causal exclusion problem
and leaves the special sciences vindicated.

Samenvatting
Een econoom kijkt naar de wereld en ziet handelspraktijken, marktprijzen
en financiële instituties. Een bioloog ziet organische processen, ecosystemen
en soorten dieren en planten. Ook geofysici, neurowetenschappers en sociale
wetenschappers bekijken de wereld door hun eigen ‘lens’, en elk van deze
lenzen gaat gepaard met een uniek vocabularium. Concepten als cellen,
marktplaatsen, en tektonische platen horen bij de manier waarop specifieke
wetenschappen de wereld beschrijven. Terwijl de ‘bijzondere wetenschappen’
die tot op heden genoemd zijn slechts een deel of een bepaald aspect van de
werkelijkheid bestuderen, is er één wetenschap die alomvattend probeert te
zijn: de fysica. Door de lens van de fundamentele fysica is de hele wereld te
zien, terwijl de toepasbaarheid van de bijzondere wetenschappen beperkter
is. Economen doen het (vooralsnog) niet erg goed op Mars, terwijl niets in
de werkelijkheid buiten het domein van de fysica ligt.
Hoewel de bijzondere wetenschappen maar een deel van de werkelijkheid
beschrijven, zijn het desalniettemin waardevolle onderzoeksgebieden. Dat ze
een beperkte focus hebben wil niet zeggen dat we de lenzen van economie,
biologie of scheikunde moeten afdanken. Toch heb ik in zekere zin dit
hele proefschrift nodig om hun gebruik te legitimeren. Waarom is dat?
Omdat sommige filosofen geloven dat de verschillende wetenschappelijke
perspectieven op de wereld elkaar niet aanvullen, maar juist in strijd met
elkaar zijn. Om precies te zijn heerst er de overtuiging dat de fundamentele
fysica de enige ‘echte’ beschrijving van de wereld geeft. Onze andere lenzen
zijn ofwel vervangbaar door de lens van de fysica, of laten zelfs niet eens
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echte fenomenen zien. De concepten uit de vocabulaires van de bijzondere
wetenschappen zouden zodoende gereduceerd moeten worden tot fysieke
concepten of afgedankt moeten worden. Waarom deze rivaliteit?
We kunnen hiervoor het probleem van causale exclusie de schuld geven.
Dit fundamentele probleem uit de cognitiefilosofie bedreigt in het bijzonder
de legitimiteit van één enkel wetenschapsgebied: de psychologie. Uiteindelijk worden echter alle bijzondere wetenschappen erdoor bedreigd. Door
het aanpakken van het probleem van causale exclusie, wat het hoofddoel
en de primaire focus van dit proefschrift is, verdedig ik dus niet alleen
de legitimiteit van de psychologie, maar die van alle niet-fundamentele
wetenschappen.
Om te begrijpen waarom het probleem van causale exclusie de legitimiteit
van de psychologie bedreigt, moet je eerst weten wat een wetenschapsgebied
überhaupt legitiem maakt. Wat rechtvaardigt het gebruik van een bepaalde
wetenschappelijke lens? Of het nu psychologie is of enig andere? Ten eerste
dit: dat de fenomenen die we door die lens kunnen zien (zoals marktprijs,
celdeling of verlangens) echte fenomenen zijn. Een wetenschap die verwijst
naar thetans of flogiston, dingen die niet bestaan, zal terecht verworpen
worden. Een lens die ons dingen toont die er niet zijn is een slechte lens.
Om deze reden wordt astrologie afgedaan als een pseudowetenschap: de
patronen die zij bestudeert zijn niet echt. Er is evenwel nog een tweede
criterium voor wat een wetenschap legitiem maakt: de fenomenen die het
bestudeert zouden alleen door die specifieke lens zichtbaar moeten zijn.
Anders zou het een redundante exercitie zijn, en kunnen we haar evengoed
afdanken. Wat een wetenschapsgebied werkelijk legitiem maakt is dat het
ons een unieke blik op de wereld biedt—een onvervangbaar perspectief.
Is de psychologie een onvervangbaar wetenschapsgebied dat echte fenomenen bestudeert? Veel filosofen geloven inderdaad dat de psychologie
ons een uniek perspectief op menselijk gedrag biedt. Hoewel onze mentale
aangelegenheden natuurlijk afhangen van ons brein, kunnen we niet simpelweg gedachten, verlangens, angsten en andere mentale fenomenen reduceren
tot soorten hersentoestanden. Het is te kort door de bocht om simpelweg
te stellen dat wij ons brein zijn. De psychologie, zo denkt men, laat ons
patronen van menselijk gedrag kennen die niet vertaald kunnen worden naar
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neurologische of fysische patronen.
Psychologische fenomenen zijn niet reduceerbaar, maar bestaan ze echt?
Wat maakt überhaupt dat iets echt is? Het meest fundamentele criterium
daarvoor is dit: dat het betreffende fenomeen causaal effectief is. Dat
betekent dat het iets veroorzaakt, dat het enig effect heeft. Anders gezegd:
of het er is of niet zou iets uit moeten maken voor de wereld (hoe veel of hoe
weinig ook). Te zeggen dat iets bestaat, maar dat het helemaal geen effect
heeft, in het geheel geen verschil maakt voor de wereld, is in feite stellen
dat het niet bestaat. Maken psychologische fenomenen een verschil in de
wereld? Zijn gedachten en andere mentale toestanden causaal effectief?
In het eerste hoofdstuk van deze dissertatie laat ik zien dat het precies
deze eigenschap van mentale fenomenen is die serieus bedreigd wordt door het
probleem van causale exclusie. Waarom? Simpel gezegd: steeds wanneer een
mentaal fenomeen gedrag veroorzaakt, is er een onderliggende hersenstaat
die al het causale werk lijkt te doen. Mentale fenomenen, zo lijkt het,
veroorzaken niets. Ze worden buitengesloten (‘geëxcludeerd ’) van het hebben
van causale effectiviteit. Als ik een biertje wil en vervolgens naar de koelkast
loop, was het dan mijn verlangen naar bier dat mijn handeling veroorzaakte,
of was het in plaats daarvan de hersentoestand waar dat verlangen in
geworteld is? Er moet wel zo’n neurale staat zijn, omdat mentale toestanden
niet los van de fysieke wereld bestaan, in een of andere immateriële ziel. We
beschouwen ze als stevig verankerd in de fysieke wereld, in het bijzonder
in onze breinen. Maar als dat waar is, waarom zeggen we dan niet dat het
brein al het werk doet (de neurowetenschap lijkt dat ook te suggereren), en
niet het mentale fenomeen? Als het mentale fenomeen niets veroorzaakt,
dan kunnen we net zo goed zeggen dat het niet bestaat, en de psychologie
degraderen tot pseudowetenschap. Een alternatieve reactie is dat we de
niet-reduceerbaarheid van mentale staten opgeven, en zeggen dat de mentale
staten simpelweg de hersenstaten zijn. Dan zijn ze natuurlijk wel causaal
effectief, maar ook dan ondergraven we de legitimiteit van de psychologie.
Zij biedt dan immers niet langer een unieke blik op de wereld—we kunnen
haar net zo goed vervangen door neurowetenschap.
We bevinden ons dus in een lastige spagaat. Ofwel psychologie bestudeert
niet-reduceerbare fenomenen die niet causaal effectief zijn en dus niet echt,

202

SAMENVATTING

ofwel de fenomenen zijn wel echt, maar het zijn simpelweg neurale fenomenen.
In beide gevallen wordt de legitimiteit van de psychologie als wetenschap
ondermijnd. Bovendien is hetzelfde probleem van toepassing op hersenstaten,
die tenslotte zelf weer gegrond zijn in chemische en uiteindelijk fysische
toestanden. Het probleem van causale exclusie bedreigt alle fenomenen uit
de bijzondere wetenschappen met eliminatie of reductie tot fundamentele
fysica.
De eerste stap in het oplossen van het probleem is vaststellen waar het
exact over gaat. Hoewel de bijzondere wetenschappen misschien compleet
verschillende vocabulaires hebben, beschrijven zij niet compleet verschillende
werelden of realiteiten, maar dezelfde wereld. Uiteindelijk zijn mentale
fenomenen niet gescheiden van fysieke fenomenen, omdat elk specifiek
mentaal fenomeen ook in fysieke termen beschreven kan worden (en mogelijk
ook nog op weer andere manieren). Dit benadrukt het punt dat het probleem
van causale exclusie niet gaat over het verbinden van verschillende realiteiten.
Het gaat er niet om dat we een gat tussen de gescheiden werelden van
mentale en fysieke fenomenen overbruggen. In plaats daarvan is de uitdaging
om te begrijpen hoe we moeten omgaan met meerdere, niet-reduceerbare
beschrijvingen van één en dezelfde wereld. De discussie gaat niet over wat er
in de wereld is, maar over de vraag of het iets toevoegt om op verschillende
manieren naar die wereld te kijken. Dit uitgangspunt van ontologisch
monisme en conceptueel pluralisme staat centraal in het tweede hoofdstuk,
waarin ik werk van Donald Davidson bespreek. Davidsons analyse helpt
me de precieze aard van het probleem van mentale veroorzaking uit te
leggen: zoals zovele kwesties in de filosofie is het uiteindelijk een conceptueel
probleem.
Hoewel ik geloof dat het bovenstaande een belangrijke stap is in het
oplossen van het probleem van causale exclusie, schiet Davidsons oplossing
(een positie genaamd anomalous monism) uiteindelijk tekort. Dat komt
omdat Davidson vasthoudt aan een notie van causaliteit die destijds erg
dominant was: het idee dat voor elk geval van oorzakelijkheid er een strikte
wet moet zijn die dat geval dekt. Deze nomologische theorie van causaliteit
stelt dat steeds wanneer een gebeurtenis een andere veroorzaakt, dat gebeurt
dankzij een causale wet die dergelijke gevallen dekt. Waarom veroorzaakte
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het gooien van de baksteen tegen de ruit dat de ruit sneuvelde? Omdat er
een causale wet is die stelt dat steeds wanneer een baksteen met voldoende
kracht tegen een ruit gegooid wordt, de ruit zal sneuvelen.
Dit lijkt problematisch, omdat er wat mentale fenomenen betreft geen
strikte causale wetten lijken te zijn. Als ik een biertje wil, loop ik meestal
naar de koelkast. Dat doe ik echter alleen als ik bovendien weet dat er
inderdaad bier in de koelkast ligt, en alleen als ik mijn voornemen om
minder te drinken even parkeer, en als aan nog een veelheid aan andere
voorwaarden voldaan is. Strikte regelmatigheid lijkt daarom nergens te
vinden als het gaat om de effecten van mentale fenomenen. Maar als mentale
fenomenen niet gedekt worden door strikte wetten, en als causaliteit strikte
wetten vereist, hoe kan een mentaal fenomeen dan causaal effectief zijn?
Davidson was zich zeer bewust van deze moeilijkheid en lost hem op door
te benadrukken dat elk mentaal fenomeen ook een fysiek fenomeen is (elk
individueel mentaal fenomeen kan ook in fysieke termen beschreven worden),
en dat onder een fysieke beschrijving er wél een causale wet is die het geval
dekt. Alle gevallen van mentale veroorzaking zijn zodoende gedekt door
fysieke causale wetten.
Maar redt deze oplossing echt de legitimiteit van de psychologie? Critici
wijzen erop dat Davidsons positie weliswaar causale effectiviteit aan mentale
fenomenen toekent, maar slechts dankzij het feit dat zij onder fysieke
causale wetten vallen. Alleen wanneer we ze fysisch beschrijven erkennen
we mentale fenomenen als zijnde causaal effectief. Hun mentale beschrijving
voegt niets toe aan ons begrip van hoe zij verschil maken in de wereld. Als
de psychologische lens geen verschil maakt voor ons begrip van causale
relaties in de werkelijkheid, als het ons op zichzelf geen causaal effectieve
fenomenen toont, kunnen we haar net zo goed verwerpen. Davidsons
oplossing is mislukt, zo stellen zijn critici, en ik ben het met ze eens.
Mentale veroorzaking redden door te verwijzen naar fysieke veroorzaking
voegt niets toe aan het legitimeren van de psychologie.
Wat gaat dan wel werken? Mijn strategie is om kritisch te kijken naar
de notie van causaliteit die door zowel Davidson als zijn contemporaine
critici gebruikt wordt. Het idee dat steeds wanneer er veroorzaking is, er
een strikte causale wet moet zijn is recent door James Woodward bestreden.
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Hij komt met een alternatieve theorie van causaliteit: interventionisme.
Volgens interventionisten moeten we over oorzaken nadenken als ‘knoppen’
waaraan je kan draaien om iets anders te manipuleren. Als ik bijvoorbeeld
de temperatuur van water uit de kraan kan veranderen door aan een hendel
te draaien (en ik doe dat voorzichtig, zonder het ‘experiment’ te verstoren
met andere factoren), dan is dat voldoende om die hendel als veroorzaker
van de temperatuur te zien. We kunnen de causale relatie vaststellen zonder
dat er een strikte wet moet zijn die het geval dekt.
Verscheidene auteurs, waaronder Woodward zelf, geloven dat het probleem opgelost is wanneer je simpelweg Davidsons nomologisch begrip van
causaliteit verwisselt door hun interventionistische theorie. Het is immers
zo dat mentale fenomenen ‘knoppen’ lijken te zijn waarmee je gedrag kan
beı̈nvloeden: wanneer ik een verlangen naar bier bij je opwek door je een
bierreclame te laten zien, kan ik je gedrag aanpassen (marketeers zijn zich
daarvan als geen ander bewust). Toch zeggen critici dat dit niet voldoende is.
Er is namelijk een verstorende factor: je brein. Hoe kan een interventionist
zeker weten dat het het mentale fenomeen is dat het effect veroorzaakt, en
niet dat de onderliggende hersenstaat het werk doet? In hoofdstuk drie
introduceer ik Woodwards interventionisme en bespreek ik zijn poging om
de theorie te gebruiken om het probleem van causale exclusie op te lossen.
Ook leg ik uit waarom ik het eens ben met critici die zeggen dat Woodward
er niet in slaagt om de competitie tussen mentale en fysieke oorzaken van
gedrag weg te nemen.
In hoofdstukken vier en vijf beschrijf ik tenslotte een gemodificeerde
versie van Woodwards theorie van causaliteit die causaal compatibilisme
mogelijk maakt: een methode voor het interpreteren van gevallen van
mentale veroorzaking als zijnde compatibel met fysieke veroorzaking, in
plaats van daarmee te rivaliseren. Om precies te zijn is mijn bijdrage
te laten zien hoe een specifieke versie van interventionisme ons in staat
stelt om causale modellen te maken waarin fenomenen uit verschillende
bijzondere wetenschappen opgenomen zijn, zonder dat deze (onterecht) als
causale rivalen worden neergezet. Deze methode erkent en legitimeert de
verschillende lenzen die we gebruiken voor het bestuderen van de wereld,
door ze binnen causale modellen uit elkaar te houden. Op deze manier laat
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ik zien dat het probleem van mentale veroorzaking een schijnprobleem is.
Het ontstaat doordat men verkeerd geconstrueerde causale modellen als
uitgangspunt neemt, en ik gebruik interventionisme om precies te laten zien
wat daar mis gaat—iets dat niet gedaan kon worden met de nomologische
theorie van causaliteit.
Wie heeft er gelijk, de psycholoog of de fysicus? Veroorzaken onze
verlangens ons gedrag, of doet ons brein dat? Ze hebben beiden gelijk—het
hangt er maar van af hoe je het bekijkt. Dit proefschrift onderbouwt dat
antwoord door heel precies te specificeren hoe verschillende vocabulaires op
de juiste manier uit elkaar kunnen worden gehouden in interdisciplinaire
causale modellen. Dit voorkomt het probleem van causale exclusie en
legitimeert de verschillende wetenschappelijke perspectieven op de wereld.
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Dankwoord
Nu ik mijn laatste graad op zak heb en terugkijk op mijn promotietijd, kan
ik niet anders dan blij worden. Het was een lange en goed gevulde tijd, die
perfect aansloot op een lange en goed gevulde studietijd. Graag sta ik bij
deze gelegenheid stil bij hen zonder wiens hulp dit proefschrift niet tot stand
was gekomen, of zonder wie mijn promotietijd niet zo fijn was geweest.
Ten eerste uiteraard mijn promotoren. Carla Rita loodste mij door de
onderzoeksmaster heen en zag genoeg in mij om me aan te nemen op een
promotieplaats. Hoewel mijn onderzoek elders is geëindigd dan waar het
ooit begon (bij Darwin!), hield zij vertrouwen en bleef ze mijn onderzoek
nauwgezet volgen. Bovendien maakte ze het mogelijk dat ik zou doceren:
vier jaar lang gaven wij samen een vak over Darwins filosofische erfenis. Tot
op de dag van vandaag geef ik met bijzonder veel plezier onderwijs, en ik
dank haar voor de goede basis die ze me hiervoor hielp te leggen. Haar
enthousiasme en immer warme uitstraling waren tijdens mijn promotietijd
een constante factor waar ik bijzonder dankbaar voor ben. Ik ben heel blij
dat ik haar vertrouwen waar kan maken door dit proefschrift af te ronden.
Marc geeft me al sinds mijn bachelorscriptie de ruimte om eigenzinnige
en regelmatig doodlopende gedachtegangen te verkennen. Zijn inhoudelijke
bijdrage aan niet alleen dit proefschrift maar mijn academische vorming
in het algemeen, is aanmerkelijk groter dan hij zich wellicht realiseert. De
laatste jaren bood hij me bovendien letterlijk en figuurlijk onderdak bij zijn
vakgroep in het Erasmusgebouw, die nu ook als mijn vakgroep voelt. Ik ben
vereerd dat ik het afgelopen semester in zijn voetsporen mocht treden door
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cognitiefilosofie te doceren aan de nieuwe studenten filosofie—dat was een
prachtige ervaring. Carla Rita en Marc: heel hartelijk dank voor alles.
De lunches en zeker ook de pannenkoekenwandelingen rond de Duivelsberg met de vakgroep ga ik bijzonder missen. Hoewel de pannenkoeken
altijd goed smaakten, zijn het toch vooral de collega’s wiens gemis ik zal
voelen. Roy, Huub en Bas: wat een genot om met jullie dat prachtige
hoekkantoor op de 16e te bezetten. Harmen: wat fijn om samen het seminar analytische filosofie meegemaakt te hebben, en wat leuk om samen te
doceren het laatste semester. Dank dat je mijn paranimf wil zijn! Annelli,
Annemarie, Bart, Chris, Corien, Daphne, Derek, Fleur, Frank, Katja, Kees,
Leon en Linde: jullie collegialiteit maakte dat de 16e als een tweede huis
voelde. Daaraan droegen zeker ook andere collega’s van de faculteit bij.
Arjen, Mathijs, Simon, Stefan, Tim en nog vele anderen: you know what
you did. Hartelijk dank ook aan al mijn collega’s van Radboud Reflects voor
het warme welkom en de fijne samenwerking—dankzij jullie heb ik mijn blik
al iets buiten de ivoren toren kunnen richten. Tenslotte mag Christoph niet
onvermeld blijven, de bevlogen decaan die regelmatig onaangekondigd met
een guitige glimlach binnen komt vallen om ons aan het werk te houden.
Ik prijs mij gelukkig dat ik nóg een geweldige groep collega’s heb gehad
bij het studiecentrum van de Open Universiteit in Nijmegen. Zó moet een
studiecentrum zijn! Herman, Toon, Jeroen, Femke, Martine en alle anderen—
jullie vriendschap, humor, raad en kameraadschap was hartverwarmend. Ab,
Carla en Ans: nergens is het zo hartelijk binnenlopen als daar waar jullie
zijn (zélfs wanneer jullie—geheel terecht—mijn fiets verstoppen). Tenslotte
mogen Alex en Carli niet ongenoemd blijven. Mijn kantoorgenoot Alex, het
truffelwijn. Wat was er van ons geworden als we niet ons eerste jaar goed
besteed hadden aan wiskundige raadsels en Blocktrix? En Carli: je was meer
dan een collega, en dan heb ik het niet alleen over onze samenwerkingen bij
de organisatie van het Filosofisch Café en de Graduate Conference. Je was
namelijk bovendien een strijdmakker! Hartelijk dank dat je mijn officieuze
paranimf wil zijn.
Een aantal docenten hebben mij in het bijzonder geraakt. Rob van der
Sandt liet mij als geen ander de grenzen van mijn cognitieve vermogens
verkennen in zijn cursus taalfilosofie, en bij het zetten van zijn poezenmodel
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in TikZ. Harm Boukema is door zijn passie voor doceren en zijn eindeloos
vriendelijke en geduldige houding dé filosoof bij uitstek. Ik koester mijn
herinneringen aan de colleges over paradoxen en oneindigheid bij Russell.
Tenslotte Sijbrand de Jong, bij wie ik het geluk had een cursus over elementaire deeltjes als onderdeel van het honoursprogramma te mogen volgen.
Het was waanzinnig om de wereld door zijn ogen te zien, zowel tijdens de
excursie naar CERN als tijdens het daarop volgende project waarmee we de
academische jaarprijs wonnen.
Met niemand deelde ik tijdens mijn promotietijd zoveel lief en leed als
met Ceci. Een valley of shit (of twee) was haar niet vreemd, en zij hielp me
door mijn deserts of procrastination heen. Of beter gezegd: zij rangschikte
mijn prioriteiten waar nodig, wat gezien mijn nevenactiviteiten regelmatig
het geval was. Anderzijds was het ook zij die me erop bracht om vier
dagen te gaan werken—een zeer succesvolle zet die me voor opbranden heeft
behoed. We zijn bovendien een erg goed schrijfteam; nergens verzette ik
zoveel werk als op onze schrijfweken. Zij motiveerde me daar om door te
werken, terwijl ik haar motiveerde om ook af en toe pauze te nemen. Ceci:
ik ben enorm trots op ons beider resultaat. We sluiten nu ook deze fase af,
maar onze vriendschap zal blijven.
Aan het eind van je promotietijd is het fijn als iemand je kan helpen je
gedachten in beeld om te zetten. Jorrit: hartelijk dank voor je bereidheid om
je vaardigheden als illustrator in te zetten voor mijn omslag. Het resultaat
is prachtig!
Bij mijn verdediging, die vooralsnog mijn vertrek uit de academie lijkt te
signaleren, hoop ik ook velen te begroeten die mijn lange verblijf daar niet van
binnen hebben meegemaakt, maar die mijn promotietijd desalniettemin van
veel kleur hebben voorzien. De Lelijke Mannen maakten elke hoogtemeter
tot een feest en in de wereld van e-sports beleefde ik van Nederland tot
China prachtige avonturen met Tom, Auke, Tobias, Maarten Jan, Jeroen en
nog vele vele anderen. En natuurlijk zijn daar mijn oudste vrienden, door
wie ik altijd gesteund word. Dank daarvoor Bart, Bram, David, Jasper,
Matthijs, Niels, Richard en Rob. Eelke: hartelijk dank voor het banen
van het pad, en dat je mijn paranimf wil zijn. Ik hoop dat AntWorks een
(groeiende) familie blijft.
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Nu ik mijn allerlaatste opleiding afrond bedank ik ook graag mijn ouders.
In zekere zin is dit het sluitstuk van hun opvoeding, waar ik dagelijks en
met smaak de vruchten van pluk. Mijn moeder, die ik een volledig herstel
op alle fronten wens, zou ik vaker een knuffel willen geven. Zij bood mij
rust en ruimte om mijn proefschrift te schrijven in Niawier, en ze was erbij
toen ik de laatste punt zette. Al mijn hele leven stimuleert ze me zelfstandig
te zijn. Dorothé: jij leerde mij werken en gaf me geestdrift en ambitie, en
daarvoor dank ik je hartelijk.
Mijn vader, de bolmens, dank ik voor al zijn redactiewerk. Het is
onwaarschijnlijk, maar op dit dankwoord na heeft hij heeft elke letter
van dit proefschrift gelezen en becommentarieerd. Zijn vlijt werd alleen
overtroffen door zijn vaardigheid met taal, hetgeen natuurlijk niet wil ziggen
dat hij enige verantwoerdelijkheid draagt voor restorende onvolkamenheden.
Het was heel waardevol om samen te werken met mijn vader. Ruud: jij
leerde mij denken en gaf me creativiteit en speelsheid, en daarvoor dank ik
je hartelijk.
Er start nu een nieuwe episode in mijn leven, en die beleef ik niet alleen.
Het is ongelooflijk fijn dat Willemijn aan mijn zijde staat. Zij leert mij
nieuwe dimensies van zelfkennis en relativeringsvermogen kennen, alsook
nieuwe dimensies van verliefdheid ♥. Willemijn: hartelijk dank voor al je
steun en betrokkenheid bij de laatste fase van dit traject. Ik zie uit naar
het uitzicht vanaf alle bergtoppen die we gaan beklimmen, te voet en op de
fiets. Let’s make it so!
And now for something completely different.
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